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Letter from the Editor

1

Dear AppNotes Readers:

Welcome to the July 2002 issue of Novell AppNotes! As the long sun-filled days of summer are upon us 
here in the Northern Hemisphere, it seems as if the work days are longer, too! I hope you each has the 
opportunity to take a vacation or holiday away from your IT responsibilities.

First, I apologize to all for the late delivery of the May issue. We changed to a new printing and fulfillment 
vendor during the production cycle and incurred some delays during the transition. I hope by now these 
initial kinks are worked out and you receive your AppNotes on time in the future. Thanks for your patience 
with us while making this transition. Speaking of new vendors, please note the new phone numbers for the 
AppNotes Order Desk printed on the back cover: 1-800-395-7135 toll free, or 925-463-7391.

This month we have two AppNotes and three Developer Notes for you. For AppNotes we have Matthew 
Culver’s article, “Novell Storage Services (NSS) Performance Monitoring and Tuning.” Following on that 
theme, we have the article, “Tuning the NetWare 6 TCP/IP Stack via SET Parameters” by Anoop Kumar P 
and B Thavamani Rajan from our Bangalore, India development office.

For all you developers out there, we have the third article in Jeff Hanson’s ongoing series, “How to Build 
J2EE Applications Using Novell Technologies: Part 3.” Stay tuned for more articles in this series in the 
coming months. Many have been aking about DirXML and this month’s article, “Advanced Features of 
DirXML, Part 1: Queries” by Israel Forst, Hicham Mourad, and Garth Williamson is very enlightening and 
helps you better understand some of the things that can be done with DirXML. Finally, we have, 
“Leveraging the System Management BIOS Information in NetWare-Based Applications,” by K.S. 
Venkatram.

As always, we have our sections with Dear Ab-End, Ramblings, Lightweight Access, and the support and 
developer oriented sections.

As many of you have noticed, we are continually improving the AppNotes Web site. This will continue to 
be the case for the foreseeable future as we continue to try to better service your needs. I invite you to take 
a look at our DeveloperNet University (DNU) Web site as it is being updated as well. Even if you aren’t a 
developer (but how many of you aren’t anymore, at least on some level), you can glean a lot of valuable 
information from DNU. Visit http://developer.novell.com/education and see what we have to offer!

As always, I look forward to hearing your feedback on the topics you want to see, as well as how we can 
better serve your needs both on our Web site (http://www.novell.com/appnotes) and through the hard copy 
publication. Keep in touch!

Until next time,

Gamal B. Herbon
Editor-in-Chief

July 2002
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4 Novell Storage Services (NSS) Performance Monitoring and Tuning
Matthew Culver
Introduces various monitoring commands and tuning parameters that system administrators can use to 
optimize the performance of the Novell Storage Services (NSS) file system.

23 Tuning the NetWare 6 TCP/IP Stack via SET Parameters
Anoop Kumar P, B Thavamani Rajan
Discusses how to use SET parameters available in the TCP/IP stack for NetWare 6.1 SP1 or later to 
enhance the stack’s performance or enable/disable various features.

D E V E L O P E R  N O T E S

43 How to Build J2EE Applications Using Novell Technologies: Part 3
J. Jeffrey Hanson
Third in a series that outlines a platform and methodology for developing applications on NetWare 
with the Java 2 Platform enterprise Edition (J2EE) using a service-oriented architecture.

51 Advanced Features of DirXML, Part 1: Queries
Israel Forst, Hicham Mourad, Garth Williamson
Takes you through the basic of performing a query from a DirXML stylesheet and leveraging the 
information returned in the business logic built into the stylesheet.

65 Leveraging the System Management BIOS Information in NetWare-Based Applications
K.S. Venkatram
Outlines the basic procedures to access the System Management BIOS information through a NetWare 
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example.
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Novell Storage Services (NSS) 
Performance Monitoring and 
Tuning

Matthew Culver
Asia-Pacific OS Mentor
Novell, Inc.
mculver@novell.com

Thanks to Paul Taysom, Randy Stokes, and Mike Hasleton of Novell for their invaluable 
assistance with this AppNote.

This AppNote introduces various monitoring commands and tuning parameters 
that system administrators can use to optimize the performance of the Novell 
Storage Services (NSS) file system.

Contents:

• Introduction
• Important Concepts to Understand
• Command Line Options for Monitoring NSS
• Performance Tuning Parameters
• Conclusion

Topics file system, Novell Storage Services (NSS), server manage-
ment, performance tuning

Products Novell Storage Services (NSS)

Audience network administrators, support technicians

Level advanced

Prerequisite Skills familiarity with file system concepts

Operating System NetWare 5.x, 6.x

Tools none

Sample Code no
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Introduction

Novell Storage Services (NSS) is a key technology in NetWare 6. Most customers 
who are running NetWare 6 have automatically chosen to run NSS without 
hesitation; however, little information is available on how NSS works or how to 
tune it. One common misconception about NSS is that it is slow. In truth, NSS is 
considerably faster than most file systems, including NetWare’s traditional 
(legacy) file system in some cases.

NetWare 6 is pre-configured for a “typical” 100-user environment. As with most 
products Novell makes, it is a good idea to spend a little time tweaking the NSS 
settings for your particular environment. Under certain conditions, the 
performance of NSS can be tuned to great benefit. What’s amazing is that you can 
keep the flexibility and extensibility of NSS while maintaining NetWare's 
legendary performance.

NSS tuning can be proactive, to get the highest possible speed from your storage 
subsystem, or reactive, because there is a problem. No matter which camp you are 
in, this AppNote should help you understand each of the tuning parameters 
available in NSS and how to use them. Hopefully you will learn how to tune NSS 
for your environment and how to optimize its performance.

Note: The information in this AppNote is based on the version of NSS 3.x contained in 
Service Pack 2 for NetWare 6.0. Where possible, I have made references to older 
versions of NetWare and NSS. However, as a general rule, the older your product 
versions are, the less this information will apply.

Important Concepts to Understand

This section provides a quick overview of some important concepts to understand 
in relation to NSS.

How Hashing Works in NSS

In NSS, a hashing algorithm is used to map each cache entry to a unique number. 
This number is a reference or location in a list of entries so that NSS knows where 
to read or write information in the file system. Each of these hash table entries is 
called a “hash bucket” in NSS.

For a hashing algorithm to be effective, it must be fast and it must be reversible. 
When an entry is written that has been keyed from its name, NSS must be able to 
use the same algorithm to know where to look in the list of entries to obtain the 
information when it is searched for later.

In NSS, the effectiveness of the hashing algorithm is determined by what 
percentage of buckets are used and how evenly the entries are distributed across 
all buckets. It is always faster to look up an entry in a larger list of hash entries 
than a longer chain within a single hash entry.
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Figure 1 shows a chain of entries in hash buckets.

Figure 1: Chain of entries in hash buckets.

As a fictitious example, assume there is a file named COST.RTF. A hashing 
algorithm could be used that takes every two bytes in the file name, combines the 
value, and totals the values to get a hash bucket number. Thus, for this example, 
275 is the result of the hashing algorithm:

CO = 77
ST = 66
.R = 34
TF = 98
Total = 275

NSS now knows which hash bucket to look in when searching for this file: 
bucket 275.

It doesn’t take much thought to realize that this example would be a bad hashing 
algorithm. It would allow clusters to form at certain points in the hash table list, 
while buckets at the beginning and end of the table would be empty. NSS employs 
a more sophisticated hashing system than the example given above.

System and User Cache

In NSS 3.x, the cache performance statistics are divided into SYS (system) and 
USER cache. System data is everything that isn’t user data. It includes the 
roll-back ZLOG (Journal) and the roll-forward Purge Log, the various databases 
and structures where NSS keeps information about files—for example, the name 
tree, the beast tree, and the visibility list.

Bucket 1 Bucket 2 . . . Last Bucket

Data

Data

Data

Data

Data

Data

Data

Data

Data Etc. Etc.
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By default, 30% of the available cache buffers are reserved for system blocks. 
This is not a function of the ZLSS file system (the default file system for NSS), 
but applies to all Loadable Storage Systems (LSSs). If user data from cached files 
leaves no space for the system data, the file system performance can suffer. 

The cache algorithms that NSS uses are very advanced. Under normal 
circumstances, you should see a 98% (or better) hit rate for user data cache and 
better than 98% for system data. In some cases it is usual to see lower cache 
rates—for example, in situations where backups have run, or when large file 
copies have just occurred, or in a business that deals with large files that 
consistently flush the cache. If you want to raise the cache statistics in these 
situations, you will need to dedicate more RAM to NSS (as explained later in
this AppNote).

How Hashing Works for the File System Cache

NSS allocates a hash table for the file system cache based on the amount of 
memory in the server. This hash table size is not configurable; however, adding 
RAM will increase it.

Unlike with the Name Cache, NSS usually does not have issues with the length of 
chains in the File System Cache. Usually there are far more hash buckets available 
than entries used. Therefore, it is common to see a small percentage of buckets 
used and a low maximum entries in a bucket.

If there are more than 10-15 cache buffers in a bucket for an extended period of 
time, you should consider dedicating more RAM to NSS file system cache.

How Hashing Works for the Name Cache

By default, NSS 3.x allocates 2111 hash buckets for the name cache. This is a 
fixed amount, unlike the number of cache entries that could possibly be stored, 
which also starts at 2111 but which can be increased to 65,521.

Increasing the name cache size will increase the hash table size. However, the 
relationship of entries to hash buckets is not proportional in the name cache. Thus, 
if you increase the name cache size to 65,521, the actual hash table size will only 
increase to about 30,000.

Increasing the number of entries in the name cache will, by the very nature of the 
algorithm, cause greater lengths of chains to develop, as more entries are hashed 
to the same value in the table. Therefore, increasing the name cache will actually 
increase the maximum entries in a hash bucket.

It is always faster to look up a hash table than to walk through chained entries in a 
hash bucket. Novell is currently in the process of changing the size of the hash 
table in the name cache to more dynamically reflect the number of entries. 
Further, Novell plans to increase the current limit of 65,521 cached names.
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There is always a trade-off in speed between looking up the entry in the b-tree and 
the time taken to walk through a chained list in a hash table. Usually the cache 
will win out. On average, it takes twice as long to search the name tree than to 
look up a cache entry for name resolution.

Additional Notes on the Name Cache

NetWare runs two name caches in NSS: ASCII and UniCode. Most attempts are 
made on the ASCII cache, as the Client32 code was written for traditional 
volumes only capable of ASCII lookups. Despite the fact that Windows NT uses 
UniCode natively, Novell’s implementation of the Microsoft Common Internet 
File System (CIFS) will also convert requests for NSS to ASCII. (Novell plans to 
change its implementation of CIFS to make requests in UniCode.)

NSS runs both UniCode and ASCII caches. For requests that come in ASCII 
format for which the file name is not found in the ASCII cache, NSS will convert 
the request to UniCode and search the cache before going to scan the Name b-tree.

Note: In NetWare 6 SP1 and SP2, cache performance statistics on the ASCII Name Cache 
are incorrect, showing an almost impossible value for "Num cache hits" due to a 
high "Num positive cache hits" value. The "Cache hit percentage" is also 
incorrectly calculated. Novell plans to resolve these issues in NetWare 6 SP3.

To determine whether the cache size is adequate, look at the Cache hit percentage. 
Under normal usage this usually stays in the high ninety percent range. If this 
appears to be too low and the number of Victim Selects is high, the cache is 
thrashing (being consistently flushed by new data). Increasing the cache size will 
help performance.

Command Line Options for Monitoring NSS

Before you worry about tuning NSS, you must first determine whether NSS 
tuning is required and what aspect of the file system needs tuning. There are two 
ways of determining if NSS requires tuning:

• If your server suffers from poor performance and you suspect the storage 
subsystem

• By monitoring the storage subsystem using the cache performance statistics 
tools provided with NSS

The NSS command line options described in this section will help you monitor its 
performance and thereby assist in determining what, if any, tuning is required. 
These are all server commands entered at the server console.

Note: You can abbreviate these NSS command options by providing just enough of the 
command to be unique. For example, “NSS /CA” would be unique enough to be 
an abbreviation for the “NSS /CacheStats” command.
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NSS / ResetStats

This command can be used to clear the file system cache statistics and have them 
start anew. It is useful for checking the results of your changes in the file system 
cache.

Before executing this command, you should note how long the server has been up. 
If it has been up for weeks or months, you will need to wait a significant period of 
time before regarding the new statistics as valid—at least two full working 
business days, preferably a week. 

Note: This command affects only the file system cache. Other cache statistics (such as 
those displayed via the /NameCacheStats command) are unaffected and will 
require a system reboot to clear.

NSS / CacheStats or /Cache

This command gives information on the performance of the file system cache. 
Most importantly, it gives information on cache hits, cache misses, and the 
number of cached entries.

Figure 2 shows an example of the statistics displayed when the NSS /CacheStats 
command is run at the server console.

Figure 2: Output from the NSS /CacheStats command.

Following are descriptions of the listed settings.

• Min cache buffers.  This is the minimum (fixed) number of 4KB cache buffers 
assigned to NSS. NSS will never allocate less than this number of cache 
buffers. (Compare this setting with “Num cache pages allocated” below.)

• Num hash buckets.  This is the number of hash buckets used for tracking 
cache buffers. To quickly look up cache buffers, NSS uses a hashing 
algorithm to place entries into hash buckets and then chains the hash buckets 
together to form a quick link to the information required. The number of hash 
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buckets is proportional to the amount of free memory available when NSS is 
loaded. (For more information, refer to the “How Hashing Works in NSS” 
section of this AppNote.)

• Min OS free cache buffers.  NSS ensures that NetWare keeps at least this 
many 4KB pages available for the traditional NetWare file system and 
NetWare Loadable Modules (NLMs). It does this by giving pages back to the 
OS until either the OS has enough pages or NSS has reached its minimum 
number of pages (see “Min cache buffers” above).

• Num cache pages allocated.  This is the current memory used by the NSS file 
system cache, expressed in 4KB pages allocated to NSS. 
To calculate the amount of memory NSS is currently using for file system 
cache, multiply the “Num cache pages allocated” by 4KB.

• Cache hit percentage.  Commonly referred to as the cache hit ratio, this is 
total number of cache hits divided by the number of attempts to get a file 
cache buffer from the cache. In equation form, that’s CacheHit / (CacheHit + 
CacheMiss).

• Cache hit.  This value represents the number of times NSS found the desired 
file block in file system cache. (For more information, refer to the “System 
and User Data Cache” section of this AppNote.)

• Cache miss.  This value represents number of times NSS was not able to find 
the desired file block in file system cache. (For more information, refer to the 
“System and User Data Cache” section of this AppNote.)

• Percent of buckets used.  This statistic represents the current number of hash 
buckets that contain cache buffers. Since NSS allocates the hash size based on 
the amount of memory, this is more informational for Novell than for the 
administrator, as you cannot configure the buffer cache’s hash table size.

• Max entries in a bucket.  This is the longest chain of cache buffers contained 
in a single bucket. The hashing algorithm used should place few entries in 
each bucket to improve search performance. However, larger chains can be 
formed. (For more information, refer to the “How Hashing Works for the File 
System Cache” section of this AppNote.) 

• Total entries.  This is the total number of cache buffers currently being used. 
The rest are on a free list.

Some people are concerned when the server appears to be idle but the User hits 
are growing by hundreds or thousands per second. Keep in mind that server-based 
applications such as Novell eDirectory are always accessing the file system, even 
if you disconnect the network cable.
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NSS /Status

The NSS /Status command can be used to see helpful “at-a-glance” information 
about NSS configuration. It includes most of the important NSS settings you will 
need to know about NSS on a server.

Figure 3 shows an example of the information displayed by this command.

Figure 3: Output of the NSS /Status command.

You can think of the NSS /status command as a configuration report or 
CONFIG.TXT for NSS.

NSS /NameCacheStats

The NSS Name Cache is responsible for caching the Name Tree information. This 
is the information that is read when you perform any kind of search by file or 
directory name. The name cache maps a name to a ZID. Directory listings do not 
do this as much as normal file opens that must resolve each name in the file path.

Note: A ZID is a unique ID number to reference file meta-data. This information is held 
in a “beast” object in the beast tree; therefore a ZID references a beast. 
Throughout the NSS statistics, you will see reference to the letter Z. This 
reference reinforces Novell's opinion of NSS as the last file system you’ll 
ever need.

Some people are confused when increasing the amount of Name Cache does not 
improve the performance of getting directory listing information. The reason is 
that the enumeration of directories requires information in the name tree that is not 
cached. It is therefore probable (depending on the client) that once the name is 
fetched from the name tree during the enumeration process, it will request further 
information about the file from a tree or structure outside of the name tree. The 
process of fetching this additional information may be done by ZID or by name. If 
it is done by name, the name cache will be involved to get the ZID; however, NSS 
may still have to look up non-cached information about the file by the beast ZID.



w w w . n o v e l l . c o m / a p p n o t e s
12

A
pp

N
ot

es
If you want to see how your name cache is performing, use the NSS 
/NameCacheStats command. Figure 4 shows an example of the information 
displayed by this command.

Figure 4: Output of the NSS /NameCacheStats command.

Here is a description of the statistics displayed by this command.

• Num hash buckets.  As with the file system cache, hash buckets are used to 
enable quick lookups for name cache entries. NSS uses a hashing algorithm to 
place the entries into buckets and then chains the entries together to form a 
quick link to the information required.

• Max cache entries.  This value indicates the maximum number of Name Tree 
cache entries that can be cached; this is controlled by the /NameCacheSize 
parameter.

There is one cache entry for each name being cached. This value does not relate 
to hash buckets, as the number of entries chained from a bucket depends on 
how many names hash to the same bucket. A single name entry is never found 
in multiple cache buckets. (Keep in mind that NSS runs both UniCode and 
ASCII name caches for speed.)

• Num entries in use.  This value indicates the current number of Name Tree 
cache entries that have been cached. Except at startup time, this will generally 
be within one or two entries of the maximum setting.

• Num entries in unused list.  This is a system test statistic left over from the 
initial development of NSS. These statistics were put in to track possible 
conflicts and problems so that the engineers could address them quickly and 
make sure everything was working correctly. Novell plans to remove this 
parameter in NetWare 6 SP3 and higher, since it has no bearing on system 
performance.
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• Num packet allocates.  The default name size is 32 characters. If a name 
longer than this requires storing, NSS will have to allocate a special packet for 
it. This parameter keeps track of these allocations.

• Num packet reuses.  This is another system test statistic left over from the 
initial development of NSS. Novell plans to remove this parameter in 
NetWare 6 SP3 and higher, since it has no bearing on system performance.

• Num unused packets freed.  This parameter tracks the freeing of special 
packets that are used when a name is longer than 32 characters.

• Num times count change.  This is the number of times NSS attempted to add 
to the name cache while it was already in the process of adding.

• Change count (num adds).  This is the number of positive adds made to the 
cache. When a name is found, it is added to the cache and this value is 
incremented.

• Num negative adds.  This is the number of negative adds made to the cache.  
When a name is not found, it is added to the cache and this value is 
incremented. (Negative and positive cache are discussed in more detail in 
“Num positive cache hits” and “Num negative cache” hits below.)

• Num duplicate adds.  You will rarely see this counter increment. It is a 
leftover from development to track when the same name cache entry attempts 
to add on two threads at the same time.

• Num victim selects.  This is the number of names (files/subdirectories) that 
have been forcibly removed from the name cache because a new entry had to 
be added and there wasn’t enough room. Typically the entry that is “victim 
selected” is the one that has not been accessed for the longest amount of time.

If this statistic is high and constantly increasing, it is a good indicator that your 
server is flushing its name cache very quickly. In this case, you should increase 
the name cache significantly.

• Num removed entries.  If a file/subdirectory is deleted, it will be removed 
from the cache. Likewise when a file/subdirectory is created, it will be 
removed from the negative cache. Either action will increment this counter.  
(Negative and positive cache are discussed in more detail in “Num positive 
cache hits” and “Num negative cache hits” below.)

• Num attempts on cache.  This is the number of attempts that have been made 
to resolve data from the Name Tree cache. When a request is made to search 
the name tree cache, this counter is incremented.

• Num cache hits.  This counter tracks the number of times NSS finds a result of 
a search against the name tree cache. If you subtract the number of cache hits 
from this total, you get the number of cache misses.
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• Cache hit percentage.  This is the number of attempts on cache divided by the 

number of cache hits. Usually this percentage should be in the high 90s for a 
server that has been up at least a week; if it is not, you should add more name 
cache.

• Num positive cache hits and Num negative cache hits.  When a file system 
operation attempts to resolve a name it will find either an object associated 
with the name or it will not: either way NSS will cache the results.

A cache “hit” occurs when NSS finds a name in cache during a search. If the 
name represents a file that exists, that is a positive name cache hit. If it 
represents a file that does not exist, that is a negative name cache hit.

Many applications continually try to open files that do not exist (such as 
optional configurational, backup, and temporary files). The amount of time it 
takes to determine if a file does not exist can be as slow as the amount of time 
it takes to find a file that is there. Therefore, having a negative name cache can 
speed up overall system performance.

• Percent of buckets used.  This statistic represents the current number of hash 
buckets that contain cache buffers. This is useful in determining how much 
name cache should be added. 

• Max entries in a bucket.  The cache uses a hashing algorithm that maps names 
to buckets. At times, multiple names map to the same bucket. In this case, all 
names mapped to the same bucket must be searched to see if the entry is in 
cache.

This value indicates the longest chain of name cache entries contained in a 
single bucket. The length of the chain is a function of the hashing function. If 
the percent of buckets used is low and the chain value is high, you would have 
a bad hashing algorithm. This has not been seen in NSS.

If you allocate more cache entries for NSS, you should expect to see longer 
chains because it does not allocate a new bucket for each new name cache 
entry. On a normal NetWare 6 server, this figure should reside at about 10.

Volume Inventory

Tuning in NSS requires that you understand the data type, structure, and 
frequency of access. Before NetWare 6 SP2, this was mostly guesswork;  
however, in SP2 Novell added a Volume Inventory feature to the Novell Remote 
Manager tool.

Accessing the Volume Inventory is easy—just click on Volume Information and 
select “Volume Inventory Report.” You will see a report similar to the one shown 
in Figure 5.



J u l y  2 0 0 2 15

A
pp

N
ot

es

Figure 5: Volume Information report from the Novell Remote Manager utility.

Be aware that this report will take several minutes to run. It will cause only a 
moderate amount of CPU utilisation, but it will consume nearly all available disk 
I/O bandwidth. For that reason, NSS keeps the results of the last search and when 
this option is selected again, it prompts you to either create a new report or use the 
last report.

This report shows the following information by bytes in use and file count:

• File types 
• Last modified times
• Last accessed times
• File size ranges

The Volume Information report gives you a detailed breakdown of the graphs 
below with hyperlinks. Not only does it tell you the constitution of the volume, 
you can actually go and check out the files that fall into this category. The files 
themselves are also hyperlinked so you can perform trustee/flag/delete/ rename 
operations, plus any lock information and so forth, straight off the link.

Knowing information such as the average file size can help you in working with 
some of the performance tuning indicators already discussed. It is a must before 
looking at the performance tuning parameters (such as /AllocAheadBlks) that are 
described in the next section.
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Performance Tuning Parameters

Once you have established the need for performance tuning in NSS, the process of 
tuning can be a bit challenging. The traditional NetWare file system had very few 
parameters to tune; it was inflexible and had only one speed—fast. Tuning NSS is 
a matter of modifying a parameter or two, resetting the cache performance 
statistics, and then waiting and watching for performance gains or degradation.

For small file write operations, NSS may be slower than the traditional file system 
for several important reasons: it is a journaling file system and it uses Unicode 
instead of ASCII. When you couple that with the fact that most programs run on a 
NetWare server use small files, you will quickly realize that in some cases you 
may not be able to tune NSS to the performance of the traditional file system. 
However, you will be able to considerably improve its performance over the 
default settings.

In some situations and with some applications, the performance of NSS is 
significantly better than that of the traditional file system. As an example of this, 
Novell’s internal testing has shown that GroupWise 6 can actually run faster on 
NSS 3.0 than on the traditional file system once it is tuned correctly.

It is important to realize that NSS was not designed to win benchmarking tests.  It 
was designed by looking at actual data usage patterns and therefore, in a 
production environment, it will usually outperform any other journaled file 
systems that may benchmark above it. It should also be noted that NSS 3.x is 
significantly faster than NSS 2.x and usually faster than the traditional file system 
in the real world. Some basic testing may not show this difference.

Because NSS was designed with random access in mind, its performance may 
suffer against some other file systems for operations that require sequential b-tree 
access such as running the DOS DIR command. Novell considers it is more 
important that NSS run well in a large environment than it return to the DOS 
prompt in a shorter period of time.

Warning: Before you begin to adjust settings, you need to be aware that if you 
give NSS more memory than the server has, NSS will fail to load. If 
your SYS volume is NSS-based, your server will be inoperable until 
such time as you load the server with a NSS override to correct the 
situation.

If you need to restore a setting after a failed tuning attempt, use the server 
command line argument of -z"parameter…". For example:

server -z"/namecachesize=xxx /cachebalance=yy /numbonds=zzzzz"

Alternatively, you can create a file named NSSSTART.CFG in the 
C:\NWSERVER folder and put the desired parameters into it as follows:

/namecachesize=xxx

/cachebalance=yy

/numbonds=zzzzz
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General NSS Tuning Considerations

Here are some general considerations to bear in mind when tuning NSS.

• Patches.  Before you start any form of operation on NSS, always ensure that 
you are running the latest version of NSS. Novell's dedicated team of 
programmers are consistently looking for ways to improve the performance of 
NSS, which are typically added in incremental patches between major version 
releases.

• No Other File System.  Without a doubt, the most important consideration for 
NSS is this: don't split your resources between two file systems.

When FILESYS loads, RAM not allocated is given to legacy cache. When 
NSS loads, it will take (by default) 60% of that RAM for NSS. As the two file 
system caches are disparate, this will halve the performance of both caches 
compared to a single file system server. When applications load the amount of 
cache for both file systems, performance is reduced further.

If you must run multiple file systems, try to get to know the usage patterns of 
each system. This may enable you to balance RAM between them more 
effectively.

• RAM.  As with any file system cache, NSS performs better with more 
memory.  You may find that the performance modifications you make to tune 
NSS require the purchase of more RAM for your server.

Do not add RAM over 4GB to improve cache performance. The Intel 
architecture has no DMA capabilities above 4GB; therefore, NSS deliberately 
does not use this memory.

The following tuning commands are entered at the NetWare server console 
prompt.

NSS /CacheUserMaxPercent=xx

This is the parameter for controlling the division of the file system cache between 
User and System data. The default percentage for User data cache is 70%. 

The ideal percentage depends on the mix of operations occurring in the system. 
Generally speaking, if you have a server with few files and volume attributes and 
a generous amount of cache RAM, you can increase this parameter. Remember 
that whatever is not System cache is User cache.

NSS /CacheBalance=xx and NSS /MinBufferCacheSize=n

Every 30 seconds (by default) and/or when the server loads or unloads an NLM, 
NSS rebalances the NSS file system cache to the percentage specified by the 
/CacheBalance parameter. By default this is set to 60%; the valid range is 1-99 
expressed as percentage. (You can change the default time interval with the 
/CacheBalanceTimer command. The range for this is 1 - 3600 seconds.)
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The /MinBufferCacheSize represents the minimum amount of file system cache 
NSS will use. It will never balance the cache below the /MinBufferCacheSize. By 
default it is set to 512 * 4KB buffers, or 2MB. The valid range is 256 - 1,048,576.

On a server with only NSS volumes, you can usually adjust the /CacheBalance 
parameter upwards of 85% without any problem; some customers have reported 
that they can adjust it in excess of 95%. Monitor the Least Recently Used (LRU) 
Sitting Time on the NetWare server to ensure that you are not running the server 
too low on memory.

Note: LRU Sitting Time can be found in the MONITOR utility under “Disk Cache 
Utilization.” Given that the server has been up for over 24 hours, this statistic 
should never drop below 24 hours. It is important to understand that LRU Sitting 
Time is a measure of non-cache memory, not file system cache memory.

No matter how file system cache is allocated in NetWare 6, it will show as “Cache 
Buffers” in MONITOR. This is because NetWare 6 can now request memory 
from NSS as it would from the traditional file system. As such, the /CacheBalance 
parameter is still relevant even if you just have NSS. The difference is that it can 
set the CacheBalance to a higher value than was possible in NetWare 5.x.

If you are concerned about the amount of CPU time being spent by the 
CacheBalance process, disable it and use the /MinBufferCacheSize command. 
This assumes you know the amount of RAM you want to specify for NSS file 
system cache. NSS makes no allowance for the misconfiguration of this setting! 
Novell recommends that you increase the setting over time and watch the LRU 
Sitting Time in MONITOR.

You can reduce either the /CacheBalance or the /MinBufferCacheSize. However, 
only the /CacheBalance can be disabled. File system cache will always consume 
memory up to its limit from the time you load NSS, regardless of which method 
you use.

NSS /MinOSBufferCacheSize=n

If you allocate too much memory to your NSS cache, you may run the server out 
of memory. You can safeguard against this possibility by setting the minimum 
amount of RAM reserved for the operating system via the /MinOSBufferCache- 
Size command. This value is set to 256 * 4KB buffers (1MB) by default. The 
valid range for n is 256 - 1,048,576.

NSS /CacheBalanceMaxBuffersPerSession=n

Usually when the /CacheBalance is recalculated, a small amount of RAM is either 
given or taken away from NSS Cache. This parameter controls the maximum 
cache balance transfer (in 4KB blocks) given to the NSS file system cache per 
cache balance. By default, this parameter is set to 1024 (4MB) per session. The 
valid range is 16 - 1,048,576.
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If your server has applications running on it that can consume significant amounts 
of RAM for a short period of time, you may want to increase this parameter. 
Otherwise your server may take several minutes to get back to the correct amount 
of cache dictated by the /CacheBalance parameter.

This parameter does not affect memory requests made of NSS by the OS. For 
example, if NSS is asked to give back 5MB of RAM, it will comply at the time of 
the request in one transfer.

NSS /NameCache=n

NSS will cache as many recently used Name Tree entries as specified by this 
parameter. By default, /NameCache is set to 2111; the valid range for n is 
3 - 65,521. Each entry uses about 150 bytes of memory.

In medium to large servers with enough RAM, you should consider increasing 
this value to at least 40,000.

Note: Name cache will grow up to the specified limit as required. Unlike file system 
cache, it will not take the maximum amount of memory it needs from the start.

NSS /OpenFileHashShift=n

Once NSS has looked up the Name Cache to resolve the beast ZID to open a file, 
it must then go to the beast object to get file information (such as where it resides, 
trustees, and so on). This information is cached in the Open and Closed file hash 
table. NSS will check for it first before going to the b-tree on disk.

This parameter sets the hash table size for the beast hash that includes opened and 
closed files. It is important to understand that there is a relationship between the 
open and closed files being cached. Both open and closed files are stored in one 
hash table and are distinguished only by the hash table entries denoting which are 
closed files (and therefore, by logical exclusion, which are open).

As the total number of open files is added to the number of cached closed entries, 
it becomes apparent that NSS could develop long chains from a single hash bucket 
and performance will suffer significantly. If your server usually runs with many 
open files, you should increase this parameter. As a minimum, this parameter 
should be set to at least 25% of the size of your closed file cache.

Unlike the Name Tree where a cache miss results in only a 50% reduction in 
access time, missing this cache and going to disk will cause a significant 
performance penalty. If your server has the RAM, Novell recommends a 1:1 
relationship for open+closed files to the OpenFileHashShift.

This parameter is adjusted by powers of two. By default it is set to 2^15; the valid 
range is 8-25. Each empty hash bucket consumes 4 bytes of RAM, and each entry 
in a hash bucket consumes 400 - 1000 bytes.
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Here is a quick table to help you determine a suitable setting:

2^15 = 32,768 hash table entries

2^16 = 65,536 hash table entries

2^17 = 131,072 hash table entries

2^18 = 262,144 hash table entries

2^19 = 524,288 hash table entries

2^20 = 1,048,574 hash table entries

…

2^25 = 33,554,432 hash table entries

NSS /ClosedFileCacheSize=n

Obtaining beast (file) information from disk is an expensive process in terms of 
performance. If NSS can get the information from memory, it will enable file 
handles to be given quicker. The /ClosedFileCacheSize parameter keeps these 
beast objects in cache so NSS doesn’t have to go to disk and unpack beast 
information again when it wants the same file.

In NSS 3.0, the default size is 50,000; the valid range is 16-1,000,000. Novell 
recommends setting this parameter to 100,000 or more if you have applications on 
your server that consistently cycle through the same set of files and you suspect 
that this cache is being flushed when combined with normal server operations. On 
average, each Closed File Cache entry consumes 0.4 - 1KB of RAM.

Note: The Closed File Cache will grow up to the specified limit as required. Unlike file 
system cache, it does not take the maximum amount of memory it needs from 
the start. It also adapts—as memory is consumed by other processes, it 
dynamically reduces the number of entries so the system does not become 
starved for memory.

NSS /NoDataShredding

NSS 3.0 gives users the ability to write over purged files with bit patterns up to 
seven times. This operation is called “data shredding.” Unless you must use this 
feature for security reasons, it should be disabled, as data shredding consumes a 
great deal of disk I/O bandwidth. Data shredding can be disabled as a volume 
attribute from ConsoleOne, or via this command:

NSS /nodatashredding=volumename

Reducing or Increasing /AllocAheadBlks

The NSS /AllocAheadBlks parameter determines how many 4KB blocks NSS 
automatically allocates when it writes a new file (of any size) to disk. This 
parameter does not apply to writing to existing files. NSS dynamically decides 
how much data (up to the limit you specify in /AllocAheadBlks) to reserve when 
it writes, based upon the file size.
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If you know that you are going to be writing smaller files consistently, you can 
usually reduce the /AllocAheadBlks value from the default of 15 (70KB) to 4 - 5 
to improve performance. The valid range for this parameter is 0 - 63.

Some applications write smaller files by default. Novell GroupWise, NIMS/ 
NetMail, and BorderManager are examples of this behavior. For these 
applications, it is wasteful and expensive in terms of performance to spend the 
time to allocate extra blocks when NSS writes a file. You should set the 
/AllocAheadBlks to the average file size that gets created most frequently. Check 
the Volume Inventory in the Novell Remote Manager utility for a detailed 
breakdown of average file sizes.

Note: Depending on the behavior of the application in question, reducing this 
parameter may cause fragmentation in larger files. However, most modern 
desktop-based applications rewrite the entire file when they save it.

NSS /Compression

As storage technology improves with cheaper, larger media, the necessity of 
compression is called into question. Because compression slows down file access, 
you should not enable this feature unless you are sure you need it. By default, 
compression is not enabled.

Many administrators fall into the trap of thinking that compression will compress 
large files well. In actual fact, the compression routines used in NSS are taken 
directly from the traditional file system written in the 1990s, which ignore files 
above 256MB in size. In addition, compression limits the usefulness of such 
features as Pooling and Overbooking as you must reserve a area of disk for 
compression to work in. (For more information about these and other NSS 
features, see the online documentation at http://www.novell.com/documentation/ 
lg/nw6p/index.html?nss_enu/data/h5grftdf.html.)

As with the traditional file system, once compression is enabled on an NSS 
volume, you must recreate the volume to disable it. Compression can be enabled 
as a volume attribute option in ConsoleOne or via this command:

NSS /compression=volumename

NSS /NumWorkToDos=n

This specifies the number of work-to-do threads that NSS will use at any given 
time. By default this is set to 50; the valid range is 5-100. These threads are all 
background threads. For most situations, the default number of work-to-dos 
should be just fine. However, on heavily used servers with large disk farms, you 
can try increasing this number to 75 or greater.
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NSS /MailboxSize

In NetWare 5.x, the mailbox size referred to the number of interrupt callback 
requests that NSS could queue up for the driver in question to respond to an 
acknowledged interrupt with a callback routine.

In NetWare 6, this parameter is no longer effective. The code is bypassed and any 
change made to this parameter will not make the slightest difference.

NSS /FileFlushTimer and /BufferFlushTimer

The /BufferFlushTimer parameter sets the maximum amount of time to keep a 
modified NSS file system cache buffer in memory before writing it. By default 
this is set to 1 second; the valid range is 1-3600.

The /FileFlushTimer parameter represents the maximum amount of time to keep a 
modified file in cache before flushing it to disk. By default this is set to 10 
seconds; the valid range is 1-3600.

Increasing these settings will improve performance, but at the risk of data loss 
during a system failure. They directly relate to the amount of uncommitted data in 
NSS Cache.

Note: Increasing the /FileFlushTimer setting beyond a minute or two can lead to 
overflowing the ZLOG file and throttling system operations.

NSS /AuthCacheSize=n

The /AuthCacheSize reflects the number of cached authorisation entries. By 
default this is set to 1024 entries; the valid range is 16-50,000. For servers with 
large file systems and multiple trustees on different locations in the volume, you 
should consider increasing this amount to at least 20,000.

Note: NSS needs to increase this setting only if it has trustees assigned on different 
locations. For example, if you have 1000 trustees assigned for SYS:PUBLIC, NSS 
will only use 1 cache entry.

Conclusion

This AppNote has covered the analysis and tuning of NSS performance on a 
NetWare server.
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This AppNote discusses how to use SET parameters available in the TCP/IP stack 
for NetWare 6 SP1 or later to change some of the default parameters or 
enable/disable the various features provided in Novell TCP/IP stack. It also 
discusses some user/testing scenarios and suggests ways in which you can 
optimize the performance of the stack.
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Introduction

The SET parameter options discussed in this AppNote allow you to configure 
certain TCP/IP parameters on NetWare 6 SP1 and higher. The parameters can be 
executed from the command line on the host server. The SET options are entered 
at the server console as commands, and the configuration changes made this way 
are applied to the whole system rather than to an individual interface. Many of the 
SET parameters will not change the behavior of the existing connections. Most of 
these parameters are valid for new connections.

ARP Tuning Parameters

This group comprises SET parameters related to the Address Resolution Protocol 
(ARP).

ARP Entry Expiry Time

Syntax: set arp entry expiry time = n
Range: 240 -14400 (seconds)
Default: 300

This parameter changes the expiry time of ARP entries in the ARP cache. An 
ARP entry is the mapping between the IP address and physical MAC address. The 
value is specified in seconds and can be set in the STARTUP.NCF file.

This parameter specifies a timeout period for a cache table entry to be removed 
from the ARP cache table if the entry has not been used for some time. Reducing 
this timer may stop some ARP hijacking and ARP spoofing attacks. Reducing the 
timer also avoids resource exhaustion or performance degradation that can occur 
when the ARP cache is filled with bogus entries. It is recommended that you 
retain the default value and reduce this setting only if you see lots of invalid ARP 
values on the network.

If you are in a static network environment where MAC addresses rarely change, 
you may want to increase the ARP Entry Expiry Time. The ARP Entry Expiry 
Time should be less than or equal to the ARP Entry Update Time.

ARP Entry Update Time

Syntax: set arp entry update time = n
Range: 240 - 14400 (seconds)
Default: 300

This parameter changes the update time of the ARP entries. The parameter 
specifies a timeout period for a cache table entry to be removed from the ARP 
cache if the entry has not been updated. The value is specified in seconds and can 
be set in the STARTUP.NCF file.

The ARP Entry Update Time should be greater than or equal to the ARP Entry 
Expiry Time.
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Oversized Packets Handling

This group includes SET parameters related to the handling of oversized UDP 
packets.

Largest UDP Packet Size

Syntax: set largest udp packet size = n
Range: 0 -65536 (bytes)
Default: 16384

This parameter specifies the size of the largest UDP packet that can be received. 
Setting this parameter provides protection against UDP flooding by discarding 
oversized packets. This parameter has to be used with Discard Oversized UDP 
Packets. The upper limit for this parameter is set with the assumption that the 
MTU is 1500 (Ethernet).

Discard Oversized UDP Packets

Syntax: set discard oversized udp packets = string
Range: On | Off
Default: On

This parameter determines whether or not the server will discard UDP packets 
larger than the current setting of Largest UDP Packet Size. The screen shown in 
Figure 1 illustrates the warning notification displayed whenever a server receives 
and discards an oversized UDP packet. In this case, the largest UDP packet size 
was set to 2048, but the server is receiving (and discarding) packets of 3028 bytes.

Figure 1: Warning messages displayed when a server discards oversized UDP packets.

To avoid discarding the UDP packets, either set the Discard Oversized UDP 
Packets parameter to Off, or increase the Largest UDP Packet Size threshold to 
a value larger than currently received oversize UDP packet: in this case greater 
than 3028.
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You can monitor your Discard Oversized UDP Packets by switching over to the 
logger screen.

Largest Ping Packet Size

Syntax: set largest ping packet size = n
Range: 0 - 65536 (bytes) 
Default: 10240

This parameter specifies the size of the largest ping packet that can be received, 
and must be used with the Discard Oversized Ping Packets parameter.

The screen shown in Figure 2 illustrates the warning notification displayed 
whenever a server receives an oversized ICMP Echo (ping) packet. In this case, 
the largest ICMP packet size was set to 10240, but the server is receiving (and 
discarding) packets of 20000 bytes.

Figure 2: Warning messages displayed when a server receives ICMP packets larger than 
the current threshold.

To avoid these kinds of warnings, increase the threshold to a value larger than the 
currently set value for the received oversized ICMP packet: in this case the ICMP 
packet size is 20000.

You can monitor your Largest Ping Packet Size by switching over to the logger 
screen.

Discard Oversized Ping Packets

Syntax: set discard oversized ping packets = string
Range: On | Off 
Default: On

This parameter determines whether or not to discard the ICMP packets larger than 
the current setting of Largest Ping Packet Size.
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The screen shown in Figure 3 illustrates the warning notification displayed 
whenever a server receives and discards an oversized ICMP packet. In this case 
the largest ICMP packet size was set to 10240.

Figure 3: Warning messages displayed when a server discards oversized ICMP packets.

To avoid discarding these packets, make sure this parameter is set to Off or 
increase the threshold to a value larger than the currently received oversize ICMP 
packet. In this case, the ICMP packet size is 20000.

You can monitor your Discard Oversized Ping Packets by switching over to the 
logger screen.

Receive Buffers Count

This group consists of the parameters for setting the minimum and maximum 
receive buffer count.

Minimum Packet Receive Buffers

Syntax: set minimum packet receive buffers = n
Range: 10 - 32768 (buffer count)
Default: 2000

This parameter specifies the minimum number of packet receive buffers allocated 
by the server. This is a driver-level parameter that tunes the resources reserved for 
packet reception at the driver level.

If the server is supposed to run in a high traffic (stressed) condition, it is 
recommended to increase the value of this parameter from the default value.

You can monitor your Minimum Packet Receive Buffer threshold value by 
entering the “\e” command at the server console.
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Maximum Packet Receive Buffers

Syntax: set maximum packet receive buffers = n
Range: 10 - 32768 (buffer count)
Default: 10000

This parameter specifies the maximum number of packet receive buffers allocated 
by the server. This is a driver-level parameter that tunes the resources reserved for 
packet reception at the driver level. it helps you tune the maximum number of 
packet receive buffers that is allocated to the system. 

If the server is supposed to run in a high traffic (stressed) condition, it is 
recommended to increase the value of this parameter from the default value.

The screen shown in Figure 4 illustrates a scenario in which lots of ECBs fail. 
You can monitor your ECB Allocation failures by entering the “\e” command at 
the server console.

Figure 4: LSL Buffer Pool statistics displayed when an ECB Allocation failure occurs.

Interactive Data Flow

These parameters help regulate interactive data flow in TCP communications.

Delayed Acknowledgement

Syntax: set tcp delayed acknowledgement = string
Range: On | Off
Default: On (enabled)

This parameter is used to enable or disable the Delayed Acknowledgment support. 
Normally TCP does not send an ACK the instant it receives data. Instead, it delays 
the ACK hoping to have data going in the same direction as the ACK so the ACK 
can be sent along with the data. TCP uses four system ticks (approximately 224 
milliseconds, based on the TCP timer schedule rate) to delay the ACK.
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With delayed acknowledgements, the number of ACK frames is reduced 
(especially in relatively fast networks) because several packets are received before 
the timer expires. Note that slow starts result in an increase of the congestion 
window. However, as the increase in the congestion window depends on the 
reception of acknowledgement frames, the congestion window does not open as 
quickly as it would if it were not using delayed acknowledgements.

Avoiding the use of delayed ACKs during a slow start would appear to help in a 
satellite channel in the case of small file transfers. For large file transfers, delayed 
ACKs can help avoid packet loss due to congestion by controlling the bursting 
from large bunches of ACKs. Delayed ACKs may also be helpful in highly 
asymmetric channels where ACK bunching may occur. Such bunching could lead 
to bursting and congestion loss. However, delayed ACKs also cause slower 
congestion window growth when congestion is avoided. While this is still a topic 
for research, it is clear that for small transfers delayed ACKs hurt, while for large 
transfers they can help. An obvious approach is to turn delayed ACKs on only 
after slow start has gotten the connection up to a reasonable rate.

Nagle Algorithm

Syntax: set tcp nagle algorithm = string
Range: On | Off
Default: On

This parameter is used to enable or disable support for the Nagle algorithm. This 
algorithm helps improve performance for wide area networks where there is an 
excessive number of “tinygrams” (small segments) that can necessitate 
retransmissions, cause lost packets, and hamper propagation speed through 
congestion in switching nodes and gateways. This algorithm states that when a 
TCP connection has outstanding data which has not been acknowledged, small 
segments cannot be sent until the outstanding data is acknowledged. Instead, 
small amounts of data are collected by TCP and sent in a single segment when the 
acknowledgement arrives.

The Nagle algorithm should be used in TCP in cases of one-way bulk data transfer 
or Telnet-style two-way data transfer.

Minshall’s Algorithm

Syntax: set tcp minshall algorithm = string
Range: On | Off
Default: Off

This parameter is used to enable or disable support for Minshall’s Algorithm. An 
interaction between the sender’s Nagle Algorithm and the receiver’s Delayed 
ACK policy can create an especially severe problem: that of a temporary 
deadlock. The Nagle Algorithm prevents the sender from transmitting more data 
until it receives an outstanding ACK, while the delayed ACK policy prevents the 
receiver from transmitting an ACK until more data arrives. Sooner or later, the 
delayed-ACK timeout breaks the deadlock, but this adds delays to operations that 
should have completed much faster.
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Minshall’s Algorithm is an enhancement to the Nagle Algorithm that helps avoid 
the deadlock without disabling the Nagle Algorithm. The algorithm states that a 
small packet should be sent only if the connection does not have a small packet 
unacknowledged. From this statement, it is clear that the Minshall Algorithm 
allows one unacknowledged small packet per connection.

Memory Allocation

These parameters help with memory allocation related to TCP communications.

Pre-Allocated PCB Count

Syntax: set tcp number of preallocated pcbs = n
Range: 10 - 150000 (count)
Default: 1024

This parameter specifies the number of PCBs to be pre-allocated when the stack is 
initialized. Once the PCBs are pre-allocated, for each connection the PCBs from 
this buffer pool are reused instead of allocating memory each time. Thus this 
parameter helps in avoiding the memory allocation overhead.

The default value of this parameter is 1024. However, if the server is handling an 
average of x connections at a time, it is desirable to set this value to x. This 
specifies that, on an average, the stack already has the memory allocated for the 
PCBs for all new connections. If you set this parameter to a high value, that much 
memory is reserved and cannot be used for other applications.

The currently available PCBs status can be seen from the TCP Statistics such as 
Total PCBs and PCBs in Use.

Note: You must restart the server for a change in this parameter to become effective.

Maximum Small ECBs

Syntax:  set tcp ip maximum small ecbs = n
Range: 10 - 150000 (count)
Default: 1024

This parameter specifies the maximum number of small ECBs to be pre-allocated 
when the stack is initialized. ECB failures can be identified from IP Statistics such 
as Total Small ECBs, Free Small ECBs, Max Small ECBs Allowed, and 
Maximum Small ECBs Allowed.

Problem Description. One possible problem scenario is one in which an 
application creates loopback connections and initially all the connections work 
perfectly. However, when the number of loopback connections is increased, the 
application sends out error # 61/60, meaning that the connections are timing out or 
no more new connections are being established.
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Possible Cause. When an application creates a large number of loopback 
connections, a large number of Small ECBs will be used to handle these 
connections. Hence, there is possibility that there is a depletion of the 
Small ECB pool.

Figure 5 shows a scenario in which a lot of Small ECBs are being depleted. 

Figure 5: IP Statistics screen showing a low number of Free Small ECBs.

You can monitor your Small ECB count by entering the “_IP” command at the 
server console. If you are having problems, verify the statistics of Free Small 
ECBs; if this value is less than 10, the problem could be due to an insufficient 
number of Small ECBs.

Action. By default, 1024 buffers are pre-allocated for IP applications. Increase 
the free small ECBs to a higher value. Increase the above SET command value by 
a factor of 2 and see if it helps.

TCP Parameters

These parameters have to do with general TCP communications.

TCP Retransmission Threshold

Syntax: set tcp maximum packet retransmission = n
Range: 0 - 12 (count)
Default: 12

This parameter can be used to change the maximum number of packet 
retransmissions in TCP. If the number of retransmissions for a TCP connection 
exceeds this threshold, the connection will be aborted. 
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The value of this parameter should be lowered from the default only if the 
connectivity is stable and the congestion is very low. A lower value will reduce 
the retransmissions in network, possibly leading to connection terminations.

TCP Timer Schedule Rate

Syntax: set tcp timer schedule rate = n
Range: 3 - 4 (system ticks)
Default: 3

This parameter can be used to change the TCP Timer Schedule Rate. This 
parameter defines the TCP tick ratio which is the duration of TCP tick in 
milliseconds. TCP timer functions are automatically invoked in intervals of TCP 
ticks. The default value is 3, which corresponds to 3*System Tick or 3*56 = 168 
milliseconds.

TCP Minimum Retransmission Timeout

Syntax: set tcp minimum retransmission timeout = n
Range: 3 - 8 (TCP ticks)
Default: 2

This parameter can be used to change the minimum packet retransmission 
timeout. This is specified in TCP ticks. A system tick is 1/18 of a second, or 56 
milliseconds. The relationship between TCP ticks and system ticks is given in the 
following equation:

TCP Tick = System Tick * TCP Tick Ratio

The TCP Tick Ratio is set by the TCP Timer Schedule Rate parameter, whose 
default value is 3. The default minimum retransmission timeout value is 2, which 
will converge to 2*3*1/18 = 336 milliseconds.

Problem Description. A problem could occur in either of these scenarios:

• Whenever data transfer is performed to the server that is separated across a 
slow WAN link, the connections would be reset.

• Whenever a heavy data transfer is performed to the server that is separated 
across a slow WAN link, the connections would be reset.

Possible Cause. When you have a slow WAN link or a lot of traffic on a WAN 
link, latency (delay) is introduced between the packets. Hence, TCP may reset the 
connection. The problem can be verified by checking the TCP retransmissions 
counter (check TCPCON > Statistics > TCP > Retransmissions). This counter 
should have a large value.

Action. To resolve such an issue, it is recommended to increase the TCP 
Minimum Retransmission Timeout interval from the default of 2 TCP Ticks to a 
higher value such as 4. (Remember, 1 TCP Tick = 224 milliseconds.)
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TCP Connection Establishment Timeout

Syntax: set tcp connection establishment timeout = n
Range: 0 - 446 (TCP ticks)
Default: 335

This parameter can be used to change the TCP Connection Establishment Timeout 
value in TCP Ticks. The default value of this parameter is 335 TCP Ticks, which 
converges to 335 * 168 milliseconds = 56 seconds. This parameter is governed by 
the TCP Timer Schedule Rate. Once the connection establishment time exceeds 
this threshold, the connection will be reset from the stack.

TCP Maximum Initial Window

Syntax: set tcp maximum initial window = n
Range: 2 - 4 (value)
Default: 4

Use this parameter to change the maximum initial window size for a TCP 
connection (Reference: RFC 2414). This specifies an increase in the permitted 
upper bound for TCP’s initial window from one segment to between two and four 
segments.

The advantages of a larger initial window are:

• When the initial window is one segment, a receiver employing delayed ACKs 
is forced to wait for a timeout before generating an ACK. With an initial 
window of at least two segments, the receiver will generate an ACK after the 
second data segment arrives. This eliminates the wait on the timeout (often up 
to 200 milliseconds).

• For connections transmitting only a small amount of data, a larger initial 
window reduces the transmission time (assuming at most moderate segment 
drop rates). For many e-mail (SMTP) and Web page (HTTP) transfers that are 
less than 4KB, the larger initial window would reduce the data transfer time to 
a single RTT.

• For connections that will be able to use large congestion windows, this 
modification eliminates up to three RTTs and a delayed ACK timeout during 
the initial slow-start phase. This would be of particular benefit for high- 
bandwidth, large-propagation-delay TCP connections, such as those over 
satellite links.

TCP Max Port Limit

Syntax: set tcp max port limit = n
Range: 4999 - 54999 (value)
Default: 54999

This parameter is used to modify the upper limit of TCP ephemeral port range. If 
applications want to reserve some ports, the ephemeral ports must be restricted for 
that range.
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TCP UDP Diagnostic Services

Syntax: set tcp udp diagnostic services = string
Range: On | Off
Default: Off

This parameter can be used to start or stop diagnostic services over TCP and UDP. 
The diagnostic services are Echo (which listens on Port No 7), Discard (which 
listens on Port No 9), and Chargen (which listens on Port No 19).

In Echo mode, once a connection is established any data received will be sent 
back to the client. In Discard mode, once a connection is established any data 
received is discarded and no response is sent. In Chargen mode, once a connection 
is established a stream of data is sent out in the connection.

Note: These services should be used only for testing purposes.

MTU Tuning

These parameters deal with the Maximum Transfer Unit (MTU) in TCP 
communications.

Use Specified MTU

Syntax: set use specified mtu = string
Range: On | Off
Default: Off

Use this option to force IP to use a user-specified MTU size. The default MTU 
size is 576. This can be changed via the SET Maximum Interface MTU parameter. 
This parameter is applicable only for TCP applications. It is recommended that 
this parameter be used only for testing purposes.

Maximum Interface MTU

Syntax: set maximum interface mtu = n
Range: 576 - 5000 (MTU size)
Default: 576

This parameter can be used to define the maximum value of the interface’s MTU 
when the Use Specified MTU parameter is set to On. This parameter is applicable 
only for TCP applications. It is recommended that this parameter be used only for 
testing purposes. This will help us restrict packet sizes greater than the maximum 
interface MTU from the host.
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Attack Protection

These parameters can help protect your network against TCP/UDP land attacks 
and TCP FIN attacks.

TCP/UDP Land Attack Protection

Syntax: set tcp defend land attacks = string
Range: On | Off
Default: Off

This parameter can be used to defend against TCP/UDP land attacks. A “land 
attack” is a spoofed attack where a connection appears to be addressed to an 
address:port combination from the same address:port combination so that system 
goes into infinite loop trying to complete the TCP connection.

Figure 6 shows a scenario in which a land attack has occurred. To view this 
screen, go to the TCP Connections Table.

Figure 6: TCP Connections Table showing the occurrence of a land attack.

Use this parameter to enable the land attack checks. Disabling the parameter gives 
you a performance edge by avoiding per-packet checks.

FIN Attack Protection

Syntax: set maximum wait states = n
Range: 1 - 100000
Default: 0 (disabled)

The TCP Defend FIN Attack feature provides a simple, single-tuning Maximum 
Wait States threshold parameter. In the TCP stack, the wait states (FIN_WAIT1, 
FIN_WAIT2, CLOSED_WAIT, LAST_ACK and CLOSING) are arranged in 
ascending order of importance by determining which of the states are less risky to 
terminate. The order is static.
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The stack assumes that there is no risk in terminating all connections in a less 
important state. According to the arrangement of states, if a less important 
connection is overusing resources, then it is selected. Alternately, if an important 
state is overusing resources and the less important states do not dominate, it would 
be selected for reset only. At any given point in time, a Minimum Threshold 
number of connections will be permitted.

Figure 7 shows a scenario in which a FIN attack has occurred. To view these 
statistics, enter the “_TCP” command at the server console.

Figure 7: TCPIP Connections screen showing the occurrence of a FIN attack.

Miscellaneous SET Parameters

This last section lists several miscellaneous TCP/IP-related SET parameters.

BSD Socket Buffer Tuning

Syntax: set bsd socket default buffer size in bytes = n
Range: 4096 bytes - 1 GB
Default: 32768

This parameter sets the default size of the socket send and receive buffers. It is 
applicable only to TCP sockets using the BSD interface. Every socket has a send 
buffer and a receive buffer. TCP uses the receive buffers to hold received data 
until it is read by the application. With TCP, the available room in the socket 
receive buffer is the window that TCP advertises at the other end. The maximum 
value supported is 1 GB.
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TCP Connections Backlog Tuning

Syntax: set maximum pending tcp requests = n
Range: 128 - 4096 (connections)
Default: 128

The SET Maximum Pending TCP Requests parameter specifies the maximum 
number of pending TCP connections. This is the maximum number of queued 
connections for a listening end-point. All of these queued connections should 
have been accepted by the TCP (the three-way handshake should be complete) 
and the connections should be waiting to be accepted by the application. If there is 
no room in the queue for a new connection, TCP ignores the received SYN and 
the connection is refused.

This parameter is applicable only for BSD Socket applications. It is advised that 
you retain the minimum default value under normal circumstances. Scale this 
parameter to a higher value only when the TCP statistics show service attempt 
failures.

Large Window Support

Syntax: set tcp large window option = string
Range: On | Off
Default: On (enabled)

This parameter enables or disables the scaling capability of the TCP window. TCP 
performance problems arise when the bandwidth * round_trip_delay is large 
(greater than or equal to 106 bits). In such a situation, extending the window size 
larger than 216 can enhance performance. 

This parameter, when enabled, defines an implicit scale factor that is used to 
multiply the window size value found in a TCP header to obtain the true window 
size. The scale factor is automatically chosen by TCP, based on the size of the 
receive buffer. The window scale option is sent only in the SYN segment by both 
sides. The upper limit of TCP window will be 65535 * 214 (1 GB). This is usually 
applicable to Gigabit, transcontinental networks.

Selective Acknowledgement (SACK)

Syntax: set tcp sack option = string
Range: On | Off
Default: On (enabled)

This parameter is used to enable or disable Selective Acknowledgment (SACK) 
support in the stack. SACK is a mechanism that includes a retransmission 
algorithm which helps overcome weak links on an unstable, high-delay Internet 
path. This can allow better handling of the retransmission queue in the event of 
multiple packet losses in a single window.
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The selective acknowledgment extension uses two TCP options:

• An enabling option that is SACK-permitted. This option can be sent in a SYN 
segment to indicate that the SACK option can be used once the connection is 
established. The SACK-permitted option is a two-byte option.

• The SACK option itself. This option can be sent over an established 
connection once both the sender and the receiver have successfully negotiated 
the SACK-permit option. 

Whenever there is loss of data, the data receiver can send the SACK option to 
acknowledge the out-of-order segments. Thereby the receiver can notify the data 
sender of the non-contiguous blocks of data that have been received and queued 
(Reference: RFC 2018).

A maximum of four blocks can be specified within the 40-byte TCP options.

Path MTU Black Hole Detection and Recovery

Syntax: set tcp path mtu black hole detection and recovery = string
Range: On | Off
Default: Off (enabled)

This parameter provides the facility to detect a connection failure due to “black 
hole” routers and helps the stack to recover from such connections. Whenever a 
router gets a datagram with a Don’t Fragment (DF) bit set in its header and the 
packet size is greater than the next MTU, the router cannot forward the packet. In 
such a case, the router sends an “ICMP Destination Unreachable DF bit set” 
message to the host.

Often routers do not send such a message; instead, they ignore the datagram. 
Typically, an IP datagram cannot be forwarded because its maximum segment 
size is too large for the receiving server and the DF bit is set in the header of the 
datagram. Routers that ignore these datagrams and send no message are called 
Path MTU Black Hole routers. Some routers might silently drop large frames, 
even when the DF bit is not set. Firewalls are often misconfigured to suppress all 
ICMP messages.

To respond effectively to black hole routers, the stack now provides a Path MTU 
Black Hole Detect feature. This feature recognizes repeated unacknowledged 
transmissions and responds by turning off the DF bit and reducing the maximum 
segment size. After a datagram is transmitted successfully, the recovery algorithm 
is invoked, which gradually increases the maximum segment size and turns the 
DF bit back on.
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Problem Description. The client is able to ping to the server and perform some 
interactive TCP connections to the destination host. These connections work fine. 
However, bulk transfers fail with the first large packet, and the connection 
eventually times out. Such a scenario is particularly annoying with an application 
such as FTP. FTP and similar applications work perfectly as long as they use 
small packets for control information, but they fail on bulk transfers.

Possible Cause. This scenario occurs when a host sends a huge packet with the 
DF bit set in the IP header. If the packet is too large for a router to forward to a 
particular link, the router must send an “ICMP Destination Unreachable - 
Fragmentation Needed” message to the source address. Many routers fail to send 
these ICMP messages. This happens for a variety of reasons, ranging from lack of 
support in the router to firewalls being misconfigured to suppress ICMP 
messages. The result is that the upper-layer protocol continues to try to send large 
packets without the ICMP messages, but it never discovers that it needs to reduce 
the size of those packets. Hence for bulk data transfer, TCP will completely fail 
(under some conditions).

The problem could be verified where the router should not send an ICMP Code 3 
Type 4 messages. This shows up as a TCP connection that hangs (fails to make 
progress) until it is closed by a timeout.

Action. To resolve such issues, it is recommend that you enable the Path MTU 
Black Hole detection and recovery algorithm. To do so, change the value of the 
SET TCP Path MTU Black Hole Detection and Recovery parameter to On.

ICMP Route Aging

Syntax: set icmp redirect timeout = n
Range: 0 - 525600 (minutes)
Default: 3

This parameter gives the user the option of setting the ICMP learned routes to 
timeout between 0 - 525600 minutes. ICMP (Internet Control Message Protocol) 
is at the same relative layer as IP and its purpose is to transmit information needed 
to control IP traffic. It is used mainly to provide information about routes to 
destination addresses. ICMP Redirect messages inform hosts about more accurate 
routes to other systems, whereas ICMP Unreachable messages indicate problems 
with a route. When you set this value to 0, the learning of ICMP redirect routes is 
disabled.

An ICMP Redirect message is sent only in the following scenario:

1. Host A is sending a packet to Host B. Host A’s default IP router is router R1. 
Because Host B is a remote host, Host A forwards the packet destined for 
Host B to its default router R1.

2. R1 checks its routing table and finds that the next hop for the route to the 
network for Host B is router R2. 
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3. If Host A and R2 are on the same network that is also directly attached to R1, 

an ICMP Redirect message is sent to Host A informing it that R2 is the better 
route when sending to Host B.

4. Router R1 then forwards the IP datagram to R2.

5. Host A adds a host route to its routing table for Host B’s IP address with 
router R2’s IP address as the forwarding address. Subsequent datagrams 
from Host A to Host B are forwarded by means of router R2.

If the gateway is changed, this expiration timer prevents the ICMP learned routes 
from being present in the routing table indefinitely. Once the ICMP learned route 
is aged, it is removed and must be relearned through another ICMP Redirect. 

Problem Description. A large number of ICMP Redirect messages are flowing 
in the network. When the user sees the routing table of the host, he is able to see 
that it has learned a new (better) route through ICMP, in addition to the 
configured default router.

Possible Cause. This is happening because, to inform the host about a better 
route to reach the same destination, the router uses ICMP Redirect messages. 
Consider this example:

1. We assume that the host sends an IP datagram to R1, since R1 is the default 
router for the host.

2. R1 receives the datagram, performs a lookup in its routing table, and 
determines that R2 is the correct next-hop router to forward the datagram. 
When it sends the datagram to R2, it detects that it is sending over the same 
interface through which the datagram first arrived.

3. R1 sends an ICMP Redirect to the host, telling it to send future datagrams to 
that destination to R2 instead of to R1.

4. The host therefore creates a routing entry indicating that, to reach that 
destination, the next hop is R2.

The routing information in the host remains valid for 3 minutes, by default. After 
that, a new ICMP Redirect must be sent by R1.

Action. The aging of ICMP Redirect routes can be tuned. To do so, adjust the 
ICMP Redirect Timeout parameter to a higher value so that the route information 
will be valid for a longer time interval.
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Type of Service

Syntax: set tos for ip packets = n
Range: 0 - 127 (tos value)
Default: 0

This parameter is used to set the Type-of-Service (ToS) in the IP header for all 
outgoing packets for all interfaces. Every IP packet has an 8-bit field called the 
ToS byte. The ToS byte has two subfields:

• The first sub-field, called the precedence field, uses 3 bits. By using these 3 
bits, the protocol can sustain eight levels of priority. Coincidentally, the same 
number of priority levels are offered by 802.1P and 802.1Q. By cross- 
mapping, IP can match one-for-one the priority values supported in Ethernet, 
enabling the network to continue the same level of service between Ethernet 
at Layer 2 and IP at Layer 3.

• The second sub-field has 4 bits, each of which contains additional information 
that can be used by the network to determine the level of service. Each bit 
corresponds to one of the four network characteristics: delay, throughput, 
routing, and cost. The bit that is turned on determines how the network 
responds to the packet. For example:

• Delay. An active delay bit tells the router to choose a high speed to 
minimize delay.

• Throughput. An active throughput bit specifies that high capacity links 
should be used.

• Routing. An active routing bit directs routing protocols and network 
management applications to select fault-tolerant paths.

• Cost. An active cost bit is for low-priority applications and tells the 
network to choose the lowest cost path.

If no bit is activated in this sub-field, the IP packet is prioritized as “best 
effort.”

• The ToS byte’s eighth bit is unused.

Unless a service provider supports ToS and ToS/QoS is backed by a service level 
agreement, ToS doesn’t really help much because the service provider will treat 
the IP packet just like any other best-effort transmission.
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Force IP Fragmentation

Syntax: set always allow ip fragmentation = string
Range: On | Off
Default: Off

This parameter can be used to force IP to allow fragmentation. The IP header has 
a Flags field called Don’t Fragment. If this is set to On, IP will not fragment the 
datagram. This option will forcefully set the bit Off for all IP packets sent. If the 
interface to which the IP datagram has to be sent has an MTU less than the 
datagram size and if the Don’t Fragment bit is On, an ICMP “Fragmentation 
needed but Don’t Fragment bit set” error is sent to the originator of the packet. It 
is recommended that this parameter be used only for testing purposes.

Conclusion

This AppNote has discussed the use of SET parameters to enable/disable the 
various features provided in Novell TCP/IP stack available with NetWare 6 SP 1 
or later versions. The facts and figures provided herein are strictly from test 
scenarios; there can be deviations from these figures in real-world scenarios. 
Novell recommends that you verify configuration changes on a simulated test 
network before you deploy any of these configuration changes directly in a 
production environment. Additional SET parameters will be introduced as 
requirements arise for enhancements to the TCP/IP stack.
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How to Build J2EE Applications 
Using Novell Technologies: Part 3 

J. Jeffrey Hanson
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This AppNote is the third in a series that outlines a platform and methodology for 
developing applications on NetWare with the Java 2 Platform Enterprise Edition 
(J2EE) using a service-oriented architecture. In this AppNote we continue our 
exploration of the Web tier by constructing mechanisms that allow us to 
dynamically configure our controller servlet.

Contents:

• Introduction

• Dynamic Configuration Maneuvers

• Task or View, View or Task

• Reaching Across the Chasm

• Servicing the Front

• Summary

Topics Java application development, J2EE, servlets

Products Java 2 Enterprise Edition

Audience developers

Level intermediate

Prerequisite Skills familiarity with Java programming

Operating System n/a

Tools none

Sample Code yes
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Introduction

This is the third in a series of AppNotes outlining a platform and methodol-
ogy for Java 2 Platform Enterprise Edition (J2EE) application development 
on NetWare using a service-oriented architecture.

In the previous AppNote we began our journey into the J2EE development world 
by developing a servlet on the Web tier that responds to HTTP requests sent from 
a browser on the client tier. This servlet acts as the point of control for all 
HTTP-based requests.

In this AppNote, we will continue our exploration of the Web tier by constructing 
mechanisms that allow us to dynamically configure our controller servlet. We will 
also cross the chasm into the business tier and begin exploring some exciting 
technologies that will enable us to build a very sophisticated and powerful 
middleware service framework.

Dynamic Configuration Maneuvers

As we concluded our last discussion (see “How to Build J2EE Applications Using 
Novell Technologies: Part 2” in the June 2002 issue of Novell AppNotes), our 
Web tier was left with its MVC (model/view/controller) exposed, showing a 
simple Front Controller servlet, a skeletal TaskMaster, and a skeletal ViewMaster. 
We are now going to shelter these poor items and give them some substance 
and power.

To review, the Front Controller servlet is going to guard the HTTP gate and field 
all requests coming in and then give them to the TaskMaster to process. The 
TaskMaster will parse the HTTP URL and extract the relative URI/PathInfo string 
in order to determine if the request is for a task or a view. Remember that a task is 
a request for some action to be performed, while a view is a request for a specific 
page to be returned. For example, the following URL is requesting a task to be 
performed: http://www.mycompany.com/mywebapp/GetAccounts.

In contrast, the following URL is requesting a page/view to be returned: 
http://www.mycompany.com/mywebapp/login.html.

Before we get too far ahead of ourselves, let’s take a look at how the TaskMaster 
and ViewMaster load their lists of tasks and views.

One of the major benefits of our system is the ability to configure the client- 
requests flow of control by domain experts. Typically, a Web page designer or a 
middleware engineer is not the best person to be making decisions about concerns 
such as where to direct the application if the user login fails, or if the user doesn’t 
have enough money in his/her account to cover a payment, or if the loan 
application form is not filled in correctly. These types of decisions are best 
left up to the expert for each particular domain.
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On the Web tier, the TaskMaster and ViewMaster both read their respective lists 
of tasks and views from XML files. These lists could be placed in a database, a 
directory service, an Excel spreadsheet, or the back seat of my ‘63 Buick for that 
matter, but we are going to use XML files.

When the TaskMaster and ViewMaster are first instantiated, they attempt to find a 
file that contains the list of their tasks or views. If the file is found, they load it and 
store the tasks or views in a HashMap for quick lookup later. The TaskMaster and 
ViewMaster both use the Xerces SAX parser (one of the Apache offerings) to 
parse their XML files and extract the tasks or views.

Here is an example of a TASKS.XML file:

<tasks>
<task>

<name>AuthenticateUser</name>
<class>com.mycompany.task.Authenticate</class>
<results>

<Success>ViewAccounts</Success>
<Error>LoginError</Error>

</results>
</task>

<task>
<name>AddAccount</name>
<class>com.mycompany.task.AddAccount</class>
<results>

<Success>ViewAccounts</Success>
<Error>AddAccountError</Error>

</results>
</task>

<task>
<name>UpdateAccount</name>
<class>com.mycompany.task.UpdateAccount</class>
<results>

<Success>ViewAccounts</Success>
<Error>UpdateAccountError</Error>

</results>
</task>

</tasks>
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Here is an example of a VIEWS.XML file:

<views>

<view>
<name>ViewAccounts</name>
<uri>/views/ViewAccounts.jsp</uri>

</view>

<view>
<name>LoginError</name>
<uri>/errors/LoginError.jsp</uri>

</view>

<view>
<name>AddAccountError</name>
<uri>/errors/Error.jsp</uri>

</view>

<view>
<name>UpdateAccountError</name>
<uri>/errors/Error.jsp</uri>

</view>
</views>

Task or View, View or Task

Once the TaskMaster has determined whether the request is for a task or a view, it 
will act as follows:

• If the request is for a task, the TaskMaster will look through its list of tasks 
that it loaded at startup and, if the task is found it will hand the request over to 
the task. If the task is not found, an exception occurs.

• If the request is for a view, the TaskMaster will hand the request directly over 
to the ViewMaster to process.

Tasks can be chained. In other words, one task can execute another task and return 
that task’s URI as its result. This new task can also return another task’s URI as its 
result. This allows a complex set of task interactions to occur with one request 
from the client, as follows:
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public boolean process(HttpServletRequest req,HttpServletResponse res)
throws TaskException

{
String pathInfo = req.getPathInfo();
String viewURL = pathInfo; // default is to assume it is a view URI
if (tasks.get(pathInfo) != null)
{

viewURL = execute(req, res, pathInfo);
}
try
{

viewMaster.execute(req, res, viewURL);
}
catch(Exception e)
{

throw new TaskException(e.getMessage());
}

return false;
}

public String execute(HttpServletRequest req,HttpServletResponse res,
String taskID)throws TaskException

{
Task task = (Task)tasks.get(taskID);
String result = task.execute(req, res);”
if (tasks.get(result) != null) // recurse for task chaining

return execute(req, res, result);
return result;

}

A domain expert, using our XML-file configuration mechanism, orchestrates this 
entire process. While XML is quite easily understood and programmed, a 
graphical tool would make our domain expert’s life a lot easier. We will discuss 
tools for this very thing in a later AppNote.

So, as you may have determined by now, each task performs some logic and 
returns either another task’s URI or the URI for a view. This is accomplished 
when the task’s execute method is called, as follows:

public String execute(HttpServletRequest req,
HttpServletResponse res)

{
// … do some stuff (validate parameters, call a service, etc.)
return this.nextURI";

}

The ViewMaster is primarily responsible for caching view aliases and their 
associated URIs, passing HTTP request parameters to a view and forwarding the 
HTTP request to the view’s URI, as follows:
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public void execute(HttpServletRequest req,HttpServletResponse res,
String viewID)throws ViewException

{
req.setAttribute("CurrentView", viewID);

View view = (View)views.get(viewID);
if (view != null)
{

view.setRequestProperties(req);
RequestDispatcher dispatcher =

servletContext.getRequestDispatcher(view.getURI());
try
{

dispatcher.forward(req, res);
}
catch(IOException e)
{

throw new ViewException(e.getMessage());
}
catch(ServletException e)
{

throw new ViewException(e.getMessage());
}

}
}

Since the ViewMaster is completely decoupled from the rest of the system, it can 
create views for any conceivable device. We are going to use JSP as our 
view-creation language, but other systems could use XML/XSLT, WML, PHP, 
etc. just as easily.

Reaching Across the Chasm

Now that we have sufficiently stormed across the Web tier’s field of battle, we 
come to the second line of demarcation: the “business tier” line. The business tier 
is responsible for performing business logic requests for horizontal or vertical 
domains. This would include authenticating a user, retrieving the user’s contact 
information, retrieving the user’s account information, adding a new user, sending 
an e-mail to Mom, applying for a loan to buy my ‘63 Buick, or other useful 
services.

Since our business logic is likely to be shared across multiple Web tiers, it makes 
sense for us to separate the business tier in a way that allows us to install it on a 
separate machine or machines and still be accessible from the Web tier. However, 
if the customer is a small business that wants everything on one machine, we must 
comply. This leaves us with the problem of supporting both the local and 
distributed customer scenarios. We could write, maintain, and debug two sets of 
code—or we could create one abstraction that will handle both scenarios and is 
configurable by an IT person. Since one step is usually easier than two, we’ll opt 
for the latter.
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Our abstraction of local and distributed scenarios is embodied in an object we call 
the “Service Broker.” The Service Broker accepts calls from the tasks and makes 
requests to services on the business tier. According to configurable properties, the 
Service Broker determines what protocol to use to communicate with the business 
tier. If we install our business tier on the same machine as our Web tier, the 
Service Broker just makes a normal Java method call. If the business tier and Web 
tier are separated across machines, the Service Broker uses whatever protocol the 
IT/domain expert wishes. This could include HTTP, IIOP, RMI, JMS, and others.

Servicing the Front

Our business tier is based on a service-oriented architecture (SOA). An SOA has a 
powerful service layer consisting of service components that perform specific 
domain functions. These services must have the ability to be invoked remotely, 
but they must be location-agnostic and have the ability to be discovered and used 
dynamically. These services must be easily constructed from existing code, as 
most companies have extensive libraries of existing business logic that must be 
accessible from the Web tier.

A Service is formally defined as “a set of software components that perform a 
specific set of business logic, does not maintain state or session information, and 
consists of a published interface that is configurable by an expert in a particular 
domain.” Our services will adhere to this definition by performing specific sets of 
business logic, ignore state or session information, and use JMX (Java 
Management Extensions) to configure their published interfaces. We will discuss 
JMX later as we explore our platform’s kernel and service manager.

Conclusion

In this AppNote we have discussed how our platform uses XML-configurable 
components and services to allow maximum flexibility and extensibility. We 
introduced our service-oriented business tier and discussed the technologies used 
to communicate from the Web tier to the business tier.

In the next AppNote in this series, we will further explore the business tier and 
introduce how our services interact with the data tier. We will also introduce some 
additional Java-based technologies that differentiate our platform from other 
similar offerings.
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For Additional Information

For more information about the technologies discussed in this AppNote, refer to 
the following resources:

• For general information about the J2EE development platform, see 
http://java.sun.com/j2ee.

• For Novell-specific Java programming information, see 
http://developer.novell.com/ndk.

• For information about the Apache Xerces2 Java/XML parser, see 
http://xml.apache.org/xerces2-j/.

• For information about another architecture designed for rapid development 
and management of robust Web applications, see “Vinci: A Service-Oriented 
Architecture for Rapid Development of Web Applications” at 
http://www.almaden.ibm.com/cs/people/bayardo/vinci/vinci.html.

• For information about Zareus and its products for building enterprise 
applications for the J2EE, Web Services, and xInternet environments, visit 
http://www.zareus.com.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.
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One of the more advanced features of Novell’s DirXML is the query feature, 
which enables you to search either Novell eDirectory or the application connected 
to DirXML for information that meets certain criteria. This AppNote takes you 
through the basics of performing a query from a stylesheet and leveraging the 
information returned in the business logic built into the stylesheet.

Contents:

• Introduction
• Overview of DirXML Queries
• A Simple Query
• Queries In-Depth
• A Complex Query
• Conclusion

Topics DirXML, XSLT stylesheets, directory-enabled applications

Products DirXML 1.0, 1.1

Audience application developers

Level intermediate

Prerequisite Skills familiarity with XML and XSLT stylesheets

Operating System n/a

Tools none

Sample Code yes
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Introduction

Many people have been introduced to DirXML and implemented it in some 
fashion. However, some have not been exposed to many of the advanced features 
of DirXML. This AppNote is the first in a series that will describe some of these 
advanced features in depth. The focus of this series is on DirXML 1.1, as many 
enhancements have been introduced in that version. However, we will also 
reference DirXML 1.0 when appropriate.

This AppNote will focus specifically on the query feature of DirXML. It will first 
examine a simple query, then look at some more complex queries.

Overview of DirXML Queries

The query feature enables DirXML to search either eDirectory or the application 
connected to DirXML. We will refer to the application connected to DirXML as 
the remote datastore. The queries can be performed from any stylesheet and 
leverage the information returned in the business logic built into the stylesheet.

Why would you need to query from within a stylesheet? When an event is 
triggered by a modification to an object in eDirectory, that event is sent through 
the DirXML engine for processing. Based on the rules and stylesheets, DirXML 
will transform that event and pass it on to the remote datastore. However, often 
the business logic is dependent upon information external to this modification. 
For example, suppose your DirXML driver replicates Employees but not 
Contractors. If both Employees and Contractors are represented with User objects, 
the driver rules must filter based on an attribute value. Each time a User object is 
modified, a stylesheet may need to query the “EmpType” attribute of that object 
to determine whether DirXML should process that event.

Another example is to use the query feature in a Create Stylesheet to determine if 
the name of the User object you are about to create is unique the target datastore. 
If that username is already in use, DirXML can try some other variants of the 
name to find a unique username. Clearly, the ability to query enhances the 
functionality of DirXML and enables developers to accomplish more with 
DirXML.

While the query feature is available in DirXML 1.0, there have been some minor 
changes to this feature in DirXML 1.1. One is the ability to query from the Input 
and Output Transformation rules. Another change is that it is no longer required to 
wrap the Query Document inside <input> and <nds> elements.



 J u l y  2 0 0 2 53

D
ev

el
op

er
 N

ot
es

A Simple Query

Before we delve into the complexities of queries, it will be helpful to go through 
the steps of writing a simple query to illustrate how it is done. While this example 
query has little functional value, it does illustrate the basic structure of a query. 
Assume that your business logic requires that any time a user is modified in 
eDirectory, their workforceID must be listed in the DirXML Trace Log. Given 
these requirements, you will use the Event Transformation Stylesheet on your 
Subscriber Channel to implement this logic.

The first changes you need to make to your stylesheet (or add to a new stylesheet 
if one does not already exist) are to declare the Query Name Space and to declare 
two parameters (these items will be explained in detail later on.) Typically, the 
<xsl:stylesheet> element will look something like this:

<xsl:stylesheet version="1.0"  xmlns:xsl="http://www.w3.org/1999/XSL/Transform">

To use queries in a stylesheet, the <xsl:stylesheet> element’s start tag should look 
like this:

<xsl:stylesheet version="1.0"  xmlns:xsl="http://www.w3.org/1999/XSL/Transform"

xmlns:query="http://www.novell.com/nxsl/java/com.novell.nds.dirxml.driver.

XdsQueryProcessor" >

The following “stylesheet parameter” declarations should also be added:

<xsl:param name="srcQueryProcessor"/>

<xsl:param name="destQueryProcessor"/>

Once these changes are in place, you can now construct your <xsl:template>. 
Since you are going to query every time a user is modified, start the 
<xsl:template> with the following line, which will match on every Modify event 
to User objects:

<xsl:template match="modify[@class-name='User']">

Now you can construct a Query Document. The Query Document (as will be 
explained in detail later) contains your search criteria and which attributes you 
want returned in the Query Response. Since you’ve already determined that you 
want to query the same user that was modified, you can simply take the src-dn 
attribute from the <modify> document and insert it into the Query Document. In 
addition, since you know that the only information you want returned is the 
workforceID, you list that in the Query Document as well. Lastly, you need to 
store the Query Document inside an <xsl:variable> called $query-doc. 

Here’s the XML code to do this:

<xsl:variable name="query-doc">
<query dest-dn="{@src-dn}" scope="entry">

<read-attr attr-name="workforceID"/>
</query>
</xsl:variable>
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Once you’ve constructed the Query Document and stored it in a variable, you can 
submit the query to the Query Processor. In doing so, you must notify the Query 
Processor which datastore you want to search. This is done by specifying either 
the srcQueryProcessor or destQueryProcessor (these parameters will be explained 
in detail later on). For this example, choose the srcQueryProcessor. Lastly, you 
instruct the DirXML engine to store the results of the query in an <xsl:variable> 
named result. The XML code for this is:

<xsl:variable name="result" select="query:query($srcQueryProcessor,$query-doc)"/>

Now you can analyze the $result variable and see if a workforceID was returned. 
If so, you write that workforceID to the DirXML Trace Log. If a workforceID is 
not returned (possibly because this user object did not have its workforceID 
attribute populated), you do nothing. Here is the relevant XML code for this:

<xsl:if test="$result//attr[@attr-name='workforceID']">
<xsl:message>

The WorkforceID is <xsl:value-of select="$result//attr[@attr-name='workforceID']"/>
</xsl:message>
</xsl:if>

Lastly, you need to copy the Modify event through so that it gets processed by the 
remote datastore:

<xsl:copy>
<xsl:apply-templates select="@*|node()"/>

</xsl:copy>

Here is the stylesheet in its entirety.

<?xml version="1.0" encoding="UTF-8"?>
<xsl:stylesheet exclude-result-prefixes="query" version="1.0"

xmlns:query="http://www.novell.com/nxsl/java/com.novell.nds.dirxml.driver.
XdsQueryProcessor"

xmlns:xsl="http://www.w3.org/1999/XSL/Transform">

<!--These are the two parameters that are needed for Queries -->
<xsl:param name="srcQueryProcessor"/>
<xsl:param name="destQueryProcessor"/>

<!-- This is the identity template that copies otherwise unmatched items
to the result -->

<xsl:template match="node()|@*">
<xsl:copy>

<xsl:apply-templates select="@*|node()"/>
</xsl:copy>

</xsl:template>

<!-- This template matches on all User Modifies and writes the WorkforceID
of the modified user to the DirXML Trace File -->

<xsl:template match="modify[@class-name='User']">

<!--Build the Query Document to send to the Query Processor -->
<xsl:variable name="query-doc">

<query dest-dn="{@src-dn}" scope="entry">
<read-attr attr-name="workforceID"/>
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</query>
</xsl:variable>

<!-- Instruct the Query Processor to send our Query to the
srcQueryProcessor -->

<xsl:variable name="result" select="query:query($srcQueryProcessor,
$query-doc)"/>

<!-- Check if the user returned has a workforceID -->
<xsl:if test="$result//attr[@attr-name='workforceID']">

<!--If it does then write that ID to the DirXML Log file -->
<xsl:message>

The WorkforceID of the user modified was <xsl:value-of select=
"$result//attr[@attr-name='workforceID']"/>

</xsl:message>
</xsl:if>

<!-- Copy the <modify> event through -->
<xsl:copy>

<xsl:apply-templates select="@*|node()"/>
</xsl:copy>

</xsl:template>
</xsl:stylesheet>

Queries In-Depth

Now that you’ve seen a simple query, let’s dig in deeper and understand how it all 
works. There are five items that queries use in any stylesheet:

• Name Space Declarations
• Parameter Declarations
• Query Document
• Query Execution
• Query Response

Name Space Declaration

The first item you need to add is a name space declaration that instructs Novell’s 
XSLT processor to bind the prefix “query” to a Java class that implements the 
query functionality. Note that the use of Java functions in a stylesheet is not part 
of the standard XSLT specification. We won’t discuss the details of how it works 
in this AppNote; suffice it to say that the following line accomplishes what is 
needed:

xmlns:query="http://www.novell.com/nxsl/java/com.novell.nds.dirxml.driver.

XdsQueryProcessor"

Typically, the <xsl:stylesheet> element’s start tag will look something like this:

<xsl:stylesheet version="1.0"  xmlns:xsl="http://www.w3.org/1999/XSL/Transform">
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To enable queries in a stylesheet, the <xsl:stylesheet> element’s start tag should 
look like this:

<xsl:stylesheet version="1.0"  xmlns:xsl="http://www.w3.org/1999/XSL/Transform"

xmlns:query="http://www.novell.com/nxsl/java/com.novell.nds.dirxml.driver.

XdsQueryProcessor" >

Parameter Declaration

In addition to adding the name space declaration, two stylesheet parameters must 
be declared:

• srcQueryProcessor
• destQueryProcessor

These two parameters are passed by the DirXML engine to the stylesheet. They 
are used to allow the stylesheet to specify which datastore should be queried. The 
terms “source” and “destination” are used in context of the origin of the event. In 
other words, if you need to query the datastore that generated the event, you send 
your query to the srcQueryProcessor. If you need to query the datastore that will 
be receiving the event, you send your query to the destQueryProcessor.

Here’s a hint that might help you. Since the Publisher Channel is always used for 
events coming into eDirectory, the destination datastore will always be 
eDirectory. Therefore, the destQueryProcessor is used to query eDirectory on the 
Publisher Channel. Conversely, since the Subscriber Channel is always used for 
events coming from eDirectory, the source datastore will always be eDirectory so 
the srcQueryProcessor is used to query eDirectory. For example, if you are 
writing a Create Stylesheet for your Publisher Channel and you want to query into 
eDirectory, you would send the query to the destQueryProcessor.

These two parameters should be declared towards the top of your stylesheet, after 
the <xsl:stylesheet> element. While it is only necessary to declare the parameters 
that are actually used, it’s good practice to declare them both:

<xsl:param name="srcQueryProcessor"/>

<xsl:param name="destQueryProcessor"/>

The Query Document

Now that you’ve properly prepared your stylesheet for queries, you can now delve 
into the actual queries themselves. The Query Document is the XML document 
that describes the actual query—that is, what is it you are looking for, where do 
you want to search, and what information do we want returned? The full details of 
the Query Document structure can be found in the NDS.DTD file located at 
http://developer.novell.com/ndk/doc/dirxml/dirxmlbk/api/ndsdtd/query.html.

Once the Query Document is constructed, it is typically stored in an 
<xsl:variable> so that the it can be passed to the Query Processor.
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The first element in a Query Document is the <query> element. This is the top- 
most required element in a Query Document. 

Note: DirXML 1.0 requires the <query> element to be enclosed in <nds> and <input> 
elements. DirXML 1.1 does not.

There are a few attributes of the <query> element that you may want to specify. 
They include:

• class-name
• dest-dn or dest-entry-id
• scope

The class-name Attribute. This attribute is not required. It is used to specify how 
attribute names are mapped in the body of the query. Recall that DirXML 
mapping rules can specify class-specific mappings for attribute names. For 
example, Telephone Number might be mapped one way for User objects and 
another way for Organizational Unit objects. Specifying the class-name attribute 
on the <query> element tells DirXML which mapping to use for an attribute name 
if there is more than one mapping specified for a particular attribute name.

The dest-dn and dest-entry-id Attributes. These attributes are used to specify 
either the object to read or the object at which a subtree- or subordinate-scoped 
query will start. An alternative way to specify the object is with an <association> 
element. For entry-scoped queries (which are actually reads), one of the dest-dn or 
dest-entry-id attributes or the association element must be specified. For subtree- 
or subordinate-scoped queries, dest-dn, dest-entry-id, and the association element 
are all optional; if not specified, the root of the query is defined to be the root of 
the query space. For eDirectory this is the root-most object of the root-most 
partition contained on the server hosting DirXML. For applications, this is 
dependent on the application driver.

To populate the dest-dn or dest-entry-id attribute on the query element in a 
stylesheet, you normally copy the value of the src-dn or src-entry-id attribute.

Note: The dest-entry-id only works if you are querying eDirectory.

The scope Attribute. This attribute is not required. It can be used to specify the 
range of the query. There are three possible values: subtree, entry, and 
subordinates.

• Subtree instructs the query processor to start at the object specified in the 
dest-dn or dest-entry-id attributes or specified by the <association> element 
and search the entire subtree below. If no dest-dn attribute is specified, the 
entire tree will be searched. If no scope is specified, subtree is assumed.

• Entry instructs the query processor that the object specified in the dest-dn or 
dest-entry-id attribute or specified by the <association> element is the object 
that you want to query. 
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• Subordinates instructs the query processor to search the children of the object 
specified in the dest-dn or dest-entry-id attribute or specified by the 
<association> element, but not the entire subtree below those children. 

If no value is specified, the scope of the query defaults to subtree.

Once you’ve built the <query> element, you may want to further refine your 
search. This can be done with any of the following elements:

• The <association> element specifies the object to read (for entry-scoped 
queries) or the object at which to begin the search (for subtree- and 
subordinate-scoped queries). For a given query, only one of the <association> 
element, dest-dn, or dest-entry-id attributes is specified.

• Specifying the <search-class> will limit the search to a given class. If the 
scope=“entry” is used in the <query> element, using the <search-class> 
element has no effect. However, if the scope=“subtree” or scope= 
“subordinates” is used, one or more <search-class> elements limits the class 
of objects searched.

• Specifying the <search-attr> will limit the results to objects that match the 
criteria specified in the <search-attr> element.

• The <read-attr> element is used to instruct the query processor what 
information you want returned, once you’ve defined your search criteria 
clearly. This element can be used in the following manner:

• <read-attr/> specifies that no attributes should be returned. This is 
typically used to check whether a specific entry exists, rather than to 
determine the value of a specific attribute.

• <read-attr attr-name=”Surname”/> specifices that only the attributes 
named should be returned.

If no <read-attr> is specified, all attributes are returned.

Sample Query Documents

Below are some sample query documents to better illustrate how to properly 
construct a query document.

Sample 1. This is a query to determine if there is already a user with the 
distinguished name of “\tree-name\acme\users\fredjones”.

<xsl:variable name="query-doc">
<query dest-dn="\tree-name\acme\users\fredjones" scope="entry">

<read-attr/>
</query>

</xsl:variable>
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Sample 2. This is a query to read the Surname of “\tree-name\acme\users\ 
fredjones”.

<xsl:variable name="query-doc">
<query dest-dn="\tree-name\acme\users\fredjones" scope="entry">

<read-attr attr-name="Surname">
</query>

</xsl:variable>

Sample 3. This is a query to find all users in the entire tree with a Surname of 
“Jones” and read all attributes.

<xsl:variable name="query-doc">
<query scope="subtree">

<search-attr attr-name="Surname">
<value type="string">Jones</value>

</search-attr>
</query>

</xsl:variable>

Sample 4. This is a query to find all users in the “\tree-name\acme\users” 
container and read the Given Name and Surname attributes.

<xsl:variable name="query-doc">
<query dest-dn="\tree-name\acme\users" scope="subordinates">

<read-attr attr-name="Given Name"/>
<read-attr attr-name="Surname"/>

</query>
</xsl:variable>

The Query Execution

Once you’ve properly constructed your query document and stored it in an 
<xsl:variable> called $query-doc, you need to submit it to the Query Processor 
for execution. There are a few components to the execution:

• The name of the variable that will contain the results
• The query: prefix to indicate that this command will be handled by the Query 

Processor as declared in the Name Space Declaration
• A reference to either the srcQueryProcessor or the destQueryProcessor to 

instruct the query engine as to which datastore should be queried
• A reference to the variable in which you stored the query document

When you put these elements together, you get the following command:

<xsl:variable name="result" select="query:query($srcQueryProcessor,$query-doc)"/>

$result is the variable name you will store the query results in. The value of 
$result will be the result of the select statement. The select statement begins with 
query: to indicate that it should be passed to the query engine for processing. The 
command that is sent to the query engine is query($srcQueryProcessor, 
$query-doc) which instructs the query engine to send the $query-doc to the 
srcQueryProcessor for processing.
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The Query Response

Once the query is executed and the results are stored in the $result variable, you 
can now review those results by navigating the XML document stored in the 
$result variable. It is important to understand the structure of a Query Response 
document. The full details of the <instance> document structure can be found in 
the NDS.DTD located at http://developer.novell.com/ndk/doc/dirxml/dirxmlbk/ 
api/ndsdtd/instance.html.

There are generally three types of Query Responses:

• Zero Instances found
• One Instance found
• Multiple Instances found

Zero Instances Found. If no objects are found based on your search criteria, the 
following document will be returned:

<nds dtdversion="1.1" ndsversion="8.5">
<source>

<product version="1.1">DirXML</product>
<contact>Novell, Inc.</contact>

</source>
<output>

<status event-id="0" level="success"/>
</output>

</nds>

Notice that there is no <instance> element in the document above, since no 
matches were found. In addition, depending on the structure of your Query 
Document, you may see an error message in the <status> element.

One Instance Found. If a single object is found based on your search criteria, the 
following document will be returned:

<nds dtdversion="1.1" ndsversion="8.5">
<source>

<product version="1.1">DirXML</product>
<contact>Novell, Inc.</contact>

</source>
<output>

<instance class-name="User" event-id="0" src-dn="\TEST_TREE\TEST\Users\JDoe">
<association state="associated">JDoe@test.com</association>
<attr attr-name="Surname">

<value timestamp="1016241258#16" type="string">Doe</value>
</attr>

</instance>
<status event-id="0" level="success"></status>

</output>
</nds>

Notice that since only a single object matched your search criteria, there is a 
single <instance> element in the document above.
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Multiple Instances Found. If multiple objects are found based on your search 
criteria, the following document will be returned:

<nds dtdversion="1.1" ndsversion="8.5">
<source>

<product version="1.1">DirXML</product>
<contact>Novell, Inc.</contact>

</source>
<output>

<instance class-name="User" event-id="0" src-dn="\TEST_TREE\TEST\Users\JDoe">
<association state="associated">JDoe@test.com</association>
<attr attr-name="Surname">

<value type="string">Doe</value>
</attr>

</instance>
<instance class-name="User" event-id="0" src-dn="\TEST_TREE\TEST\Users\JDoe2">

<association state="associated">Jdoe2@test.com</association>
<attr attr-name="Surname">

<value type="string">Doe</value>
</attr>

</instance>
<status event-id="0" level="success"></status>

</output>
</nds>

Notice that since multiple objects matched your search criteria, there are multiple 
<instance> elements in the document above.

Navigating the Query Result Document

Once a Query Result document is returned, you must navigate that document to 
retrieve the information you are interested in. Depending on the purpose of your 
query, that navigation will vary. There are generally three types of result tree 
navigation:

• Checking for the presence of a matching object
• Checking for the presence of a specific attribute value
• Using the attribute value returned elsewhere in the stylesheet

Checking for the Presence of a Matching Object. This can be accomplished in 
one of two ways: either check for the presence of an <instance> element or count 
the number of <instance> elements. If you need to ensure that only a single object 
was returned (this is typically required in a Matching Stylesheet), you can count 
the number of <instance> elements using the following code:

<xsl:if test="count($result//instance) = 1">

If you need to test for the presence of any number of matches, you can use the 
following code:

<xsl:if test="$result//instance">
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Checking for the presence of an attribute value can be done using the following 
code:

<xsl:if test="$result//instance/attr[@attr-name='Surname']/value">

If you need to test for a specific value in that attribute, you can do so using the 
following code:

<xsl:if test="string($result//instance/attr[@attr-name='Surname']/value) = 'Jones'">

You can use the value returned elsewhere in the stylesheet by storing that value in 
an <xsl:variable> using the following code:

<xsl:variable name="user-sn" select="$result//instance/attr[@attr-name='Surname'] 

/value"/>

A Complex Query

Now that you’ve seen some of the details of DirXML queries, let’s construct a 
more complex query to better illustrate these details. Assume that your business 
logic requires that only users who are members of the Managers and Directors 
groups should have their “directReports” attribute replicated across to the remote 
datastore. To accomplish this, you will need to query the User object’s Group 
Membership each time the object’s “directReports” attribute is modified to 
determine if the modification should flow to the remote datastore from 
eDirectory. Since you want this logic applied to both Add and Modify events, you 
can place this login in a Command Transformation Stylesheet on the Subscriber 
Channel.

Once again, you need to enable queries in your stylesheet by adding the Name 
Space and Parameter Declarations:

<xsl:stylesheet exclude-result-prefixes="query" version="1.0" 
xmlns:query="http://www.novell.com/nxsl/java/com.novell.nds.dirxml.driver.

XdsQueryProcessor" 
xmlns:xsl="http://www.w3.org/1999/XSL/Transform">
<xsl:param name="srcQueryProcessor"/>
<xsl:param name="destQueryProcessor"/>

Next, build your <xsl:template> match statement. Since you need to match every 
time the “directReports” attribute is modified or added, you can use that as your 
trigger. The following template will match on any element that affects the 
“directReports” attribute:

<xsl:template match="*[@attr-name='directReports']">
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Once you’ve determined that the “directReports” attribute has been modified, you 
need to construct a query to go out and read the Group Membership of the User 
object that was modified.  The one complication is that the <xsl:template> 
matched on the element that contained the modification and you would need to get 
the Distinguished Name (DN) of the object to build the query. Since the DN of the 
object is in the Parent element, you can build an <xsl:variable>, store the user’s 
DN in it, and then build your Query Document:

<xsl:variable name="user-dn" select="../@src-dn"></xsl:variable>
<xsl:variable name="query-doc">

<query dest-dn="{$user-dn}" scope="entry">
<read-attr attr-name="Group Membership"/>

</query>
</xsl:variable>

Once again, execute the query and pass the srcQueryProcessor parameter along 
with the Query Document. Store the results in a variable called $result:

<xsl:variable name="result" select="query:query($srcQueryProcessor,$query-doc)"/>

Now you need to navigate the $result variable and determine if the user is a 
member of either the Managers or Directors group. You can use the <xsl:choose> 
to check whether the user is a member of either of these two groups and if so, 
copy the <modify> element through:

<xsl:choose>
<xsl:when test="$result//value[./text()='\W2K-NDS\novell\Groups\Managers']">

<xsl:copy>
<xsl:apply-templates select="@*|node()"/>

</xsl:copy>
</xsl:when>
<xsl:when test="$result//value[./text()='\W2K-NDS\novell\Groups\Directors']">

<xsl:copy>
<xsl:apply-templates select="@*|node()"/>

</xsl:copy>
</xsl:when>

</xsl:choose>

Here is the stylesheet in its entirety.

<?xml version="1.0" encoding="UTF-8"?>
<xsl:stylesheet version="1.0" exclude-result-prefixes="query"
xmlns:query="http://www.novell.com/nxsl/java/com.novell.nds.dirxml.driver.XdsQue
ryProcessor"
xmlns:xsl="http://www.w3.org/1999/XSL/Transform">

<xsl:param name="destQueryProcessor"/>
<xsl:param name="srcQueryProcessor"/>

<!-- This is the identity template that is needed in all stylesheets -->
<xsl:template match="node()|@*">

<xsl:copy>
<xsl:apply-templates select="@*|node()"/>

</xsl:copy>
</xsl:template>
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<xsl:template match="modify-attr[@attr-name='directReports']">

<!-- Store the User’s DN in a variable -->
<xsl:variable name="user-dn" select="../@src-dn"></xsl:variable>

<!-- Build the Query Document -->
<xsl:variable name="query-doc">

<query dest-dn="{$user-dn}" scope="entry">
<read-attr attr-name="Group Membership"/>

</query>
</xsl:variable>

<!-- Execute query and store results in a variable called $result -->
<xsl:variable name="result" select="query:query($srcQueryProcessor,

$query-doc)"/>

<xsl:choose>
<!-- If user is a member of Managers copy the Modify event through -->
<xsl:when test="$result//value[./text()='\W2K-NDS\novell\Groups\

Managers']">
<xsl:copy>

<xsl:apply-templates select="@*|node()"/>
</xsl:copy>

</xsl:when>

<!-- If user is a member of Directors copy the Modify event through -->
<xsl:when test="$result//value[./text()='\W2K-NDS\novell\Groups\

Directors']">
<xsl:copy>

<xsl:apply-templates select="@*|node()"/>
</xsl:copy>

</xsl:when>
</xsl:choose>

</xsl:template>
</xsl:stylesheet>

Conclusion

Hopefully, this AppNote has provided some insight into how queries can be used 
inside DirXML stylesheets. In the next AppNote in this series, you will learn how 
to leverage queries together with the Write-Back Channel and see how both 
features can be used together.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.



Feature Article
NOVELL APPNOTES

J u l y  2 0 0 2 65

D
ev

el
op

er
 N

ot
es

Leveraging the System 
Management BIOS Information in 
NetWare-Based Applications

K.S. Venkatram
Senior Software Engineer
Novell, Inc.
kvenkatram@novell.com

Thanks to Dana Henriksen, Distinguished Engineer at Novell, for providing technical 
insight and valuable help in making this feature possible.

This AppNote discusses the leveraging of System Management BIOS information 
through a NetWare Loadable Module (NLM) program. It outlines the basic 
procedures necessary to access this information when developing an application 
and provides relevant code samples. It then showcases the Inventory feature of the 
ZENworks for Servers 3 product to demonstrate how improvements were 
achieved in the system component inventory reported on NetWare. It also 
includes a  brief personal reflection on the future of management initiatives on 
NetWare.
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Introduction

In today’s software marketplace where management and return on investment 
(ROI) are important factors to address to win market share, it is vital to tap all 
possible sources of management information. Most management applications 
written for the NetWare environment have used the NetWare SDK and Simple 
Network Management Protocol (SNMP) to achieve the desired results. But 
another largely unused resource exists in the form of the System Management 
information found in the BIOS of many computers. The purpose of this AppNote 
is to make NetWare application developers aware of this resource and show how 
it can be leveraged to create a whole new breed of management applications.

Using the System Management BIOS (SMBIOS), you can obtain the types, 
capabilities, operational status, installation date, and other information about 
system components in a computer. This information can then be used in various 
ways to help manage computers in an enterprise. The procedures to be followed in 
accessing the management information from an application are documented in the 
System Management BIOS Reference Specification. 

Leveraging the System Management BIOS

The System Management BIOS v2.3 Reference Specification describe the steps to 
necessary to probe a computer’s BIOS for SMBIOS headers and structures. The 
procedures outlined in this AppNote are based on the table-based method of 
accessing BIOS information. (The table convention is supported by SMBIOS v2.2 
and later implementations.)

The table convention provides a searchable entry point structure that contains a 
pointer to the packed SMBIOS structures residing somewhere in 32-bit physical 
address space. An application can locate the SMBIOS Entry Point structure by 
searching for an anchor-string “_SM_, specified as four ASCII characters (5F 53 
4D 5F)” on paragraph (16-byte) boundaries within the physical memory address 
range 000F0000h to 000FFFFFh.

Thus, to verify whether a particular machine’s BIOS contains SMBIOS 
information, it is first necessary to check for the SMBIOS structure entry point. 
The NetWare operating system supports probing the F0000h–FFFFFh memory 
range by an NLM through the use of 32-bit linear addressing and the 
recommended ReadPhysicalMemory C-API in the NetWare SDK. (Members of 
Novell’s DeveloperNet program can download the NetWare SDK components 
free from http://developer.novell.com/ndk. If you are not yet a DeveloperNet 
member, you can sign up for a free electronic subscription at the same Web site.)
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After verifying that the BIOS on the machine contains SMBIOS structures, an 
application can—with the help of the retrieved pointer—use the memory contents 
to step through the various SMBIOS structures and retrieve the information 
contained in the structure fields. To retrieve structure fields that are strings, an 
application must follow the approach outlined in the specification. Examples are 
given later in this AppNote; but first, let’s find out more about the 
ReadPhysicalMemory API.

About the ReadPhysicalMemory API

This API does not use the real mode workspace normally expected to read 
physical memory on a machine. It simply uses the page tables to map into the 
desired memory location and then copies the source data into the application’s 
target buffer. The API transparently handles any paging problems in reading 
memory.

The function signature for this API is:

LONG ReadPhysicalMemory ( BYTE *source, BYTE *destination, LONG

numberOfUnits, LONG unitLength )

The function parameters are defined as follows:

• BYTE *source - The source 32-bit physical address. If you need to read 
physical memory F000:0000, it should be input as 0x000F0000.

• BYTE *target - The logical address of the application buffer into which you 
want to read physical memory contents. The application discussed in this 
AppNote passes the logical address of both local and global application 
buffers in its usage.

• LONG numberOfUnits - The number of memory units to be read. This is 
typically the size of the SMBIOS headers or of the global data buffer into 
which you want to read all SMBIOS structures after retrieving the memory 
pointer from the entry point structure.

• LONG unitLength - The length of the memory units (1=Byte, 2=WORD, 
4=DWORD). In our example application, the length value is 1.

There is one completion code (displayed in EAX) for this function: 00000000h, 
which means the routine failed because of a bad parameter.

Code Listings

This section contains two sample code listings that show how an NLM running on 
NetWare can perform crucial tasks relating to the SMBIOS. Listing 1 shows the 
task of identifying whether the BIOS on the host machine conforms to the 
SMBIOS Reference Specification. Listing 2 shows how to retrieve some of the 
SMBIOS structure contents once the BIOS is found to be conformant.
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Listing 1: Probing Memory for the SMBIOS Structure Entry Point

#define FALSE 0
#define TRUE 1
#define DMI_BUFFER_SIZE 16384

#ifndef UCHAR
typedef unsigned char UCHAR;

#endif

#ifndef BYTE
typedef unsigned char BYTE;

#endif

#ifndef BOOL
typedef int BOOL;

#endif

#ifndef UINT
typedef unsigned int UINT;

#endif

#ifndef LONG
typedef unsigned long LONG;

#endif

#ifndef ULONG
typedef unsigned long ULONG;

#endif

#ifndef WORD
typedef unsigned short WORD;

#endif

#ifndef DWORD
typedef unsigned long DWORD;

#endif

typedef struct PnpHdr
{

DWORD Signature;
BYTE Revision;
BYTE Length;
WORD Control;
BYTE Checksum;
DWORD EventNotify;
WORD RealEntryOffset;
WORD RealCodeSegment;
WORD ProtectedEntryOffset;
DWORD ProtectedCodeSegBase;
DWORD OemDeviceId;
WORD RealDataSegment;
DWORD ProtectedDataSegBase;

} PnpHdr;

//
// This is the header defined previous to the official release of the
// SMBIOS 2.1 Specification. This header was used by Intel and IBM
// as a private add-on to the DMI BIOS 2.0 Specification.
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//
typedef struct DmiStructureTableHeader
{

BYTE header[5]; // _DMI_
BYTE checksum; // checksum of DMI BIOS Header Structure
WORD len; // Total Length of DMI BIOS Structure Table
DWORD biosStructureTableAddress; // 32 bit physical address of beginning

// of byte aligned DMI structure table
WORD numStructures; // Total number of structures within the DMI

// Structure table
BYTE dmiBiosRevision; // Revision of the DMI BIOS Extensions

} DmiStructureTableHeader;

//
// SMBIOS 2.1 Structure Table Entry Point
//
typedef struct SmBiosStructureTableHeader
{

BYTE anchorString[4]; // _SM_
BYTE checksum; // checksum of DMI BIOS Header Structure
BYTE len; // Total Length of DMI BIOS Structure Table
BYTE majorVersion; // major version of the spec
BYTE minorVersion; // minor version of the spec
WORD maxStrucSize; // maximum structure size
BYTE epRevision; // EPS revision
BYTE reserved[5]; // reserved, must be 0
DmiStructureTableHeader DmiTable; // legacy DMI BIOS Table Header

} SmBiosStructureTableHeader;

// 4-byte header that each structure begins with
typedef struct DMIHeader
{

BYTE structType;// Specifies the type of structure. Types 0 through 127
// (7Fh) are reserved for and defined by this specification.
// Types 128 through 256 (80h to FFh) are available for
// system and OEM-specific information.

BYTE structLength;
WORD structHandle;

} DMIHeader;

// structure for System Enclosure information
typedef struct DMIType3
{

DMIHeader header;
BYTE manufacturer;
BYTE chassisType;
BYTE version;
BYTE serialNumber;
BYTE assetTagNumber;
BYTE bootupState;
BYTE powerSupplyState;
BYTE thermalState;
BYTE securityStatus;

} DMIType3;

// structure for Processor information
typedef struct DMIType4
{

DMIHeader header;
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BYTE socketDesignation;
BYTE processorType;
BYTE processorFamily;
BYTE processorManufacturer;
QWORD processorID;
BYTE processorVersion;
BYTE voltage;
WORD externalClock;
WORD maxSpeed;
WORD currentSpeed;
BYTE status;
BYTE processorUpgrade;
WORD L1CacheHandle;
WORD L2CacheHandle;
WORD L3CacheHandle;
BYTE SerialNumber;

} DMIType4;

// External functions
extern LONG ReadPhysicalMemory(BYTE *source, BYTE *destination, LONG
numberOfUnits,
LONG unitLength);

// Global variables
DmiStructureTableHeader far *gfpDmiHeader;
SmBiosStructureTableHeader far *gfpSmBiosHeader;
PnpHdr gPnpHeader;
char gDebug = TRUE ;
unsigned char far *dmiTableBuffer;
unsigned char dmiBuffer[DMI_BUFFER_SIZE];

// Forward declarations
DWORD GetDMITableInformation (void) ;

int GetDMITableStructures () ;
char *getTypeStr (char *buf) ;
char *getString2 (int strNum, void *buf) ;
char *getString (int strNum, char *buf) ;
int getLengthOfStructure (char *p) ;

// System Enclosure
int printStructure03 (DMIType3 *buf, BOOL bWrite) ;

// Processor
int printStructure04 (DMIType4 *buf, BOOL bWrite);
char *getProcessorType (BYTE b) ;
char *getProcessorFamily (BYTE b);
char *getProcessorStatus (BYTE b) ;
char *getProcessorUpgrade (BYTE b) ;

// This implementation has been developed using available references to
// demonstrate we do not need to reinvent the wheel for NetWare. There would be
// more complexity in the solution if it where to address other operating systems
// such as Windows 9x/NT.

DWORD GetDMITableInformation (void)
{

UCHAR byPassed = FALSE ;
PnpHdr far *fpbyPnpHeader;
DWORD dwSegment;
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char *pResBuffer = NULL ;

for (dwSegment = 0x000F0000;
dwSegment <= 0x00100000;
dwSegment = dwSegment + 0x0010)

{
// Work with 32-bit linear addresses only
fpbyPnpHeader = (PnpHdr far *) dwSegment ;
if ( ReadPhysicalMemory( (BYTE *)fpbyPnpHeader,

(BYTE *)&gPnpHeader, sizeof(gPnpHeader), 1 ) > 0 )
{

if ( gPnpHeader.Signature == 0x494D445F ) // _DMI
{
BYTE i;

BYTE byCkSum = 0;
BYTE byMyLength;

// _DMI_ is validated by a 0 sum of bMyLength bytes.
byMyLength = sizeof (DmiStructureTableHeader);
for (i = 0, byCkSum = 0; i < byMyLength; i++)
{

byCkSum += *(((BYTE far *) &gPnpHeader) + i);
}

if (0 == byCkSum)
{

if ( gDebug )
ConsolePrintf ( "(DEBUG): _DMI signature found, passed

checksum. \n" ) ;
byPassed = TRUE ;
break ;

}
else {

if ( gDebug )
ConsolePrintf ( "(DEBUG): The _DMI structures do not
checksum to 00h. System Management (SMBIOS) system component
inventory will not be available." ) ;

}
}

}
}

if ( byPassed != TRUE ) {
dwSegment = 0 ;
goto END_GET ;

}

gfpDmiHeader = (DmiStructureTableHeader far *)dwSegment ;
gfpSmBiosHeader = (SmBiosStructureTableHeader far *)(dwSegment-1);

if (dwSegment)
{

if (((*(((char far *) gfpSmBiosHeader) + 0) == '_') &&\
(*(((char far *) gfpSmBiosHeader) + 1) == 'S') &&
(*(((char far *) gfpSmBiosHeader) + 2) == 'M') &&
(*(((char far *) gfpSmBiosHeader) + 3) == '_')) )

{
BYTE i;
BYTE byCkSum = 0;
BYTE byMyLength;
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if ( gDebug )
ConsolePrintf ("(DEBUG): SMBIOS %d.%d StructureTable Entry Point

Structure (at %Xh):\n"
, (WORD) gfpSmBiosHeader->majorVersion
, (WORD) gfpSmBiosHeader->minorVersion

, dwSegment - 1);
byMyLength = sizeof (SmBiosStructureTableHeader);
for (i = 0, byCkSum = 0; i < byMyLength; i++)

byCkSum += *(((BYTE far *) gfpSmBiosHeader) + i);

if ((byCkSum != 0))
{

if ( gDebug)
ConsolePrintf ( "(DEBUG): The _SM_ Structure Entry Point
Structure does not checksum to 00h. System Management (SMBIOS)
component inventory scan results might not be accurate." ) ;

}
}

if (gfpDmiHeader->biosStructureTableAddress > 0xFFFFF) {
// This implementation does not consider this scenario
if ( gDebug )

ConsolePrintf ("(DEBUG: No valid SMBIOS Structure Entry Point
structure found in F0000h-FFFFFh range.\n");

dwSegment = 0;
goto END_GET ;

}
else

dmiTableBuffer =
(char far *)gfpDmiHeader->biosStructureTableAddress;

}
else

{
if ( gDebug )

ConsolePrintf ("(DEBUG: No valid SMBIOS Structure Entry Point
structure found in F0000h- FFFFFh range.\n");

dwSegment = 0;
}

END_GET:
return (dwSegment);

}

Listing 2 - Retrieving the System Management BIOS Structure Entities

This is a continuation and refers to variable definitions from Listing 1.

int GetDMITableStructures ()
{

BOOL bSuccess = FALSE ;
BYTE byDMIType = 0 ;
int iReturn = FALSE ;
int curLen,

totLen;
char *bufPtr;

if ( ReadPhysicalMemory((BYTE *)dmiTableBuffer,
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(BYTE *)dmiBuffer, DMI_BUFFER_SIZE - 1, 1) > 0 )
{

curLen = 0;
totLen = gfpDmiHeader->len;
bufPtr = dmiBuffer;

iReturn = TRUE ;

while (curLen < totLen && ( iReturn == TRUE ) )
{
if ( gDebug ) {

ConsolePrintf ("(DEBUG): SMBIOS Structure: %s (Type %u).\n",
getTypeStr (bufPtr), (BYTE) (*bufPtr));

}

switch (*bufPtr)
{

case 3:
// System enclosure information
iReturn =

printStructure03 ((DMIType3 *) bufPtr, TRUE);
break;

case 4:
// Processor information

iReturn =
printStructure04 ((DMIType4 *) bufPtr, TRUE);

break;

default:
break;

}

curLen += getLengthOfStructure (bufPtr);
bufPtr += getLengthOfStructure (bufPtr);

}
}

END_GET :
return (iReturn);

}

char *getTypeStr (char *buf)
{

switch (*buf) {
case 0:

return ("BIOS Information");
case 1:

return ("System Information");
case 2:

return ("Baseboard Information");
case 3:

return ("System Enclosure");
case 4:

return ("Processor Information");
case 5:

return ("Memory Controller Information");
case 6:

return ("Memory Module Information");
case 7:

return ("Cache Information");
case 8:

return ("Port Connector Information");
case 9:

return ("System Slots");
case 10:
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return ("On Board Devices Information");
case 11:

return ("OEM Strings");
case 12:

return ("System Configuration Options");
case 13:

return ("BIOS Language Information");
case 14:

return ("Group Associations");
case 15:

return ("System Event Log");
case 16:

return ("Physical Memory Array");
case 17:

return ("Memory Device");
case 18:

return ("Memory Error Information");
case 19:

return ("Memory Array Mapped Address");
case 20:

return ("Memory Device Mapped Address");
case 21:

return ("Built-in Pointing Device");
case 22:

return ("Portable Battery");
case 23:

return ("System Reset");
case 24:

return ("Hardware Security");
case 25:

return ("System Power Controls");
case 26:

return ("Voltage Probe");
case 27:

return ("Cooling Device");
case 28:

return ("Temperature Probe");
case 29:

return ("Electrical Current Probe");
case 30:

return ("Out-of-Band Remote Access");
case 37:

return ("Memory Channel");
case 39:

return ("Power Supply");
case 127:

return ("End-of-Table");
case -128:
case -127:
case -126:
case -125:

return ("OEM Defined Structure");
default:

return ("Unknown Structure Type");
}

}

char *getString2 (int strNum, void *buf)
{

return getString (strNum, (char *) buf);
}

char *getString (int strNum, char *buf)
{

char *strPtr;
int foundStrNum = 1;
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strPtr = buf + (*(buf + 1)); // go directly to start of string
// space (if any)

if ((*strPtr) == '\0')
return "(null string)"; //specific initialization

if (strNum == 1)
return strPtr;

else {
while (foundStrNum != strNum) {

while ((*strPtr) != '\0')
strPtr++;

strPtr++;
foundStrNum++;

}
return strPtr;
}

}
}
int getLengthOfStructure (char *p)
{

int len;

len = (WORD) ((DMIHeader *) p)->structLength;

/*
* Some BIOSes (e.g. Intel BIOSes and maybe others) do not
* terminate the Type 5 Structure with two null bytes; therefore
* this special check when calculating the length of a Type 5
* Structure.

*/
if ((((DMIHeader *) p)->structType) == 0x05) {

if ((*((WORD *) (p + len)) == 0x0000))
return len + 2;

else
return len;

}
else {

while (*((WORD *) (p + len)) != 0x0000)
len++;

return len + 2;
}

}

int printStructure03 (DMIType3 *buf, BOOL bWrite)
{

int nWrite = TRUE ;
char szAssetTag[256];
char szSerialNumber[256];

if (buf->serialNumber) {
strcpy ( szSerialNumber,

getString ((UINT)buf->serialNumber, (char *) buf) );
}
else {

strcpy ( szSerialNumber, "(none)" ) ;

if ( gDebug )
ConsolePrintf ("(DEBUG): Serial Number:%s.\n",szSerialNumber);

if (buf->assetTagNumber) {
strcpy ( szAssetTag, getString ((UINT)buf->assetTagNumber, (char *) buf));

}
else {

strcpy ( szAssetTag, "(none)" ) ;
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}

if ( gDebug )
ConsolePrintf ("(DEBUG): Asset Tag Number:%s.\n",szAssetTag);

EXIT_PRINT :
return nWrite ;

}

int printStructure04 (DMIType4 *buf, BOOL bWrite)
{

int nWrite = TRUE ;

if ( gDebug ) {
ConsolePrintf ("(DEBUG: Processor Type: %02Xh (%s).\n",

(UINT) buf->processorType,
getProcessorType (buf->processorType));

}

if ( gDebug ) {
ConsolePrintf ("(DEBUG: Processor Family: %02Xh (%s).\n",

(UINT) buf->processorFamily,
getProcessorFamily (buf->processorFamily));

}

if ( gDebug )
ConsolePrintf ("(DEBUG): Processor ID: %08lXh %08lXh.\n",

buf->processorID.l, buf->processorID.h);

if ( gDebug )
ConsolePrintf ("(DEBUG): Max Speed: %d MHz.\n",

buf->maxSpeed);

if ( gDebug )
ConsolePrintf ("(DEBUG: Current Speed: %d MHz.\n",

buf->currentSpeed);

if ( gDebug ) {
ConsolePrintf ("(DEBUG: Processor Upgrade: %02Xh (%s).\n",

(UINT) buf->processorUpgrade,
getProcessorUpgrade (buf->processorUpgrade));

}

EXIT_PRINT :
return nWrite ;

}

char *getProcessorType (BYTE b)
{

switch (b) {
case 1:

return "Other";
case 2:

return "Unknown";
case 3:

return "Central Processor";
case 4:

return "Math Processor";
case 5:

return "DSP Processor";
case 6:

return "Video Processor";
default:

return "Error: Invalid Type";
}

}
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char *getProcessorFamily (BYTE b)
{

switch (b) {
case 1:

return "Other";
case 2:

return "Unknown";
case 3:

return "8086";
case 4:

return "80286";
case 5:

return "80386";
case 6:

return "80486";
case 7:

return "8087";
case 8:

return "80287";
case 9:

return "80387";
case 0x0A:

return "80487";
case 0x0B:

return "Pentium Family";
case 0x0C:

return "Pentium Pro";
case 0x0D:

return "Pentium II";
case 0x0E:

return "Pentium MMX";
case 0x0F:

return "Celeron";
case 0x10:

return "Pentium II";
case 0x11:

return "Pentium III";
case 0x12:

return "M1 Family";
case 0x13:
case 0x14:
case 0x15:
case 0x16:
case 0x17:
case 0x18:

return "Reserved for specific M1 versions";
case 0x19:

return "K5 Family";
case 0x1A:
case 0x1B:
case 0x1C:
case 0x1D:
case 0x1E:
case 0x1F:

return "Reserved for specific K5 versions";
case 0x20:

return "PowerPC Family";
case 0x21:

return "Power PC 601";
case 0x22:

return "Power PC 603";
case 0x23:

return "Power PC 603+";
case 0x24:

return "Power PC 604";



w w w . n o v e l l . c o m / a p p n o t e s
78

D
ev

el
op

er
 N

ot
es

case 0x30:
return "Alpha Family";

case 0x40:
return "MIPS Family";

case 0x50:
return "SPARC Family";

case 0x60:
return "68040 Family";

case 0x61:
return "68xxx";

case 0x62:
return "68000";

case 0x63:
return "68010";

case 0x64:
return "68020";

case 0x65:
return "68030";

case 0x70:
return "Hobbit Family";

case 0x80:
return "Weitek";

case 0x90:
return "PA-RISC Family";

case 0xA0:
return "V30 Family";

case 0xB0:
return "Pentium III Xeon";

case 0xB2:
return "Pentium IV";

case 0xB1:
case 0xB3:
case 0xB4:
case 0xB5:
case 0xB6:
case 0xB7:
case 0xB8:
case 0xB9:
case 0xBA:
case 0xBB:
case 0xBC:
case 0xBD:
case 0xBE:
case 0xBF:

return "Reserved for specific Pentium processor versions";
default:

return "Error: Invalid Family";
}

}

char *getProcessorStatus (BYTE b)
{

switch (b) {
case 0x00:

return "CPU Socket Unpopulated, Status Unknown";
case 0x40:

return "CPU Socket Populated, Status Unknown";
case 0x01:

return "CPU Socket Unpopulated, Status Enabled";
case 0x41:

return "CPU Socket Populated, Status Enabled";
case 0x02:

return "CPU Socket Unpopulated, Status Disabled by User";
case 0x42:

return "CPU Socket Populated, Status Disabled by User";
case 0x03:
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return "CPU Socket Unpopulated, Status Disabled by BIOS";
case 0x43:

return "CPU Socket Populated, Status Disabled by BIOS";
case 0x04:

return "CPU Socket Unpopulated, Status Idle";
case 0x44:

return "CPU Socket Populated, Status Idle";
case 0x07:

return "CPU Socket Unpopulated, Status Other";
case 0x47:

return "CPU Socket Populated, Status Other";
default:

return "Error: Invalid Status";
}

}
char *getProcessorUpgrade (BYTE b)
{

switch (b) {
case 1:

return "Other";
case 2:

return "Unknown";
case 3:

return "Daughter Board";
case 4:

return "ZIF Socket";
case 5:

return "Replaceable Piggy Back";
case 6:

return "None";
case 7:

return "LIF Socket";
case 8:

return "Slot 1";
case 9:

return "Slot 2";
default:

return "Error: Invalid Type";
}

}

The source code in the above listings can be used in any generic NLM 
implementation. For compilation, you need to include the standard ANSII 
headers; for linking, you need to explicitly import the ReadPhysicalMemory 
API. You can download the source code from the AppNotes Download page at 
http://developer.novell.com/ research/downloads.htm.

Example: ZENworks for Servers 3 Inventory

The Inventory feature of the ZENworks for Servers 3 product showcases the 
leveraging of the SMBIOS information on NetWare to report enhanced system 
component inventory. Prior to the ZENworks for Servers 3 release, NetWare 
inventory relied on NetWare SDK and SNMP to report system component 
inventory. In ZENworks for Servers 3, NetWare inventory is reported with a help 
of an Inventory agent that executes NLMs on demand to retrieve system 
component and software inventory information. The Inventory agent is managed 
by policies and executes according to a predefined schedule and parameters. 
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In ZENworks for Servers 3 Inventory, the INVAID.NLM module leverages 
SMBIOS v2.3 and pipes the retrieved information to the set of components 
responsible for storing this information in an inventory database. The inventory 
database can subsequently be queried for display, inventory summary, report 
generation, and so on.

The additions to the scanning capability in ZENworks for Servers 3 include 
inventory of:

• BIOS version
• BIOS release date
• Manufacturer

The inventory feature also reports system information such as asset tag, product 
name, serial number, processor information, cache information, system slots 
information, port information, video adapter name, sound card name, and so on. 
For more information about ZENworks for Servers 3, visit the product Web page 
at http://www.novell.com/products/zenworks/servers.

Looking Ahead

As market expectations demand still better management initiatives, making 
management information more easily accessible on NetWare could be one 
effective step towards the solution. This is especially true where comparisons 
between existing management instrumen- tation on NetWare and Microsoft’s 
WBEM initiative called WMI (Windows Management Instrumentation) may hold 
stake in customers’ purchase decisions.

To get your creative coding juices flowing, here’s my personal reflection on this 
front. Suppose you had an NLM read the SMBIOS for the various information 
and publish it in the NetWare registry under the HKEY_DYN_DATA 
category—that is, create keys for the various SMBIOS structures and then 
proceed to embed the contents of each structure under the parent key. As there can 
be multiple instances of some SMBIOS structures, you’d need to design a suitable 
hierarchy in registry keys to address this. 

By using the NetWare registry, you would gain the ease and definitiveness 
associated with reading the registry keys or data. For administrators, utilities that 
display the registry contents (such as the NetWare Remote Manager) would help 
in management. For third-party developers, the simplicity of reading the registry 
would be a huge benefit and would save you from having to  reinvent the 
development wheel or understand the intricacies of the SMBIOS Reference 
Specification.
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Sample NetWare Registry Model

Here’s a possible model for the System Enclosure (Type 3) and Processor 
Information (Type 4) SMBIOS structures, with the key hierarchy addressing the 
presence of multiple instances. If the reference specification indicates that a 
SMBIOS structure member has a special interpretation, it would be the 
application’s responsibility to map the member’s value to an appropriate 
displayable string. If the SMBIOS structure member is a placeholder such as a 
memory handle or memory address, the application would ignore attempting to 
convert such values to displayable strings. The application would also need to 
preserve units associated with the various values to prevent any loss in data 
interpretation. 

This proposed model does not attempt to publish proprietary OEM- or BIOS 
vendor-specific information in the NetWare registry, as the application may not 
be able to guarantee precise data interpretation. If necessary, you could define 
additional rules to help the application publish other high-demand SMBIOS 
structures to overcome any loss in data interpretation.

The most common SMBIOS member data types (unsigned character BYTE, 
unsigned short WORD, and unsigned long DWORD) could easily be converted to 
null-terminated strings. A possible structure for the NetWare Registry is detailed 
here:

{
DWORD l;
DWORD h;

} QWORD , conversion to null-terminated string easily achievable.

NetWare Registry
Dynamic Data (HKEY_DYN_DATA)

System Enclosure (Key)
0 (Key)

Type ("3")
Manufacturer (appropriate REG_SZ value)
ChassisType (appropriate REG_SZ value)
Version (appropriate REG_SZ value)
SerialNumber (appropriate REG_SZ value)
AssetTagNumber (appropriate REG_SZ value)
BootupState (appropriate REG_SZ value)
PowerSupplyState (appropriate REG_SZ value)
ThermalState (appropriate REG_SZ value)
SecurityStatus (appropriate REG_SZ value)

Processor Information (Key)
0 (Key)

Type ("4")
SocketDesignation (appropriate REG_SZ value)
ProcessorType (appropriate REG_SZ value)
ProcessorFamily (appropriate REG_SZ value)
ProcessorManufacturer (appropriate REG_SZ value)
ProcessorID (appropriate REG_SZ value)
ProcessorVersion (appropriate REG_SZ value)
Voltage (appropriate REG_SZ value)
ExternalClock (appropriate REG_SZ value)+
MaxSpeed (appropriate REG_SZ value)
CurrentSpeed (appropriate REG_SZ value)
Status (appropriate REG_SZ value)
ProcessorUpgrade (appropriate REG_SZ value)
L1CacheHandle ( "Ignored" REG_SZ value)
L2CacheHandle ( "Ignored" REG_SZ value)
L3CacheHandle ( "Ignored" REG_SZ value)
SerialNumber (appropriate REG_SZ value)
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1 (Key)
Type (appropriate REG_SZ value)
SocketDesignation (appropriate REG_SZ value)
ProcessorType (appropriate REG_SZ value)
ProcessorFamily (appropriate REG_SZ value)
ProcessorManufacturer (appropriate REG_SZ value)
ProcessorID (appropriate REG_SZ value)
ProcessorVersion (appropriate REG_SZ value)
Voltage (appropriate REG_SZ value)
ExternalClock (appropriate REG_SZ value)
MaxSpeed (appropriate REG_SZ value)
CurrentSpeed (appropriate REG_SZ value)
Status (appropriate REG_SZ value)
ProcessorUpgrade (appropriate REG_SZ value)
L1CacheHandle ( "Ignored" REG_SZ value)
L2CacheHandle ( "Ignored" REG_SZ value)
L3CacheHandle ( "Ignored" REG_SZ value)
SerialNumber (appropriate REG_SZ value)

Conclusion

Leveraging the System Management information in the BIOS and simplifying its 
availability will benefit management applications in their multi-faceted tasks. 
Hopefully this AppNote has given you a basis to work from, as well as a good 
idea of what is possible in future network management applications.

If you want more information on SMBIOS, refer to the following resources:

• System Management BIOS v2.3 Reference Specification, co-authored by 
American Megatrends Inc., Award Software International Inc., Compaq 
Computer Corporation, Dell Computer Corporation, Hewlett-Packard 
Company, Intel Corporation, International Business Machines Corporation, 
Phoenix Technologies Limited, and SystemSoft Corporation

• “SMBIOS (aka DMIBIOS) Version 2.3.1 (Build 39) Display Utility - Mar 27 
2000 for DOS”, software made available by IBM, without fee, to assist the 
user in comparing code with respect to the System Management BIOS 
Reference specification

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.
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Editing Object Properties in 
ConsoleOne

Kevin Burnett
Senior Research Engineer
Novell AppNotes

This month we continue our discussion of how to use 
Novell ConsoleOne. You have the capability of 
controlling an object’s behavior by editing its proper-
ties. If you have any exposure to eDirectory, you know 
that the basic unit in eDirectory is the object. Objects 
can be of type user, printer, server, and so on. Each of 
these objects has properties that help define the object. 

ConsoleOne displays property pages to allow easy 
editing of an object’s properties. When using property 
pages, there are some general characteristics that are 
unique to editing multiple objects simultaneously. You 
can also customize property pages.

The table below describes the general characteristics of 
using ConsoleOne property pages.

Figure 1 shows an example of a ConsoleOne Properties 
page.

Figure 1: ConsoleOne Properties page.

Unique Characteristics of Editing Objects 
Simultaneously
The following table describes the unique characteris-
tics of using property pages to edit multiple objects 
simultaneously.

Feature Notes

OK, Cancel, 
Apply

These buttons affect all of the 
property pages. OK and Apply 
save all changes to all pages 
(Apply leaves the dialog box 
open), and Cancel discards all 
changes on all pages.

Tabs Each tab can have multiple 
property pages. To select the 
page you want, click the 
drop-down list on the tab.

Folder Icon Fields that have this control 
beside them can have multiple 
values. To see all of the values, 
click the control. To enter 
multiple values, type a value, 
press Enter, type another value, 
press Enter, and so on.

Disabled fields 
and options

Fields and options are disabled 
if:
• You don’t have rights to 

modify the associated 
properties

• You need to modify some 
other setting first to enable 
the fields or options

Feature Notes
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Customizing Property Pages
For each type of object in ConsoleOne, you can 
customize the property pages by rearranging their 
order or hiding individual pages. Your customizations 
are saved and used the next time you start ConsoleOne 
on the same computer. To customize you property 
pages, do the following:

1. Open the properties of an object of the type that 
you want to customize. Click the Page Options 
button (see Figure 2).

Figure 2: ConsoleOne Object Page Options screen. 

2. Rearrange the property pages the way you want 
them to be. To move the tab or page to a different 
position, select it, then click the Move Up or 
Move Down button (see Figure 3).

Figure 3: Rearranging ConsoleOne Object Page 
Options.

Note: You can’t move a page to a different tab.

Feature Notes

Fields and lists • No values are displayed in fields or lists because the existing values might be different 
for each object.

• For a single-value field, any value you enter will replace the existing value in each 
object when you click OK or Apply.

• For a multi-value field or list, any values you enter will be added to the existing 
values in each object when you click OK or Apply.

Check Boxes • Light-gray check boxes with a check in them are neutral. No changes will be made to 
these items in the existing objects when you click OK or Apply.

• White check boxes and dark-gray check boxes are live. Their settings will replace the 
existing settings in each object when you click OK or Apply.

Missing items • Individual fields and options are missing if they apply only to specific object 
instances. For example, it isn’t necessary to give multiple users the same last name, 
so the Last Name field is not displayed when editing multiple users.

• Entire property pages are missing if they haven’t been designed to allow editing of 
multiple objects. For example, the generic Other page isn’t displayed when editing 
multiple objects.

For each type of object
in ConsoleOne, you can
customize the property
pages by rearranging
their order or hiding
individual pages. 
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To hide or show a tab or page, select the tab or 
page, then click Disable or Enable. Disabled items 
will appear gray (see Figure 4).

Figure 4: Grayed-out items on ConsoleOne Object 
Page. 

3. Click OK to save the changes.

This month we have discussed how to work with prop-
erty pages in ConsoleOne. Next month we’ll continue 
our discussion of ConsoleOne.

Replicas in eDirectory

Kevin Burnett
Senior Research Engineer
Novell AppNotes

This month let’s look at replicas in eDirectory. A 
replica is a copy or an instance of a user-defined parti-
tion that is distributed to an eDirectory server. Each 
server can store more than 65,000 eDirectory replicas; 
however, only one replica of the same user-defined 
partition can exist on the same server.

Note: When referring to Novell’s Directory product, 
eDirectory refers to the product and is used exten-
sively to market the product. NDS refers to the under-
lying technology that makes eDirectory perform its 
magic.

There are four types of replicas that can be stored on an 
eDirectory server:

• Master replica

• Read/Write replica

• Read-Only replica

• Subordinate Reference replica

The following table shows the differences between the 
four replica types. A discussion of each replica type 
follows.
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Master Replica X X X X X

Read-Write Replica X X X X X

Read Only Replica X X X

Subordinate Reference Replica X

A replica is a copy or
an instance of a
user-defined partition
that is distributed to an
eDirectory server.
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Master Replica
The Master replica is a writable replica type used to 
initiate changes to an object and/or partition. The 
Master replica manages NDS partition operations 
such as:

• Adding replicas to servers

• Removing replicas from servers

• Creating new partitions in the eDirectory tree

• Removing existing partitions from the eDirectory 
tree

• Relocating a partition in the eDirectory tree

The Master replica is also used to perform eDirectory 
object operations, such as:

• Adding new objects to the eDirectory tree

• Removing, renaming, or relocating existing 
objects in the eDirectory tree

• Authenticating objects to the eDirectory tree

• Adding new object attributes to the eDirectory 
tree

• Modifying or removing existing attributes

The Master replica is also a readable replica type that 
reads information about objects within the partition’s 
boundaries, and encompasses all objects within its 
boundaries. Since the Master replica is responsible for 
managing partition operations, such as removing a 
replica from a server, you cannot remove a Master 
replica from a server without first designating a replica 
on another server as the new Master. 

The Master replica also provides bindery emulation for 
compatibility with previous versions of the NetWare 
Operating System. 

Read/Write Replica
The Read/Write replica is a writable replica type used 
to initiate object changes. The Read/Write replica also 
performs object operations, such as:

• Adding new objects to the eDirectory tree

• Removing, renaming, or relocating existing 
objects in the eDirectory tree

• Authenticating objects to the eDirectory tree

• Adding new object attributes to the eDirectory 
tree

• Modifying or removing existing object attribute

The Read/Write replica is also a readable replica type 
used to read information about all objects in a parti-
tion’s boundaries. Additionally, like the Master 
replica, the Read/Write replica can provide bindery 
emulation.

The Read/Write replica provides eDirectory tree fault 
tolerance. If the Master replica is destroyed or 
damaged, a Read/Write replica can be promoted to 
become the new Master replica.

Read-Only Replica
The Read-Only replica is a readable replica type used 
to read information about all objects in a partition’s 
boundaries. This replica type is not able to provide 
bindery emulation. The Read-Only replica provides 
eDirectory tree fault tolerance. If the Master replica 
and all read/write replicas are destroyed or damaged, 
the Read-Only replica can be promoted to become the 
new Master replica.

Subordinate Reference Replica
The Subordinate Reference replica is used primarily 
for eDirectory tree connectivity. By encompassing 
only the partition root object, a Subordinate Reference 
replica is able to provide the identity of the servers that 
hold a readable replica of a partition.

The Subordinate Reference replica is neither a readable 
nor writable replica type. In addition, the Subordinate 
Reference replica cannot provide bindery emulation, 
but is added to and removed from a server by an NDS 
process (and not by a user) and therefore cannot be 
removed from a server. Lastly, the Subordinate Refer-
ence replica does not provide eDirectory tree fault 
tolerance.

Replica States
NDS replica states act as milestones that track partition 
or replica operations. The replica states, the values 
representing the states, and their basic meanings are 
described in the table, below.

Replica State Value Meaning

On 0 Indicates that the replica is not participating in any partition or 
replica operation.

New 0 x 1h Indicates that the Master replica is currently placing the replica 
on the server and the replica is not yet available. This state is 
used by the NDS partition operation Add Replica.

The Read-Only replica
is a readable replica
type used to read infor-
mation about all objects
in a partition’s bound-
aries. 
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Replica Ring
Each partition root object has one or more replica 
attributes that contain information about the servers 
that are holding the replicas of the partition. This 
collection of replica attributes on the partition root 
object is referred to as the replica ring.

Replica Number
Each eDirectory replica is assigned a number that is 
used to identify the modifications made by the server 
holding the replica. Each replica number must be 
unique within the replica ring of the partition; how- 
ever, the replica numbers do not have to be unique 
across replica rings from different partitions. In addi-
tion, replica numbers do not have to be a continuous 
sequence of numbers.

Replica Depth
The replica depth of an eDirectory partition is deter-
mined by the location of its partition root object within 
the hierarchical structure of the eDirectory tree. Each 
object that is superior to its partition root object within 
the hierarchical structure of the eDirectory tree 
increases the replica depth of the partition by one.

Conclusion
This month we discussed eDirectory replicas and the 
NDS technology that makes them operate. We talked 
about the four types of eDirectory replicas and the 
states that each of these can be in at any given time. 
Next month, we’ll provide you with another tasty 
eDirectory concept!

Dying 0 x 2h Indicates that the replica is currently being removed from the 
server and is not available. This replica state is used by the NDS 
partition operation Remove Replica.

Locked 0 x 3h Indicates that another partition operation is currently using the 
replica and no new partition operation can begin on the replica 
until the current partition operation completes.

Change Replica 
Type Level 0 & 
Level 1

0 x 4h & 0 x 5h Indicates that the server designated as holding the Master 
replica is currently being changed.

Transition On 0 x 6h Indicates that the replica has recently been added to the server 
using the partition operation Add Replica.

Dead Replica 0 x 7h Indicates that other servers are being notified that a replica is 
dying. After a replica goes through replica state 2 (dying), there 
still may be servers that need to be notified that the replica is 
going away. The replica stays in this state until the server 
holding the replica synchronizes successfully to another server, 
letting it know that the replica is ready to be removed.

Begin Add 0 x 8h Indicates that a replica is being added. This is the initial state 
that begins the process of adding a new replica.

Master Start 0 x Bh Indicates that the replica type is being changed.

Master Done 0 x Ch Indicates that the servers involved in the change of the replica 
types have all been updated and the replica’s next state is on.

Federated 0 x Dh Indicates that a partition is federated.

Split State Level 0 
& Level 1

0 x 30h & 0 x 31h Indicate that the replica is currently involved in the partition 
operation Split Partition, which is used to create partitions.

Join State Level 0, 
Level 1 & Level 2

0 x 40h, 0 x 41h & 
0 x 42h

Indicate that the replica is currently involved in the partition 
operation Join Partition, which is used to merge two partitions 
together and eliminate the child partition from the eDirectory 
tree.

Move State Level 
0, Level 1 & Level 
2

0 x 50h, 0 x 51h & 
0 x 52h

Indicates that the replica is currently involved in the partition 
operation Move Sub-Tree, which is used to relocate a partition 
from its existing parent partition to a different parent partition.

Replica State Value Meaning

Each eDirectory rep-
lica is assigned a num-
ber that is used to
identify the modifica-
tions made by the server
holding the replica. 
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Rebuilding an NDS Schema

Duane Buss
Senior Software Engineer
Novell, Inc.

Sometimes you need to rebuild your NDS Schema. 
Below is an explanation of the issues that you may face 
when you select the “rebuild operational schema” 
option in the DSREPAIR utility, including information 
on how to decide whether the operation is appropriate 
for your situation. 

The two main issues with “rebuild operational schema” 
are:

• Flags

• Rules changes

You may have done these things to customize your tree 
schema in order for a third-party application to work 
“correctly.”

By default, when the Rebuild Operational Schema 
option is selected, the local DIB (Directory Informa-
tion Base) schema is forced to comply with what the 
currently-loaded Directory Services knows to be its 
original schema definitions ( flags, rules, OIDs, bound-
aries, and so on). Additions to rules are left alone, but 
the option adds back any removed original rule to the 
class that is being checked.

If the current flags found in the DIB don’t match what 
the loaded DS believes to be the real definitions, you 
can change them to comply with it. However, this 
action may have an undesirable consequence for some 
of the applications you have installed.

At one point I had changed the DSRepair utility to only 
check if the original flags and rules are present and 
leave alone any other flag or rule that may have been 
added or modified; however, technical support 
suggested that customers shouldn’t do that. I see a 
benefit for either case, but eventually opted for the 
DSRepair switch:  -anf.

This advanced mode “no flag” check allows DSRepair 
to rebuild the operational schema without modifying 
any flags that may have been changed by customers or 
their specific applications.

I only addressed flags because at the time there were 
few simple choices to allow removing or putting flags 

back into schema attributes/classes. But you can now 
use schema editors to add or remove rules without 
much effort, so no switch was provided for those type 
of changes.

In essence Novell wanted to give customers the flexi-
bility to make educated changes, while still giving you 
the option to fix your trees if such modifications were 
to cause problems. However, we have indiscriminately 
advised customers to rebuild operational schema as if 
no one but Novell depended on it, and it is a practice 
that should stop. 

There is an educated way of deciding whether or not 
you should use the anf option if you are unsure of the 
results. In the Local database repair, you can deselect 
everything but the following: 

• “Use temporary NDS database during repair?= 
YES”

• “Rebuild operational schema?=YES” 

You will then see what changes DSRepair is planning 
to do to that DIB set and you have the option to accept 
the changes or not. Using iMonitor/DSBrowse, you 
can then check the proposed changes to see if they 
would indeed affect working applications on your 
servers and decide whether or not you should save the 
changes.

This check is a quick one, and should be part of any 
TIDs that suggest running the Rebuild Operational 
Schema option. This easy check may prevent Novell 
technical support engineers from having to figure out 
what in the world happened to your applications when 
they stop working correctly.

Putting Internet Explorer 
Bookmarks in iFolder

Brent McCormick
Strategy Integration Manager
Novell, Inc.

Here’s a slick way to keep your Internet Explorer 
Favorites and bookmarks the same on each computer 
by using Novell iFolder.

Download and install the TweakUI utility.This 
program is needed to change the location of your 
Favorites menu. You can download this program from 
http://downloadcnet.com and do a search on TweakUI. 
Choose the freeware version.

Once it is downloaded, run TWEAKUI.EXE to extract 
the files. Note where these files are located once they 
extract, then go to that folder, right-click on the 
TWEAKUI.INF file, and choose Install.

Here’s a slick way to
keep your Internet
Explorer Favorites and
bookmarks the same on
each computer by using
Novell iFolder. 
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Now go to the Control Panel window and click on the 
TweakUI icon. Click on the My Computer tab. Go to 
the Special Folders drop down box and choose 
Favorites.

Take note of where the current location of Favorites is 
and use Windows Explorer to locate and copy that 
Favorites directory into your iFolder. Now change the 
location of Favorites in TweakUI to the Favorites 
directory in your iFolder.

That’s it. Your bookmarks are now synchronized.

Converting Traditional 
Volumes to Logical Volumes

Paul Thompson
Novell, Inc.

You can convert traditional NetWare volumes to 
logical NSS volumes. This is not an automatic process 
or an in-place upgrade. You need to ensure you have 
enough space to transition from a traditional volume to 
a logical volume and maintain your attributes. 

The conversion utility is a server command that copies 
the data from a traditional volume to an NSS logical 
volume in an NSS storage pool. (For example, if you 
want to move a 2 GB volume, you need to have at least 
2 GB of free space available. The original volume will 
be renamed volumename_old. The new logical volume 
will keep the original volume name. 

Volume Conversion
After you copy the traditional volume to a logical 
volume, you can restart the server to ensure the volume 
converted properly. If the volume converted, you can 
remove the traditional volume. After you copy tradi-
tional volume data to a logical volume in NetWare 6, 
you cannot access the new logical volume in NetWare 
5.1. You would need to either retain the data in the 
traditional volume, or copy the data back to the tradi-
tional volume. The volume conversion utility can 
convert volumes with long names.

The following is a sample command line with all the 
available parameters for converting traditional 
volumes to logical volumes:

• vcu /p /l /i /d /r originalVolume nssPool 
[ds_container [ds_volName]]

• /p: Do not print directory file names

• /l: Do not write errors to log file (Dst_Vol:error.out)

• /i:Keep file 
COMPRESS_FILE_IMMEDIATELY_BIT

• /d: Delete original volume if copy process is 
successful. If you choose to delete the traditional 
volume, the new volume will retain the name of the 
that volume.

• /r: Remove xxx_new NSS volume and restore xxx 
traditional volume (use this option if you want to 
keep the original volume name for the new logical 
volume name). 

• ds_container: Original volume’s DS container 

• ds_volumeName: If specified, the vcu conversion 
utility uses this name to rename or delete the 
original volume’s DS object. Otherwise, the 
VCU.NLM uses serverame_originalVolName as 
the default DS name 

The parameters in this list are optional and you can 
include any of the parameters in the list. To convert a 
volume, you specify the volume to convert and then 
specify the NSS pool where you want to store the data 
from the volume. Enter the following at the server 
console: 

vcu volume_name pool_name

For example, 

vcu apps poolone

In this example, the volume conversion utility copies 
the data in volume APPS and places it in Poolone. If 
you want to keep the name of the traditional volume 
and use it for the new logical volume, enter the 
following at the server console:

vcu /r xxxx yyyy_old[ds_container[ds_volName]]

In this example, xxxx is the original traditional volume 
name, yyyy_old is the modified traditional volume 
name. If xxxx is longer than 11 characters, yyyy_old 
might be VCU0000_old; otherwise, yyyy_old will be 
xxxx_old.

Importing GroupWise 
Messages and Mailboxes

Wolfgang Schreiber
Manager Developer Support
Novell, Inc.

If you synchronize GroupWise with other messaging 
systems (POP, Palm, Outlook), you need to create 
sent/received messages without actually sending these 
messages. You also need to keep certain information, 
like SenderName and DateSent.

With the advent of GroupWise 6.0 Support Pack 1, you 
can use the Messages.AddExistingMessage() method 

You can convert tradi-
tional NetWare vol-
umes to logical NSS
volumes. 
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which allows you to create new inbox/outbox 
messages without actually sending them.

Using this method you can specify message properties 
like SenderDisplayName, SenderEmailAddress, 
CreationDate, LastModificationDate, and so on.

GroupWise "Hit the Road" 
Programmatically
With the advent of GroupWise 6.0 SP1, you can use 
the GroupWise ObjectAPI to programmatically 
synchronize your remote mailbox or the client cache 
mailbox with a user’s main mailbox.

This is equivalent to the regular client’s “Hit The 
Road” functionality. Use the Account.Synchronize-
ToRemote() method to start the process. To start the 
reverse process and to synchronize the user’s master 
mailbox in remote mode, use the Account.Synchro-
nizeWithMaster() method.

Change GroupWise Password 
Programmatically
To change your password programmatically, you do 
not need to use the GroupWise AdminAPI, which 
requires administrative rights. With GroupWise v6.0 
(SP1), you can call the Groupwise ObjectAPI method 

Account.SetPassword(OldPassword, NewPassword)

to change your GroupWise login password.

Please note, however, that GroupWise cannot change 
the user’s NetWare, Windows, LDAP, or other pass-
words. Also, SetPassword will not synchronize an 
Online (master) password to a remote or client/cache 
database (and vice versa).

ICE: Performing a 
Comma-Delimited Export

Paul Thompson
Novell, Inc.

To perform a comma-delimited export with the Novell 
Import/Convert/Export (ICE) utility, use a command 
similar to the following:

ice -SLDAP -sserver1.acme.com -p389
-dcn=admin,c=us -wpassword -lobjectClass=* -csub
-DDELIM -f/tmp/server1.csv -Forder.csv

This command line performs a subtree search for all 
objects on the server server1.acme.com at port 389 
using the identity cn=admin,c=us, and password “pass-
word.” It also outputs the data in comma-delimited 
format to the /TMP/SERVER1.CSV file.

Performing a Data Migration between 
LDAP Servers through ICE
To perform a data migration between LDAP servers, 
combine the LDAP source and LDAP destination 
handlers. An example of this follows:

ice -S LDAP -s server1.acme.com -p 389 -d 
cn=admin,c=us -w password -F objectClass=* -c sub -D 
LDAP -s server2.acme.com -p 389 -d cn=admin,c=us -w 
secret

This particular command line performs a subtree 
search for all objects in the server server1.acme.com at 
port 389 using the identity cn=admin,c=us with the 
password “password.” It also sends the output to the 
LDAP server server2.acme.com at port 389 using the 
identity cn=admin,c=us and the password “secret.”

To change your pass-
word programmatically,
you do not need to use
the GroupWise Admin-
API, which requires
administrative rights.
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How to Test Whether LDAP is 
Working Properly 

Excerpts from Technical
Information Document (TID)
#10059954

This solution is designed to determine whether an 
LDAP-related problem is coming from a problem with 
NDS and the LDAP server, or from the client applica-
tion that is making LDAP requests. 

An excellent resource for the configuration, testing, 
and development of LDAP for NDS can be found in 
Novell’s LDAP Developer’s Guide by Roger G. 
Harrison, Jim Sermersheim, and Steve Trottier; 
published 2000 (ISBN 0-7645-4720-8). 

Configure DSTRACE To View Results
Before continuing, make sure that DSTRACE is 
configured to view the back end of LDAP queries. This 
will make troubleshooting problems much easier. 
These instructions are for NetWare only; for NT and 
Linux/UNIX, the setup will be slightly different, but 
the process will be the same.

1. Type DSTRACE ON at the NetWare console to 
load the DSTRACE NLM. 

2. Type DSTRACE again at the NetWare console to 
display a list of available options.

3. Type DSTRACE -ALL to turn off all other filters 
(you need the latest versions of DSTRACE for 
this feature to work; earlier versions may need the 
DSTRACE CLEAR ALL command).

4. Type DSTRACE +LDAP to turn on the LDAP 
filter which allows display of LDAP messages.

5. To turn on the tracing to a screen, type DSTRACE 
SCREEN ON. To trace to a file, type DSTRACE 
FILE ON.

6. Configure which options will be traced by 
launching ConsoleOne (preferably version 1.2d or 
later; the snapins are modified in these versions). 
Go to the LDAP server object and open the 
properties window. Switch to the tab labeled 
“Screen Options.” This tab allows you to choose 
which items are traced once DSTRACE has been 
enabled. 

For testing purposes, choose Critical Errors, Con-
figuration Processing, Informational Messages, 
Search Response Summary, and Connection 
Information. This will enable DSTRACE to show 
the queried posed by the client, the authentication 
mechanism, and the results of the query.

7. Be aware that DSTrace causes the server to take a 
big hit in performance; turn off DSTRACE once 
testing is completed. 

Configuring the Tree for Testing
The tests in this solution were performed on a 
single-server tree running eDirectory 8.5, although that 
should not be a determining factor in the process. To 
match the conditions of the tests below, make sure that 
user Admin has full rights to everything, and is a 
trustee at [Root] with explicit rights to all entry options 
and all attribute/property options. (This is not the 
default; by default, admin only has supervisor entry 
rights). 

Next, make sure that an LDAP proxy user is assigned 
as a trustee (normally at [Root]) and that it has No 
rights. This is important so that LDAP will not return 
the whole tree as results when an anonymous query is 
performed. If this is not done, then the proxy user will 
inherit the rights of [Public], which means by default 
that it will have Browse rights to the whole tree. (You 
can do this by making sure that all the check boxes 
except for “inheritable” are unchecked, not grey.)

An LDAP proxy user is used so that anonymous 
queries are limited to certain information. By config-
uring a proxy user with specific (limited) rights, anon-
ymous queries will return limited information. Other-
wise, anonymous queries will return information 
according to inherited rights of [Public]. 

An LDAP proxy user is a standard NDS user object 
(with any name) that has a blank password. This is crit-
ical, since either No password or Any password will 
cause the object to fail when authenticating. If a proxy 
user does not have a password, then it has no 
public/private key pair, and thus will never be able to 
log in. If a proxy user has Any password (any combina-
tion of characters), then the object will not be able to 
log in generically. Therefore, it needs to have a pass-
word that is blank; this will allow the object to log in 
generically without problems. 

About Utilities for Testing
There are multiple products with which to test LDAP. 
The Netscape Web Browser (4.x) is an easy tool to use, 
and works pretty well for generic queries to test 
whether the LDAP server is working in general. 
However, there are a few known issues with it, and so 
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it might be better to use a different utility that allows 
for more customization of queries. 

The queries in the tests below were all performed with 
the “ldapsearch” utility from the Netscape SDK. This 
is a third-party tool and is not endorsed or supported by 
Novell. The “ldapsearch” utility can be found in the 
Netscape LDAP SDK. 

Similar utilities can be found elsewhere, including one 
provided by Novell. This utility has the same name as 
the Netscape utility (ldapsearch), but uses a slightly 
different syntax. It can be found on the CDROM that 
accompanies the book mentioned above. 

Testing LDAP
LDAP queries/actions can be classified by asking two 
questions: is the query secure (does it use SSL), and is 
the query authenticated (are you querying anony-
mously or as a specific user). The answers to these two 
questions provide for four types of LDAP queries: 

• Authenticated, non-secure query

• Unauthenticated, non-secure query (proxy)

• Authenticated, secure query (SSL)

• Unauthenticated, secure query (SSL, proxy) 

To test LDAP whether the server or the client is 
causing a problem, it is necessary to try each of these 
queries with a utility that is known to work properly. If 
queries for each of the above types work with this 
utility but not with another application, then the 
problem must lie within the application itself and not 
the NDS LDAP server. The NDS LDAP server is 
based on open LDAP standards, and thus will work 
with any LDAP client that is correctly wording 
queries.

The syntax of the Netscape ldapsearch utility is some-
what difficult. To learn more about the correct syntax 
go to http://developer.netscape.com/docs/manuals/
directory/41/ag/find.htm and http://developer.
netscape.com/docs/manuals/enterprise/mngserv/
ldapsrch.htm.

There are a couple of items to be careful of for SSL 
queries. Since Netscape created the utility, they want 
you to use the certificate database from the Netscape 
browser. The syntax for the query shows that I was 
using “A:\CERT7.DB,”a certificate database file that I 
pulled out of Communicator after importing my trusted 
root certificate from NDS. The database is located in 
[netscape root directory]\users\[name of profile, such 
as “default”].

Another file needs to accompany the certificate data-
base. This is the security module KEY3.DB file. It 
should be copied from the Netscape profile directory to 
the same location as the certificate database used for 
the query. Together, the CERT7.DB and KEY3.DB 
files provide the information the utility requires for 
SSL connections. If you receive a -8174 error, it is 
likely that these files were not copied correctly, or that 
their contents are not correct.

Example of Test Results and Search 
Syntax
The results of each of the four types of tests is shown 
below, listing the syntax and the results from the 
dstrace screen with LDAP options turned on. The 
results are returned in LDIF format. 

These queries can easily be created as batch files that 
can be edited in text editors like Notepad. Then, you 
can simply run the batch file from the command 
prompt to prevent retyping the whole query each time. 

Conclusion
In short, unauthenticated connections returned infor-
mation only for the proxy user, because he can only see 
himself. When a query is formed to log in as admin, 
who could see everything, results were returned for 
everything. The query could have been formed to 
request all attributes, but it limited the search results to 
show the CN and DN only (see the last part of the 
search string).

If you’re still not convinced that the connection is 
being made over a secure port, try disabling port 389 
so the system has no choice but to bind through the 
secure port 636. If it still works, then you are guaran-
teed to be making an SSL connection. If it works, but 
you are seeing more or less information than you think 
you should be seeing, make sure your rights assign-
ments are set properly. Use the effective rights option 
in ConsoleOne to verify this. 

Once you have verified that this is working properly, 
then any application that returns different information 
is a fault in that application. For example, the Netscape 
address book binds as “anonymous” even when you try 
to log in. This appears to be an issue with that product.
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Authenticated, Non-secure Search Results of the Authenticated, Non-secure Search

A:\>ldapsearch -b o=novell -h 10.10.10.1 -D 
cn=admin,o=novell -w novell -E -u “cn=*” cn 
version: 1
dn: cn=admin,o=novell
ufn: admin,novell
cn: admin 
dn: cn=Bulkload,o=novell
ufn: Bulkload,novell
cn: Bulkload Object
cn: Bulkload 
dn: cn=CKLINE-51,o=novell
ufn: CKLINE-51,novell
cn: CKLINE-51 
dn: cn=CKLINE-51_SYS,o=novell
ufn: CKLINE-51_SYS,novell
cn: CKLINE-51_SYS 
dn: cn=CKLINE-51_VOL1,o=novell
ufn: CKLINE-51_VOL1,novell
cn: CKLINE-51_VOL1 
dn: cn=LDAP Group - CKLINE-51,o=novell
ufn: LDAP Group - CKLINE-51,novell
cn: LDAP Group - CKLINE-51 
dn: cn=LDAP Server - CKLINE-51,o=novell
ufn: LDAP Server - CKLINE-51,novell
cn: LDAP Server - CKLINE-51

Created new monitor 0x0
Monitor 0x1dd started
DoBind on connection 0xd044fac0
DoBind: name = ‘cn=admin,o=novell’, client version 
= 3, method = 0x80
send_ldap_result 0:“”:“”to connection 0xd044fac0
DoSearch on connection 0xd044fac0
get_filter: begin get_filter
get_filter: PRESENT
SRCH base “o=novell” scope 2 deref 0
sizelimit 0 timelimit 0 attrsonly 0
filter: (cn=*)
attrs:
cn
nds_back_search: getOperationalAttrs is TRUE
=> send_search_entry (cn=admin,o=novell)
=> send_search_entry (cn=Bulkload,o=novell)
=> send_search_entry (cn=CKLINE-51,o=novell)
=> send_search_entry (cn=CKLINE-51_SYS,o=novell)
=> send_search_entry 
(cn=CKLINE-51_VOL1,o=novell)
=> send_search_entry (cn=LDAP Group - 
CKLINE-51,o=novell)
=> send_search_entry (cn=LDAP Server - 
CKLINE-51,o=novell)
send_ldap_result 0:“”:“”to connection 0xd044fac0
DoUnbind on connection 0xd044fac0

Anonymous, Non-secure Search Results of the Anonymous, Non-secure Search

A:\>ldapsearch -b o=novell -h 10.10.10.1 -E -u 
“cn=*” cn 
version: 1
dn: cn=proxy,o=novell
ufn: proxy,novell
cn: proxy 

DoSearch on connection 0xd044fac0
DoBind on connection 0xd044fac0
DoBind: name = 'anonymous', client version = 3, 
method = 0x80
get_filter: begin get_filter
get_filter: PRESENT
SRCH base “o=novell” scope 2 deref 0
sizelimit 0 timelimit 0 attrsonly 0
filter: (cn=*)
attrs:
cn
nds_back_search: getOperationalAttrs is TRUE
=> send_search_entry (cn=proxy,o=novell)
send_ldap_result 0:“”:“”to connection 0xd044fac0
DoUnbind on connection 0xd044fac0 
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Authenticated, Secure Search Results of the Authenticated, Secure Search

A:\>ldapsearch -b “o=novell” -h 10.10.10.1 -p 636 -Z 
-P a:\cert7.db -D cn=admin,o=novell -w novell -E -u 
“cn=*” cn 
version: 1
dn: cn=admin,o=novell
ufn: admin,novell
cn: admin 
dn: cn=Bulkload,o=novell
ufn: Bulkload,novell
cn: Bulkload Object
cn: Bulkload 
dn: cn=CKLINE-51,o=novell
ufn: CKLINE-51,novell
cn: CKLINE-51 
dn: cn=CKLINE-51_SYS,o=novell
ufn: CKLINE-51_SYS,novell
cn: CKLINE-51_SYS 
dn: cn=CKLINE-51_VOL1,o=novell
ufn: CKLINE-51_VOL1,novell
cn: CKLINE-51_VOL1 
dn: cn=LDAP Group - CKLINE-51,o=novell
ufn: LDAP Group - CKLINE-51,novell
cn: LDAP Group - CKLINE-51 
dn: cn=LDAP Server - CKLINE-51,o=novell
ufn: LDAP Server - CKLINE-51,novell
cn: LDAP Server - CKLINE-51 

DoBind on connection 0xd044fac0
DoBind: name = ‘cn=admin,o=novell’, client version 
= 3, method = 0x80
send_ldap_result 0:“”:“”to connection 0xd044fac0
DoSearch on connection 0xd044fac0
get_filter: begin get_filter
get_filter: PRESENT
SRCH base “o=novell” scope 2 deref 0
sizelimit 0 timelimit 0 attrsonly 0
filter: (cn=*)
attrs:
cn
nds_back_search: getOperationalAttrs is TRUE
=> send_search_entry (cn=admin,o=novell)
=> send_search_entry (cn=Bulkload,o=novell)
=> send_search_entry (cn=CKLINE-51,o=novell)
=> send_search_entry (cn=CKLINE-51_SYS,o=novell)
=> send_search_entry 
(cn=CKLINE-51_VOL1,o=novell)
=> send_search_entry (cn=LDAP Group - 
CKLINE-51,o=novell)
=> send_search_entry (cn=LDAP Server - 
CKLINE-51,o=novell)
send_ldap_result 0:“”:“”to connection 0xd044fac0
DoUnbind on connection 0xd044fac0 

Anonymous, Secure Search Results of the Anonymous, Secure Search

A:\>ldapsearch -b “o=novell” -h 10.10.10.1 -p 636 -Z 
-P a:\cert7.db -E -u “cn=*” cn 
version: 1
dn: cn=proxy,o=novell
ufn: proxy,novell
cn: proxy 

DoSearch on connection 0xd044fac0
DoBind on connection 0xd044fac0
DoBind: name = ‘anonymous’, client version = 3, 
method = 0x80
get_filter: begin get_filter
get_filter: PRESENT
SRCH base “o=novell” scope 2 deref 0
sizelimit 0 timelimit 0 attrsonly 0
filter: (cn=*)
attrs:
cn
nds_back_search: getOperationalAttrs is TRUE
=> send_search_entry (cn=proxy,o=novell)
send_ldap_result 0:“”:“”to connection 0xd044fac0
DoUnbind on connection 0xd044fac0 
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TIDs of the Month

The Technical Information Documents (TIDs) are 
brought to you by Novell’s Support Connection site, 
which you can find at http://support.novell.com. We’ll 
be looking at a selection of TIDs from several catego-
ries, giving you a brief summary of the issue the TID 
addresses, along with its TID number and corre-
sponding URL for your quick perusal. 

The categories for this month include Novell Directory 
Services (NDS) or eDirectory, Novell Small Business 
Suite 6, NetWare 5, NetWare 6, Novell iChain, 
ZENworks for Servers, Novell Client for Windows 
2000/XP, GroupWise 6, Novell BorderManager 3.x.

Novell Directory Services (NDS) or 
eDirectory
You have just brought in a NetWare 6 server into an 
existing tree and you are receiving the following error 
message:

Error: -608, Illegal Attribute since introducing NetWare 6 

You also discover that the other NetWare servers are 
reporting “All Processed = YES” messages when they 
run SET DSTRACE=+s, but the NetWare 6 server 
gives the above message.

According to TID #10066686, the probable cause for 
such a message is because the “NetWare 6 schema has 
not been propagated to the rest of the servers in the 
tree. This seems to only occur once in awhile when the 
first NetWare 6 server is migrated into the tree from 
either NDS 6.x or NDS 7.x and is the Master of Root.”

TID #10066686 goes on to give three solutions to this 
problem. One of those solutions is to download the 
SCHCMP.EXE file, which allows you to compare the 
directory schemas of two servers.

To get to the procedures found TID #10066686, see 
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/10066686.htm.

To download the SCHCMP.EXE file, go to 
http://support.novell.com/cgi-bin/search/tidfinder.
cgi?10067442.

Novell Small Business Suite 6
For all of you small business owners, the Novell Small 
Business Suite 6 comes with a bit of Internet complex-
ities that be baffling at first, such as how to configure 
TCP/IP with all of its different elements and setup 
procedures. For instance, do you know how to 
configure SLP (Service Location Protocol) with an 
Unscoped Directory Agent (DA)?

Sounds rather geekish, doesn’t it? So to help you out, 
TID #10060296 walks you through the steps of config-
uring SLP with an unscoped DA. But I must mention 
that this TID comes with some warnings. Most notable 
is the warning listed below:

“These instructions are valid only for configuring SLP 
with the use of the default scope ‘unscoped.’ When 
using the default scope of ‘unscoped,’ there can be 
only one scope object in the tree. Use of the unscoped 
scope with more than one scope object in the tree will 
cause network communication problems!”

For configuration of a SCOPED DA, see TID# 
10059981 (NOVL38370). Additional documentation 
can be found at http://www.novell.com/documenta-
tion/lg/ndsedir/docui/index.html#../taoenu/data/
a5eyqkl.html.

To learn how to configure SLP with an unscoped DA 
through TID #10060296, see 
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/10060296.htm.

NetWare 5
Have you used the MAP command much lately? Want 
to know how to use it better, even with all of those 
Windows-based workstations? If you are interested, 
take a look at TID #10027779.

Entitled “MAP Command Summary,” this TID gives 
you all of the ins and outs of using the MAP command 
more efficiently, with quite a number of methods and 
examples. Then at the bottom of the TID, it lists the 
troubleshooting and top issues for the MAP command, 
along with their symptoms and fixes.

To go directly to TID #10027779, see: 
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/10027779.htm.

NetWare 6
Here’s another one of those TCP/IP configuration 
elements that we talked about under the “Novell Small 
Business Suite 6” heading. Do you know the steps 
necessary to set up the Domain Name Service (DNS) 
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and DHCP (Dynamic Host Configuration Protocol) in 
NetWare 5 or NetWare 6? 

Entitled “Configuring DNS with NetWare 5 and 
Netware 6,” TID #10013747 covers the steps neces-
sary to configure and administer DNS and DHCP. 
What it doesn’t cover (such as how to install the 
DNS/DHCP Management Console), it shoos you off to 
the proper TID that covers that step.

See TID #10013747 at http://support.novell.com/ 
cgi-bin/search/searchtid.cgi?/10013747.htm.

Novell iChain
There’s a nice TID for all of you who have had prob-
lems installing iChain 2.0. Entitled “Troubleshooting 
iChain 2.0 Installation Problems,” TID #10068257 
covers the important installation topics such as:

• The DOS Image Phase

• The Hardware CDT Phase

• The NetWare Image Phase

• The NetWare COS/Partitioning Phase

After each topic, this TID includes troubleshooting 
steps to help you fix whatever ails you. To go directly 
to TID #10068257, see http://support.novell.com/ 
cgi-bin/search/searchtid.cgi?/10068257.htm.

ZENworks for Servers 3
So you have recently installed either ZENworks for 
Servers 2.0 or 3.0 and you are receiving the following 
error messages:

• Error: “Atlas exception: unable to connect to atlas 
manager at IP address”

• Error: “Unable to connect to Atlasmgr” when 
trying to expand the site. 

• Error: “Snapin error: Atlas exception unable to 
connect to atlas manager at IP address”

TID #10059335 looks into these issues with a number 
of causes and fixes for those causes. In this document, 
you will find ten steps to rectify these errors and get 
you back working with Atlas support in ZENworks. To 
get to TID #10059335, which is entitled “Error: Atlas 
Exception: Unable to Connect to Atlas Manager at IP 
Address,” see http://support.novell.com/cgi-bin/ 
search/searchtid.cgi?/10059335.htm. 

Novell Client for Windows 2000/XP
TID #2962392 contains a patch file called ndppnt.exe 
that has an updated version of NDPPNT.DLL for the 
following client versions: 

• Novell Client for Windows NT/2000 v4.80 SP3

• Novell Client for Windows NT/2000 v4.81

• Novell Client for Windows XP v4.82

• Novell Client for Windows NT/2000/XP v4.83

The NDPPNT.DLL file is dated 18 April 2002. This 
file is to address the problems that are addresses in the 
following TID:

• TID 10068200: Problems installing color LaserJet 
printer drivers

• TID 10068199: Problems installing Canon Image 
Runner 8500 PS drivers

• TID 10066539: Spools error installing Pitney 
Bowes printer driver

• TID 10068800: Access violation in 
xdr_NWDPCancelJobResult

To view TID # 2962392 and to download the 
ndppnt.exe file, go to http://support.novell.com/ 
cgi-bin/search/searchtid.cgi?/2962392.htm.

GroupWise 6
There are at least two TIDs for GroupWise that you 
should be aware of. Both are field-tested, but you’ll 
need to read up on them to ensure they will do what 
you need. 

The first is TID #2962410 entitled “GroupWise 6 SP2 
Full Client Rev 5.” The TID contains the f3262f6.exe 
file (38271139 bytes; Date/Time: 05-14-2002/11:02 
am), which is a field-tested file that contains a pre- 
release version of the GroupWise 6 Support Pack 2 
32-bit client.

The second TID that you should be aware of is TID 
#2962363 entitled “FTF: GWIA 6 SP2 rev G.” The 
TID contains the fgwia62g.exe file (7655902 bytes; 
Date/Time: 05-14-2002/10:41am), which is a field- 
tested file that contains GWIA 6.0 Support Pack 2 
Gateway code for NLM and NT Support Pack 2, 
revision G. 

According to the TID, this field-tested file “is to test 
the integrity of the GWIA code and is not intended for 
use on a production system. The full release of GW6 
SP2 GWIA will not necessarily include all changes in 
this FTF. DO NOT use this code with a GW5.x 
system.”
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To access TID #2962410, see http://support.novell
.com/cgi-bin/search/searchtid.cgi?/2962410.htm.

To access TID #2962363, see http://support.novell
.com/cgi-bin/search/searchtid.cgi?/2962363.htm.

Novell BorderManager 3.x Software
For those of you just getting started with Novell 
BorderManager 3.x, take a look at TID #10011002. 
Entitled “Novell BorderManager 3.x Client-to-Site 
VPN Hotstart,” this TID contains information on the 
following steps:

• VPN Master Server setup

• NWADMIN setup

• VPN Client Setup

• Logging In from a VPN Client

This TID also comes with a list of prerequisites, 
including:

1. Before you can install the VPN client software, 
you must verify that the workstation is running 
Windows 95 or Windows 98 or Windows 2000. 

2. If you are using Windows 95, you must install the 
Microsoft* Dial-Up Networking ISDN 
Accelerator Pack 1.1 or later before installing the 
VPN client software. This patch is available at the 
following URL: 
http://support.microsoft.com/support/downloads/
dp2281.asp.

3. The Novell Client software must be at least the 
Novell Client version 2.2.0.0 or later. Install the 
Novell Client before installing the VPN client

To find out more information on how to set up your 
BorderManager 3.x Client-to-Site VPN system, see 
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/10011002.htm.

You Want Some More?
If you want to find more TIDs in these several catego-
ries or on any other Novell products, perform the 
following steps after pointing your browser to 
http://support.novell.com.

In the list of Support Links that appear either along the 
left-hand side or in the middle of the screen, click on 
the “Product-Specific Support” link. 

From the resulting list of Novell products, select the 
product of your choice.

Under the “What’s New” category, click on “Last 7 
days” to see the technical documents that were created 
or have been updated in the last 7 days for the product 
you selected. You can also look at documents that have 
been created in the last 14 or 30 days (14 days may be 
the new default—only time will tell).

Choose the TIDs that apply to your circumstances.
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Changing a Subnet Address Range 
Once Created
Dear Ab-end: Can I change a Subnet Address Range 
once I have created it in the DNS-DHCP Management 
Console?
—Ranging in Rosario

Dear Ranging: You cannot. You have to delete the 
Subnet Address Range first, then re-create it.

Novell JVM and NetWare 5.0
Dear Ab-end: Does the Novell Java Virtual Machine 
(JVM) 1.22 run on NetWare 5.0? I want to run Apache 
and Tomcat.
—Tomming It in Trapani

Dear Tomming: While JVM v1.22 is not officially 
supported on NetWare 5.0, it will run on a fully 
patched 5.0 server. You must first install JVM 1.22 to a 
NetWare 5.1 server, then make a backup copy of 
sys:java and copy sys:java from the 5.1 server to the 
NetWare 5.0 server.

Installing a NetWare 6 Server into a Tree 
with the Original Web Server
Dear Ab-end: It seems it’s impossible to install the 
first NetWare 6 server into a tree which has the original 
Web Server installed, as both introduce a “photo” 
attribute, but they are different from one another. Any 
way around this?
—Attributing to Chaos in Arnhem

Dear Chaos: TID #10066345, entitled “-699 Error 
When Importing Schema from a NetWare 6 Server,” 
covers this very topic. This TID points out the 
following:

“There is a problem caused by a difference in the 
schema SYNTAX between the current production 
tree and the NetWare 6 tree. It will fail on a schema 
attribute called ‘photo,’ ‘pager’ and ‘rbsPageMember-

ship,’ although other attributes may be affected 
as well.”

The gist of the TID is for you to first install the ship-
ping version of NetWare 6 on a server in its own tree. 
Next, apply the NetWare 6 Support Pack 1 
(NW6SP1.EXE), remove DS and then install the 
NetWare 6 server into the NetWare 5.x tree. 

You should no longer receive schema errors on that 
attribute. As an alternative, you can also install 
NW6SP1.EXE from the CD image.You can find TID 
#10066345 at http://support.novell.com/cgi-bin/ 
search/searchtid.cgi?/10066345.htm.

Memory Leak in the NWPA Update in 
NetWare 5.1 SP4
Dear Ab-end: After applying the NetWare 5.1 Sup-
port Pack 4 (NW51SP4.EXE), my server has a severe 
memory leak, which appears to be in the NWPA.NLM 
when viewed in the MONITOR utility under the 
Loaded Modules option. How do I get around this 
memory leak?
—Leaking in Leon

Dear Leaking: The NWASPI.CDM v3.22 module that 
comes in NW51SP4 has a memory leak and shows the 
leak as being in the NWPA.NLM. You can revert to 
NWASPI.CDM v3.21, or (depending on your backup 
software) do without the file altogether. See TID 
#10069351 for details, at http://support.novell.com/ 
cgi-bin/search/searchtid.cgi?/10069351.htm.

ZfD3.2 and Loss of Remote Control of 
Windows 2000 Workstations
Dear Ab-end: Since applying the ZENworks for 
Desktops 3.2 beta patch kit, I find that when using 
remote control of a Windows 2000 workstation, I can-
not type anything in the remote session, although 
mouse movement and clicks work fine.
—Losing Control in Cartago

Dear Losing: See TID #10069807. Entitled “Cannot 
Use Keyboard in Remote Control Session with 
ZENworks for Desktops 3.2,” the patch kit introduced 
a new ConsoleOne snapin, plus a corresponding DLL 
which needs to be copied to the workstation. You can 
find TID #10069807 at http://support.novell.com/ 
cgi-bin/search/searchtid.cgi?/10069807.htm.
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Getting RCONSOLEJ to Work on a Windows 
XP Workstation
Dear Ab-end: How can I get RCONJ to work on my 
Windows XP workstation?
—Remotely Connected in Richmond

Dear Connected: As you may have heard, Microsoft’s 
reaction to Sun’s lawsuit over Java was to drop Java 
support from Windows XP. The RConsoleJ utility is a 
Java-based application. However, you can download a 
Java Plug-in from Sun at http://java.sun.com/getjava/ 
download.html or the Microsoft Virtual Machine from 
http://www.microsoft.com/java/vm/dl_vm40.htm.

Still Frequently Asked....
Dear Ab-end: Will queue-based printing work with 
NetWare 6?
—Keeping Traditions in Tucson

Dear Keeping: Queue based printing works in 
NetWare 6, but the print server takes up an extra user 
license. For more information on this, see TID 
#10066091 at http://support.novell.com/cgi-bin/ 
search/searchtid.cgi?/10066091.htm and TID 
#10064501, the NetWare 6 Readme Addendum, at 
http://support.novell.com/cgi-bin/search/tidfinder.
cgi?10064501.

Secure Links in HTTPS and SSL
Dear Ab-end: I am using Enterprise Web Server and I 
have enabled SSL. I want my users to access Group-
Wise WebAccess using SSL, but they sometimes for-
get to type https instead of http. What can I do?
—Browsing in Big Bend

Dear Browsing: TID #10060635 at http://support. 
novell.com/cgi-bin/search/searchtid.cgi?/10060635.
htm is entitled “How Do I Redirect a User from HTTP 
to HTTPS Automatically.” This TID covers the steps 
necessary to perform HTTP redirection. However, it is 
written for NetWare 5.1 and above. 

Problems with Unknown Attributes in a 
Mixed NetWare Environment
Dear Ab-end: We have three NetWare 6 servers with 
Support Pack 1 installed. One of the NetWare 6 servers 
is the current master of all replicas. Additionally we 
have a bunch of NetWare 5.1 servers with Support 

Pack 4 and NDS v7.58 installed, one NetWare 5.0 
server with Support Pack 6a and NDS 7.58, and one 
NetWare 4.2 server with Support Pack 9 and NDS 6.14 
installed. 
Our current replica rings have two of the NetWare 6 
servers and three or more (depending on the replica) 
NetWare 5.1 servers. One replica includes the Net-
Ware 5.0 server.
Here is the problem: The master NetWare 6 server and 
the other NetWare 6 servers with Read/Write partitions 
see the NetWare 6 server objects for what they are. The 
NetWare 5.1 servers see them as unknown. If I look 
into the objects on the 5.1 servers with DSBrowse, I 
can see that the server attribute (and lots of the various 
other attributes for the server) are there, but they still 
show up as unknown.
All of the servers appear to be talking with each other, 
some of the other errors in communication have disap-
peared now that Support Pack 4 and NDS 7.58 are on 
the NetWare 5 servers. However, I can’t edit or view 
any of the server objects if my tools happen to hit the 
NetWare 5 servers first. I’m assuming that there is 
some attribute that is not being handled quite right on 
the NetWare 5 servers.
The things that I have tried so far include the follow-
ing. Initially only the NetWare 6, master server had 
good copies of these objects. So, I ran dsrepair -p 
(which is marks all unknown objects as reference, pre-
sumably telling the NDS database to look to someone 
who knows something for the information) on each of 
the R/W servers. 

In DSBrowse with the -a switch enabled, I told the 
master to send each of the objects. Then not really sure 
if the others would receive the objects without prompt-
ing, I ran DSBrowse and told each of them to receive 
the objects. The only one that seemed to really get the 
object information was the other NetWare 6 server.

I had thought to use ConsoleOne and try to add some 
of the attributes, but one of the things that the NetWare 
5 servers don’t have on the objects under Other, are the 
class information details. And apparently those aren’t 
things that you can just add after the fact from 
ConsoleOne.

One more note to this whole thing. Prior to any of this, 
we had collapsed the entire tree back to just a root par-
tition, run DSRepair, and started putting partitions 
back on. Right now we are at three partitions. Any 
suggestions?
—Obscuring Objects in Omaha

Dear Obscuring: The objects that are showing up as 
unknown on the older servers most likely have some 
Auxiliary Class extensions on them. When objects 
have these, the servers running eDirectory will see the 



w w w . n o v e l l . c o m / a p p n o t e s
100

net
support

Se
ct

io
ns

object like it should be (NetWare 6 by default). But to 
make it work on older servers, the NetWare 6 servers 
“lie” to the older revisions of NDS and the object gets 
seen as unknown.

Once you upgrade the NetWare 5.x servers to eDirec-
tory 8.6.2 or greater, the objects will mutate back into 
real (not unknown) objects on those replicas.

Enforcing More Secure Passwords in 
NetWare
Dear Ab-end: Is there any way to enforce more secure 
passwords in a Netware environment? The only 
options which seem to be available are setting the min-
imum password length and preventing old passwords 
from being reused. We did some password cracking on 
our Novell accounts and found that many users were 
using their account name for a password, with others 
using standard English words and other easily-cracked 
variations. 
Is there anything that we can do to force users to select 
better passwords? 
—Scary Security Issues in Sacramento

Dear Scary: Novell Modular Authentication Services 
(NMAS) Enhanced Password method enables you to 
enforce password policy on eDirectory and NetWare 
passwords. For more information, see http://www.
novell.com/products/nmas/details.html#features.

NICI Licensing in NetWare 6 Upgrade
Dear Ab-end: I am upgrading a NetWare 5.0 server 
(which is currently at Support Pack 6a) to NetWare 6 
with Support Pack 1 (using the Novell-supplied com-
bined ISO image).This procedure worked fine in the 
test tree. We have a NetWare 6 server in the production 
tree and everything is happy: schema, timesync, eDi-
rectory, and so on. 
But when it comes to licensing NICI, I get the message 
“No encryption foundation keys found. This installa-
tion cannot proceed.” Has anyone seen this? Any help 
is greatly appreciated.
—Using NICI in Nebraska

Dear NICI: To fix this, install NetWare 6 from the 
nonservice-packed ISO image (the original disk that 
came with the red box product). Installing from the red 
box disk proceeded like normal and I did not experi-
ence the NICI license error. 

In addition to this, you can install the Support Pack 1 
image, but you will need to upgrade NICI to v1.5.7. 
However, this may be more challenging than installing 
NetWare 6 from the red box CD and applying Support 
Pack 1.

ConsoleOne and Windows 2000/XP Boxes
Dear Ab-end: Is ConsoleOne dependant on any other 
software from Novell to work on Microsoft boxes? I 
tried installing and running ConsoleOne on a fresh 
Windows 2000 machine (and an XP as well). It installs 
without a hitch but refuses to run, claiming it does not 
have rights to the registry or some such message. 
On a Linux box, the ConsoleOne full install includes 
everything necessary to work. In my case, I only 
needed to reference my tree by the IP address rather 
than name and it worked. 
—Crying over ConsoleOne in Cheyenne

Dear Crying: The solution is simple. To run Conso-
leOne in the Microsoft world requires a Novell Client. 
For Windows XP and Windows 2000, Novell Client 32 
is required.

Creating Queue Objects in ConsoleOne
Dear Ab-end: Why is it with ConsoleOne I cannot 
find the Queue object in the list of objects to create? I 
am using ConsoleOne version 1.3.2 as well as 1.3.3 (I 
haven’t tried earlier versions). 
Queue or Print Queue do not appear to exist in the list; 
however they have nice pretty little queue-like icons on 
the ones that are already there (created with NWAd-
min). Am I missing something here?
—ConsoleOne Printing Problems in Pennsylvania

Dear C1PP: The Novell iPrint Team chose to leapfrog 
the ConsoleOne utility, so you will need to use the 
NWAdmin or iManage utilities in NetWare 6 to 
manage printing. The icons are pretty because others 
complained that the printing environment was broken, 
so the iPrint Team chose to at least get the icons in 
there so that printing does not appear broken.

Use LDAP to Change eDirectory Password 
via Internet Browser
Dear Ab-end: Is it possible to use LDAP to allow 
users to change their eDirectory password via an Inter-
net browser, and yet ensure that the password submit-
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ted to the server is secure and encrypted? How easy 
will it be to do this? Are there any API tools available 
if a customer is looking to implement this on their 
own?
—Encrypting Passwords in Pabianice

Dear Encrypting: Novell’s eGuide product will do 
this for you. If you wish to do this with Novell’s LDAP 
NDK, you will need to make sure that you establish a 
secure SSL connection between the client and the 
server. You could even set up your own proprietary 
encryption system between the client and server.

Check out http://developer.novell.com to see the vast 
possibilities of NetWare SDKs that are available to 
you.

Keytool Errors with JVM v1.3 and Above
Dear Ab-end: I am running NetWare 6 Support Pack 1 
and I am installing NPS (spell out) v1.5. Page 35 of the 
user’s manual describes how to set up SSL over 
LDAP. After exporting the TrustedRootCert.der using 
Keytool to import the certificate, I get the following 
Keytool error: 
java.security.nosuchalgorithmexception: 
SHA1WITHRSA

Signature not available

Any help? 
—All Keyed-out in Kentucky

Dear Keyed-out: You must be using Keytool from 
JVM v1.3 and above. You could try using a Windows 
client to point to CA certificates on your NetWare 
server. This will probably solve your problem.

CD Image File for NetWare 6 Demo
Dear Ab-end: I have downloaded the CD image file 
for the NetWare 6 Demo. I keep getting a file path 
depth error when using Roxio 5 Platinum and trying to 
burn a CD with the image file. Any ideas how to get 
around this or does anyone know where I can down-
load ISOs?
—Burning in Baltimore

Dear Burning: This problem has to do with the path 
depth actually going below what the ISO specification 
for paths on a CD allow. You might try the NERO CD 
Burning software, I think it’s more forgiving. Also, 
Adaptec’s Easy CD Creator software works well. 

Biometrics for Authentication
Dear Ab-end: Is anyone using biometrics for authenti-
cation? If so, what experiences have you had? Are you 
using thumbprint or retinal scans? What kind of equip-
ment are you using? Thanks.
—Authenticating in Alaska

Dear Authenticating: Last year Novell did some 
seminars on biometric authentication with NetWare. I 
used a fingerprint reader from Compaq and a 
camera-plus-microphone for face/lips/ voice recogni-
tion from BioID.com. Retinal scans will meet strong 
resistance from sensible people. 

None of these solutions are free of problems and 
serious maintenance headaches. Supporting them in 
eDirectory can be a big chore too. Typically you can 
acquire demonstration/evaluation units from the many 
vendors and see what fits your situation. Visit the 
DeveloperNet section of http://www.novell.com/ for 
the names of cooperating vendors.
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Novell eDirectory Surpasses 
420 Million Licenses

Novell, Inc. has announced that Novell eDirectory has 
surpassed 420 million licenses worldwide.With 39 
percent growth in just one quarter, eDirectory is the 
fastest-growing and most widely deployed directory 
service on the market. The scalability and versatility of 
eDirectory, including its ability to support more oper-
ating systems than any competitor, make eDirectory 
the only directory service capable of managing user 
identities across both internal networks and the 
Internet, as one Net.

Companies spanning all industries, from health care to 
government to retail, have deployed eDirectory to 
manage relationships with millions of internal and 
external users. Those companies have been able to 
dramatically reduce the cost and complexity of their 
networks and strengthen security.

The unique strengths of eDirectory make it the only 
directory service capable of managing user identities 
across both internal networks and the Internet. Inter-
nally, eDirectory creates a management hub for 
today’s complex networks. Whereas Microsoft Active 
Directory is simply a feature of the Windows 2000 
operating system, eDirectory supports a wide range of 
platforms, including NetWare, Windows NT/2000, 
Solaris, Linux, and soon, AIX. Support for just a single 
operating system only serves to create another manage-
ment silo, adding to—not solving—the complexity of 
today’s heterogeneous networks.

eDirectory also has the scalability required to meet the 
demands of managing users and applications on the 
Internet. It is the only directory service that has demon-
strated scalability to more than one billion objects; and 
it has shown that on both Intel and UNIX architectures. 
For these reasons, eDirectory is at the center of solu-
tions for provisioning, security, extranet access control 
and network and identity management.

Novell NetWare 6 and 
eDirectory Named Network 
Magazine 2002 Products of 
the Year 

Novell has announced that Network Magazine, a top 
global networking publication, has selected Novell 
NetWare 6 and Novell eDirectory as 2002 Products of 
the Year for best server operating system and best 
directory service, respectively. The awards underscore 
Novell’s continued excellence and innovation in soft-
ware development, as well as the important role 
NetWare and eDirectory play in Net business solutions 
that simplify the complexities of enterprise networks, 
secure corporate resources and extend business 
processes to the Net.

In its Product of the Year issue, Network Magazine 
praised Novell’s NetWare 6, writing, “In 2001, Novell 
came back with NetWare 6, beating all its rivals in the 
network’s core function of resource sharing. NetWare 
is…designed to work with other OSes [and] NetWare 6 
takes this approach to a new level. The NetWare server 
understands the native filing protocols that Windows, 
Macintosh, UNIX and Linux use, enabling seamless 
and secure data transfer between otherwise incompat-
ible systems.”

The publication also noted the excellence of Novell’s 
cross-platform directory service, which has been 
named best directory service three years running. 
“Novell’s eDirectory has come a long way from its 
roots as an administrative foundation for sites with 
many NetWare servers.… Native versions of eDirec-
tory for Windows NT/2000, Solaris, Linux and other 
OSes are [now] available,” Network Magazine stated. 
“Despite eDirectory’s maturity and the network infra-
structure’s changing circumstances, Novell continues 
to increase its flagship product’s power and applica-
bility.”

Network Magazine’s annual Product of the Year 
Award is one of the networking industry’s 
longest-running awards programs. Award winners are 
evaluated on broad appeal of the product or service to 
the reader community; competitive enhancements; 
price/performance advantages; technical ingenuity; 
new features and applications; and serviceability to the 
market. Product of the Year Award winners were 
honored May 8 during NetWorld+Interop Spring 2002 
in Las Vegas and were featured in the May 2002 issue 
of Network Magazine. 

“Novell’s eDirectory
has come a long way
from its roots as an
administrative founda-
tion for sites with many
NetWare servers.…
Native versions of eDi-
rectory for Windows
NT/2000, Solaris, Linux
and other OSes are
[now] available,” Net-
work Magazine stated.
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Download and Experiment 
with Novell DirXML

With DirXML, enterprises can improve HR processes 
and reduce data management costs, share information 
dynamically with business partners and customers 
outside the firewall, build customer relationships 
through highly customized services, and remove 
interoperability barriers that inhibit eBusiness success.

DirXML is a bi-directional data sharing service that 
leverages Novell eDirectory to distribute new and 
updated information across directories, databases and 
critical applications on the network and across fire-
walls to partner systems. DirXML helps you achieve 
uniform data integrity and automated efficiency by 
helping to eliminate the manual and repetitive tasks of 
creating and modifying user identities in all the 
different systems and applications within your enter-
prise and partner systems.

DirXML makes automatic changes based on business 
rules and preserves authoritative data sources. 
DirXML enables the universal flow of information 
across technical and organizational boundaries and 
makes the Net work, together—as one Net.

Preparing your network for eBusiness requires more 
than a flashy Web site and a fast Internet connection. 
You need information to flow freely between disparate 
network systems so you and your customers, partners 
and suppliers have real-time access to accurate and 
consistent information.DirXML 1.1 provides integra-
tion services that universally connect your applica-
tions, data stores and network platforms—even across 
technical and organizational boundaries—and enable 
those resources to work together as one Net.

By accelerating the flow of information throughout 
your organization, DirXML facilitates enterprise and 
eBusiness transformations. DirXML also enhances 
efficiency by removing the barriers between applica-
tions, data stores and network platforms. With this 
product, you can reduce data-management costs while 
ensuring data is accurate and up-to-date, regardless of 
its location. In addition, using DirXML enables you to 
increase user productivity and build strong relation-
ships with customers and partners.

DirXML leverages Novell eDirectory to create 
XML-based pathways that automatically distribute 
new and updated identity information across every 
designated application and directory, based on your 
business rules. With DirXML, you can integrate valu-
able data from your company’s legacy systems into 
your eBusiness processes without retrofitting those 
existing systems. Free-flowing identity-based informa-

tion also ensures uniform integrity across your network 
so you can know that your users are accessing consis-
tent information. You can be confident that decisions 
are based on the most current data, regardless of which 
applications and directories are used.

In addition to simplifying data transmission, DirXML 
consolidates administrative processes and offers 
broader platform support. For example, enhanced 
rule-handling features streamline the configuration of 
policy-based data sharing and synchronization rules. 
You can reduce the time it takes to build unique 
naming policies into DirXML, thus accelerating rollout 
and cost savings. Also, log errors appear according to 
specified DirXML functions, such as subscriber 
channel, publisher channel and driver set. This enables 
your administrators to recognize error trends and solve 
problems faster than before.

Furthermore, DirXML drivers can be hosted on a 
server separate from eDirectory and the DirXML 
engine: for instance, companies can host eDirectory 
and the DirXML engine on Solaris and run a DirXML 
driver on Windows 2000. This feature also enables 
your administrators to easily balance the data load 
among servers, eliminating a single point of failure 
within your system.

With the enhanced administrative features of DirXML, 
you can dramatically reduce data management costs. 
The Burton Group provides an estimate of the manage-
ment costs for a network with only seven directories 
and 25,000 users. Without a tool like DirXML to auto-
matically distribute synchronized information, this 
network’s management costs total $364,700.Using 
such a tool, information would have to be entered only 
one time, not seven: the total cost would drop to 
$52,100.

In this scenario, the company would realize a manage-
ment savings of more than 85 percent. Now, imagine 
companies with more than a hundred directories and 
the changes that are made each year as employees are 
hired, promoted, terminated and transferred: the more 
directories on your network, the greater the savings 
with DirXML.

The DirXML product includes matching licenses for 
eDirectory and drivers that interface with: 

• eDirectory

• NetWare

• Active Directory

• Windows 2000

• Exchange

• Lotus Notes

• Novell GroupWise

DirXML is a bi-direc-
tional data sharing ser-
vice that leverages
Novell eDirectory to
distribute new and
updated information
across directories, data-
bases and critical appli-
cations on the network
and across firewalls to
partner systems. 
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• iPlanet Directory Server

• IBM SecureWay Directory

• Innosoft Directory

• Critical Path InJoin Directory

• Other LDAP-enabled directories

• NT Domain

• Delimited Text files

Drivers are also available for connecting with People-
Soft, Oracle, IBM DB2, and Sybase. Through Novell 
Consulting and third-party developers, DirXML 
drivers can be created to integrate any system in your 
environment.

Download Trial Version of DirXML
You can download the production DirXML software 
and use it for 90-days—free of charge—with the 
option to purchase it at any time. That’s right, this is no 
evaluation copy—it’s the actual, full function software. 
To obtain yours, visit the Novell download page 
(http://download.novell.com/sdMain.jsp#DirXML) and 
select the DirXML software.

To access the download page, input your user name 
and password, and begin downloading. If this is your 
first visit to the Novell download page, follow the 
online form instructions, set-up your User Profile, then 
access the download page and get your copy of 
DirXML.

When you’re ready to purchase DirXML, either at the 
end of the 90-day period or any time in between, just 
contact your local Novell sales representative to make 
arrangements. Following the purchase, your Customer 
ID will be emailed to you, along with instructions for 
activating the DirXML software. (Note: The down-
loaded software is a full function, production copy, but 
lacks an activation file).

For more developer information about DirXML, visit 
http://developer.novell.com/dirxml/.

Novell Developers Can 
Redistribute eDirectory 
for Free

ISVs and OEMs—seed your product’s success! Put 
eDirectory to work for you and your customer. Here’s 
a quick way to get unlimited access to free 250,000- 
user licenses of Novell eDirectory, the only proven, 
scalable and secure LDAP directory service available. 
Bundle it with your commercial products, and then be 
sure to recommend it to your customers! Novell wishes 
you every success, and we’re going to help you every 
step of the way.

Novell eDirectory Redistribution Kit is 
Now Shipping
Use your Novell eDirectory Redistribution Kit to:

• Redistribute eDirectory with your shipping 
products—give your application customers a 
proven directory to build scalable, secure 
eBusiness infrastructure.

• Create marketable directory applications for 
end-to-end integration of supply chains, customer 
relationship management, order processing, 
logistics, employee communications, or other 
processes.

• Gain instant access to millions of potential 
customers who know from experience that all 
LDAP directories aren’t the same. 

To take advantage of eDirectory in your product, 
follow the simple steps at http://developer.novell.com/ 
edirectory/redistribution/

Q&A Forum About the eDirectory 
Redistribution Kit
The following is a Q & A forum designed to answer 
the most commonly asked questions about the 
eDirectory Redistribution Kit.

Q. What is Novell eDirectory? 

A. As the only LDAP directory service to work on 
all networks and operating systems, including 
Windows NT/2000, NetWare, Solaris, Linux, Tru64 
UNIX, and soon IBM AIX, Novell eDirectory is the 
most open, robust and secure platform for developing 
eBusiness applications. eDirectory is designed to work 
internationally and is available in the following 
languages: Chinese Simplified, Chinese Traditional, 
English, French, German, Italian, Japanese, Korean, 
Polish, Portuguese Brazilian, Russian and Spanish. 

You can download the
production DirXML
software and use it for
90-days—free of charge
—with the option to pur-
chase it at any time. 
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Q. Why is Novell evolving its licensing procedure 
for the benefit of developers? 

A. Unlike other vendors with competing offerings, 
Novell is attempting to woo your development 
business with an unbeatable directory service, at an 
unbeatable price. Novell eDirectory included in your 
products can help you crack into those lucrative 
enterprise markets with a proven directory to power 
your network solutions, and at a lower cost per user 
than ever before possible.

Q. How will the redistribution of eDirectory help 
my customers and me? 

A. Redistributing Novell eDirectory with your 
solution is the quickest way to introduce your 
customers to the next generation of networking 
powered by directory-enabled applications. Novell’s 
directory is the premier LDAP v3 directory, with over 
139 million users and counting. Novell eDirectory 
enjoys a trusted reputation in the IT industry, far 
beyond NetWare-only shops, where Novell eDirectory 
is being increasingly deployed in network 
environments that are Solaris, Windows, Tru64 UNIX 
or Linux or a mix of all of the above.

Q. How can Novell help me in marketing my 
solution? 

A. Novell will back your redistribution of the 
directory with your products with effective target 
marketing initiatives, joint success stories, advertising 
and other promotions that feature your application and 
its use of Novell eDirectory. 

Q. What do I do if my customers already have a 
directory installed? Do I have to replace it or can I use 
it and eDirectory? 

A. If your application customer has another 
directory installed that supports LDAP, you can install 
Novell eDirectory alongside it to manage user 
information for your application. 

Q. Why can’t I just use a “directory” that I have 
developed? What does eDirectory offer? 

A. With its industry-leading reliability, scalability 
and security, Novell eDirectory gets your foot in the 
door with informed customers who don’t want another 
rogue application directory to manage, and who 
increasingly know and seek to leverage the inherent 
value of the Novell directory.

Q. My boss has heard about Microsoft Active 
Directory (MAD) and wants our company to support it 
in our development. My customers have also heard 
about MAD and want it. How can I convince them that 
eDirectory is better? 

A. You could tell them that at least Novell 
eDirectory works as advertised. But there are other 
reasons that won’t offend professional egos, such as 
the eDirectory platform’s availability, scalability, and 
security that are worth mentioning. In addition to its 
maturity and performance, eDirectory supports all of 
today’s open standards, it is available on all the 
customer’s target platforms, and it is incredibly easy to 
access for in-house and commercial application 
development. Plus, it’s here today, and ready to go to 
work in customer networks as part of your solution.

You can rely on it to provide the application support 
you need to close sales, and keep the customer happy! 
In fact, over 139 million users of eDirectory already 
rely on Novell to provide what the competition can’t. 
Thousands of companies use Novell and many are 
talking about what they gain. Visit www.novell.com/ 
success for an impressive roster of leading companies 
in all markets and regions who are building one Net 
infrastructure with Novell and Novell partner 
solutions.

Q. How can I convince the skeptical customer that 
thinks Novell is yesterday’s network pioneer, and its 
best days as a company are behind it? 

A. Ask your target customer to try Novell 
eDirectory with your application for a period of time to 
allow them to evaluate both the directory and Novell’s 
support of the directory. Then, if for any reason the 
customer wants to switch to another LDAP directory, 
this can easily be accomplished without significant loss 
of data or system uptime. But the truth is, most 
customers who deploy Novell’s current crop of 
software solutions are absolutely amazed at their 
performance and reliability, and what’s more, they 
usually have a positive new outlook on Novell!

Q. Can I redistribute Novell eDirectory under this 
license? 

A. Yes, and we wish you a bundle of competitive 
advantages! After you complete the Novell eDirectory 
Redistribution Agreement and receive the 
Redistribution Kit, you will have the ability to include 
a full-function version of Novell eDirectory in your 
shipping applications that provides your customers a 
250,000 user license of eDirectory, and at no charge to 
you. 
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Of course, the Novell eDirectory Redistribution 
Agreement does not cover the customer’s support 
needs for Novell eDirectory. A separate support 
agreement needs to be negotiated between the 
customer and Novell.

Q. Can I choose to not ship certain components of 
Novell eDirectory with my product? 

A. You must include the full function version with 
your product in order to comply with the 
Redistribution Agreement.

Q. If our company re-distributes Novell eDirectory 
with our product, are we required to support Novell 
eDirectory? 

A. All your business needs to do is to include 
eDirectory in your product and recommend it to 
customers in cases where it makes the most sense. 
Novell provides a secure, scalable LDAP directory, 
and all of its technical support. All you need to do is 
focus on your application’s business logic while 
Novell supports the directory services end.

Q. Won’t the customer have to purchase client 
access licenses (CALs) in order to use the application 
unless the ISV or OEM bundles in some of the 250,000 
CALs provided for free? 

A. Your customers will each have access to a 
250,000 user version of Novell eDirectory for FREE. 
The ISV or OEM does not receive a total of 250,000 
licenses that need to be parceled out; each of their 
bundled application customers is entitled to receive a 
250,000 user license for Novell eDirectory. So, as the 
ISV or OEM, you could theoretically offer an 
unlimited number of directory application seats to an 
unlimited number of potential customers.

However, for the individual customer, the number of 
user seats is 250,000 total. If the customer gets an 
application from vendor A which bundles eDirectory 
and an application from Vendor B which bundles 
eDirectory, they DO NOT receive 500K licenses. It’s a 
250,000 user license in total, no matter how many 
bundled copies of eDirectory the customer may 
acquire. 

Q. I’m very interested in developing to LDAP using 
eDirectory, but I’m not ready to bundle it. How can I 
learn more? 

A. Visit www.developer.novell.com/education and 
www.ldapzone.com to learn more. If you’re ready to 
start coding, it’s probably time for you to dive 
directly into the Novell Developer Kit at 
developer.novell.com/ndk 

Q. How do I monitor our Novell eDirectory license 
consumption? 

A. By reporting the number of bundled sales back to 
Novell. See www.developer.novell.com/edirectory for 
more information.

Q. Am I responsible for enforcing the provisions of 
the Novell eDirectory Customer License? 

A. No. Novell provides the directory and all of its 
technical support, along with enforcing the terms and 
conditions of the 250,000 End User license agreement. 
For more information, please read the Novell 
eDirectory Redistribution Agreement.

Q. How does the new Novell eDirectory 250,000 
user license define an end user? 

A. “User” means a user object in a single directory 
tree (or other class of object that contains data 
representing a person, such as objects containing credit 
card information or PIN numbers) that has (a) access or 
use rights to any portion of the Software, or (b) access 
or use rights to products (devices, hardware, or 
software) being managed by the Software, regardless 
of whether the user object is assigned to a person or 
device. 

User objects and other classes of objects in a single 
directory tree, or linked across directory trees, that 
represent the same person count as only one User. 
Each person who accesses or uses the Software must 
have at least one user object uniquely assigned to that 
person and access the Software through the user object. 
For more information, please see the Novell eDirectory 
End User License Agreement. 

Q. What if my question has not been answered 
here?

A. Send an e-mail with your question to 
eDirectoryredistribution@novell.com.



J u l y  2 0 0 2 107

codebreak

Se
ct

io
ns

\

JavaBeans from Novell: A 
Quick Overview

Bret Dayley
DeveloperNet Project Manager
Novell Developer Services

For developers who are programming with Java, 
Novell provides JavaBeans, that abstract major Novell 
network services (various NetWare services and 
Novell eDirectory services and, in fact, any directory 
service that supports LDAP) for use in building appli-
cations—both Web-based and full-client applications.

These JavaBeans are made available on the NDK in 
two sets:

• eCommerce Beans

• Beans for Novell Services

The purpose of this overview is to provide a brief 
explanation of the two sets of JavaBeans and give you 
a better understanding of how, why, and where you 
would use them.

Let’s start with what’s common to both sets of Beans. 
Beans from both sets can be embedded in an HTML 
document or integrated with other Java classes to 
create complete applications. They are all reusable 
components that represent some piece of network 
service functionality. For example, authenticating to a 
directory or getting volume information from a 
NetWare server.

Why use Beans? Well, that part is easy. JavaBeans 
make your programming tasks easier by providing 
pre-packaged bits of functionality that you can quickly 
incorporate into your applications. This is really the 
whole point behind Beans, as well as other modern 
software component models. These Beans can be used 
directly in Java code or within a RAD Integrated 
Development Environment (IDE).

As far as how these two sets of Beans from Novell 
were designed and how they are deployed, there are 
important differences that can help you determine 
which Beans you should use for your particular 
project.

eCommerce Beans: A Functionality 
Overview 
eCommerce Beans focus on the integration of Web 
applications with LDAP directories and Java Security. 
In general, eCommerce Beans encapsulate a single 
business logic task--for example, authentication to a 
directory--and are more fine-grained when compared 
to Beans for Novell Services, which abstract more than 
just a single task. eCommerce Beans follow the 
Model-View-Controller (MVC) architecture, and this 
set of Beans are command or Model beans.

Since these Beans encapsulate a single business logic 
task, there are many more Beans in the eCommerce 
Beans set than Beans for Novell Services; and I won’t 
list them all here. For the complete list, see eCom-
merce Beans on the NDK.

To give you some examples of what you can do with 
these Beans, it’s quite easy to add authentication to 
your Web-based application. You can also use these 
Beans to implement user profiling on your Web site 
and store this valuable data in any LDAP-compliant 
directory. And you can easily implement SSL/TLS 
security in your Web-based application with these 
Beans.

Deployment Overview 
The eCommerce Beans are designed to support Web 
applications and to be deployed on the server and run 
in a servlet container or Java Application Server. 
eCommerce Beans are written entirely in Java and 
have no dependency on native code.

The server must support a Java 2 Platform, Standard 
Edition, v1.2 or greater, and requires eDirectory or any 
other directory service that supports LDAP. While the 
server could be a NetWare server, it can also be any 
other Server OS that supports the Java 2 Platform and 
an LDAP directory. Your deployment choices with 
these Beans are very broad.

Beans for Novell Services: A Functionality 
Overview 
Beans for Novell Services currently contains five 
beans that abstract NetWare specific services and four 
Beans that abstract eDirectory and LDAP directory 
services. The NetWare-specific Beans are:

• Volume Administration Bean 

• Bindery Bean 

• Print Queue Administration Bean 

• Session Bean 

• Socket Beans (Client and Server)

The eCommerce Beans
are designed to support
Web applications and to
be deployed on the
server and run in a serv-
let container or Java
Application Server.
eCommerce Beans are
written entirely in Java
and have no dependency
on native code.
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These Beans can be used to create a utility that presents 
only a small piece of management functionality (for 
example, an application that is given to administrative 
assistants that allows them to manage print queues for 
printers in their area only) or to just provide the under-
lying communication between a client/server applica-
tion.

The four beans that abstract eDirectory and LDAP 
directory services are:

• Directory Bean 

• Internet Directory Query Bean 

• Internet Directory UserGroup Bean 

• UNIX UAM Bean

These Beans can be used to accomplish any program-
matic task, from allowing you to add, delete, search 
and manage directory entries, to extending and 
managing elements of the eDirectory schema. Beans 
for Novell Services can be used to create full manage-
ment utilities or to simply enable your application to 
use a directory for authentication.

Deployment Overview 
Beans for Novell Services ride atop Classes for Java 
and JNDI Providers (NJCL), which use the NetWare 
Core Protocols (NCP) to communicate with the 
NetWare server and eDirectory running on NetWare. 
Because of this functionality, there are some deploy-
ment considerations that you need to take into account 
when you decide to use these Beans in your develop-
ment project.

With Novell Client32. Beans for Novell Services 
need NCP services and one way of providing these is 
to have Client32 on the client machine. If the target for 
deployment of your application is in a “NetWare shop” 
and the NetWare Client is present on the targeted 
clients, this is a viable and often technically desirable 
option.

Without Novell Client32. As more and more 
NetWare services are being delivered without 

requiring Client32 for access (iPrint, iFolder, Native 
File Access, NetWare Remote Management Console, 
etc.,) even in a NetWare shop, it is not always certain 
that the Client32 will be present on your target client 
machines. NJCL can now also be deployed without 
Client32. This option uses Java’s Remote Method 
Invocation (RMI) protocol to access Novell’s JNDI 
service providers in a three-tiered approach:

• Tier 1 is the local box, which uses Java’s Remote 
Method Invocation (RMI) protocol to access 
Novell’s JNDI service providers. A Java 
application requires a JVM and TCP/IP (any 
JVM-TCP/IP enabled machine). A Java-enabled 
browser is an additional requirement for an applet. 
Again, Novell Client32 is not required on the 
machine. 

• Tier 2 requires any NetWare 5.x or later server 
running the RMI version of NJCL. The NetWare 
server acts as a bridge translating RMI requests 
into NCP requests. 

• Tier 3 is Novell’s back-end services, which makes 
NCP requests and returns NCP replies.

While Client32 is not required, you can see that a 
NetWare 5.x or later server is. Beans for Novell 
Services are useful in a NetWare environment, but if 
you don’t have NetWare in the mix, you should 
consider using the eCommerce Beans.

In fact, we strongly encourage you to use eCommerce 
Beans instead of Beans for Novell Services for any 
directory access/integration development, because 
eCommerce Beans use standard LDAP for the access 
protocol, which is Novell’s preferred method of direc-
tory access.

Hopefully this article has provided insight into how 
and when to choose and use these sets of Beans in your 
development projects. Please refer to the current NDK 
documentation about these two sets of Beans for the 
full requirements and deployment details, as they are 
not fully covered here.

We strongly encourage
you to use eCommerce
Beans instead of Beans
for Novell Services for
any directory access/
integration develop-
ment, because eCom-
merce Beans use
standard LDAP for the
access protocol, which
is Novell’s preferred
method of directory
access.
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Q. I am writing a WAN driver using the WAN driver 
NDK. How do I declare the SHARE-aware interrupt 
and SMP-aware interrupt before the BusInterrup- 
tSetup() function call within NetWare 5.x WAN (or 
LAN) driver? Unfortunately, the “flags” parameter is 
undocumented. I think there are two bits that make up 
this parameter.

A. The flags are as follows:

Bear in mind that there are other requirements, like 
interrupt sharing (sharing flag in IOConfigStruc) and 
MP awareness (build process). By the way, WAN 
drivers are not Multi-Processor aware.

Q. I have a non-standard interface card and I must 
write a handler for the hardware interrupt (IRQ3) on 
NetWare. What kind of function must I use?

A. Check out “Interrupts in the Symmetric 
Multi-Processing Environment” located at 
http://developer.novell.com/devres/langrp/lan/
DISPATCH/smpmemo.htm

Also, if you are looking to put together a basic 
“private” interface, you could look at the demo 
AIOCOMX driver that Novell provides as an example 
at http://developer.novell.com/ndk/aio.htm.

Remember that programming to interrupts with 
NetWare is a tricky proposition. Read the above docu-
ments thoroughly. Novell also provides many NDKs 
that are designed to help you write low-level NetWare 
LAN, disk, tape, and WAN drivers.

Q. I’m trying to write a Perl script that will create 
new eDirectory users using Perl2UCS, but it’s 
abending my server. It abends at the $Dir =3D 
Perl2UCS->new...

The Perl output screen shows:

Loading module PERL2UCX.NLM
Auto-loading module UCSCORE.NLM

using Perl2UCS
Loading UCS2UCX.NLM

Here’s a code snippet:

#!/usr/local/bin
# Test script to access e-Directory
use Perl2UCS;
print "using Perl2UCS \n";
$Dir =3D Perl2UCS->new("ucx:NWDir") or
die "Failed to instantiate the =
NWDir UCS component. \n";
print "NWDir UCS component instantiated
\n";

Here are the versions I am using:

• Perl 5.6.1

• Netware 6.0.1

Any ideas or helpful thoughts?

A. Since you are running NetWare 6.0 with Support 
Pack 1, you need to check the version of PERL.NLM 
and PERL2UCS.NLM with your pre-Support Pack 1 
modules. It seems that NW6SP1 downgrades Perl and 
so Perl problems are very frequent afterwards. If you 
made a backup of your original files during the SP1 
process, look there while comparing your modules.

Q. Does Novell provide any pure Java solutions to 
connect through SSL to NetWare’s LDAP server? Or 
do all solutions require you to load NICI on the client?

A. The SSL client is a 100% pure Java implementa- 
tion of SSL and therefore available on all platforms 
that Java supports. However, just to make sure, I 
decided to test this functionality for you. I removed 

Bit Set Flags

Bit 0 0=Do not share
1= This interrupt may be shared

Bit 1-28 reserved, set to zero

Bit 29 0=The ISR is not MP aware
1=The ISR is MP aware

Bit 30 0=Do not save the floating point 
state before servicing this 
interrupt
1= Do save (implies ISR may 
change floating point state)

Bit 31 reserved, set to zero
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NetWare NICI from my Win32 machine and ran the 
HTTPS Client sample from the client. I had the 
HTTPS Server sample (the server does use NICI) on 
my server. It worked.

Q. Is it possible to read some user’s mail in the 
mailbox and appointments in the calendar using an 
available GroupWise Admin API?

A. Reading mail/calendar entries is done through 
the GroupWise ObjectAPI. To access another user’s 
items, you need to have proxy rights or to log in with 
their user name and password.

Q. I am new to GroupWise programming. I have 
added a User Defined field to my project. I want to 
allow the user to select a message as follows: right- 
click to bring up a form allowing the user to change 
the content of the User-Defined field. How would I be 
able to accomplish this?

A. You would add a context menu, use the 
commandstate.selecteditems() object to get the 
messageID, and then work on the fields of that 
message.

Q. I am new to both NLM and C programming. I 
would like to write an NLM that copies a list of files 
from a central server. The list of files will be in a text 
file. I know how to read the text file, but my problem is 
connecting to the central server and copying the files. 
If someone could just point me in the right direction as 
to which APIs to use. I am an experienced Delphi 
programmer, just new to C and NLMs.

A. It’s quite similar to opening a NetWare 
connection to another server from Delphi (without 
Win32 APIs):

• Open a new connection to server B

• Login/authenticate to server B

• Read/write the file

• Disconnect (optional)

More details can be found at http://developer.novell. 
com/ndk/clib.htm (general information, bindery login)

and in http://developer.novell.com/ndk/doc/ndslib/ 
nds_enu/data/huzx6sda.html (NDS authentication)

Q. I’ve written a module for Netscape Web Server 
in a Windows NT environment. What do I need to do to 
have it work on a NetWare v5.1 server running what 
seems to be a Netscape-compatible Web server?

I’ve purchased the NDK and am awaiting its arrival. 
My understanding from Novell support was that until 
the NDK subscription CDs do arrive, everything 
needed can be downloaded from Novell’s developer 
site.

Please tell me what modules I need and what process I 
need to follow to successfully run my current modules 
in the Novell environment.

A. That’s a very good question. You may also want 
to test the NLM version of your product on NetWare 6 
since it also comes bundled with the same Web server 
software. One thing to consider: If your code isn’t too 
tightly tied into the Netscape servers, Apache v1.3 and 
v2.0 have less overhead and so you could consider 
developing your NLM(s) as an Apache Module 
instead.

You will probably want to use the CodeWarrior devel-
opment environment for the port, although there are a 
few other options here.

The DeveloperNet Web site provides information that 
doesn’t come included on the CDs, such as the Master 
API list (something I refer to constantly—I wish they 
had this in book form; please send an e-mail to 
devsup@novell.com if you agree). Here’s the link to 
the Master API, just in case you’re interested (I highly 
recommend you bookmark it—if it comes out split into 
two lines, you’ll have to join them into one):

http://developer.novell.com/ndk/doc/general/
index.html?list_enu/data/listfront.html

As for the modules that you will need, I would use 
the NetWare Enterprise Web Server Developer 
Components found at:

http://developer.novell.com/ndk/nscomp.htm

All of your other development needs can be found at 
http://developer.novell.com

Q. I am working with the Novell Storage Services 
(NSS) API set. I am not able to get zOpen to work for 
pools.I have a pool called POOL1:
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1. If I try “POOL1,” I get 20411 
(zPATH_MUST_BE_FULLY_QUALIFIED).

2. If I try giving path “POOL1:”, I get 20801 
(zERR_VOLUME_NOT_FOUND).

3. Now this is on a server called Bombino in context 
Mamma in tree Mamma. So if I give 
“\\\mamma\pool1,” I get 20405 
(zERR_INVALID_PATH).

4. If I give the NDS object name and say 
“\\\mamma\bombino_pool1_pool,” I get the same 
20405 error.

Basically I need to do a zGetInfo on pools. What’s the 
right way to do this? I am using NSS v3.01 (April 15, 
2002). Other parameters to zOpen include:

• key: the one I got with zRootKey

• taskID: the one I got with zBeginTask

• namespace: zNSPACE_LONG | zMODE_UTF8

• path: described above

• requestedRights: zRR_READ_ACCESS

Any and all help would be appreciated.

A. You can’t zOpen a pool. The pool is little more 
than a metaphor for storage management and has no 
intrinsic state that could be manipulated by opening it. 
However, if you open the virtual file(s) for the pool in 
the _ADMIN: volume you should be able to perform 

management operations on the pool. This is the 
approach you should use to get the information 
you need. 

To what extent the virtual files are documented, I am 
unsure, but I know I can find out. However, it’s likely 
that you can simply read the virtual files for the pool 
and the XML they contain will explain what you are 
reading. For the record, zOpen can only open objects 
that are contained within volumes. So, also for the 
record, zOpen with the volume name as the path 
actually creates a key to the root directory and not to 
the volume itself. Attributes of the volume can be 
obtained via the virtual files relating to volumes on the 
_ADMIN: volume.

Q. How can I catch the event of adding new record 
to an audit file. Have you any source code or sample 
code? Is there a special event in NDS for addition or 
should I scan constantly audit file to catch new record?

A. There is a new NDK component available for 
download at http://developer.novell.com/ndk/
leadedge.htm#le158 which is Novell Advanced Audit 
Service (NAAS). I suspect this is what you will help 
you the best.

(Taken from the NDS Server DeveloperNet 
newsgroup.)
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“We’re Not Dead Yet!”

Gamal B. Herbon
Editor-in-Chief
Novell AppNotes

Some of you may remember the scene from the movie 
Monty Python and the Holy Grail where the body 
collectors come around with their carts shouting, 
“Bring out yer dead!” The townspeople try to throw an 
old man onto the cart, oblivious to his protest that “I’m 
not dead yet!” 

Well, I’m sick and tired of hearing people say, “Novell 
is dead.” I believe I first heard that line around 1993 
(almost 10 years ago), and I’m still hearing it today. 
Okay, so we’ve been through some tough times (who 
hasn’t?), but that old mantra is growing tiresome. It’s 
time to paraphrase the man in the movie: “We’re not 
dead yet!” Quite to the contray—Novell is alive and 
growing!

Vigorous Signs of Life
How can I say that? Well, let’s start by looking at the 
simple things. Novell has been profitable the last two 
quarters. Just look at our sales vs. expenses (I’m 
talking core numbers here, not write-offs and such— 
we’ll leave that kind of stuff to the accountants). If you 
check the basic numbers of how much was sold versus 
how much was spent for the past two quarters, we 
come out solidly on the plus side!

People are often surprised to discover all that Novell 
has to offer. More and more people are finding that 
Novell already has the products and solutions they 
have been looking for. What’s more, they work and are 
reasonably priced. Our consulting arm is taking off as 
well, helping people solve business problems in a way 
that has a positive impact.

And then there’s that cool directory service Novell 
developed called eDirectory. Guess what? More 
eDirectory is deployed now than any other directory. 
We’re at over 420 million licenses worldwide and still 
growing. Not bad for a supposedly “dead” company!

Here’s another thing: dead companies don’t have 
high-level executives returning to them. I don’t think 
Chris Stone would return to Novell unless he thought 
there was a bright future here. Chris is not willing to 
fail, and neither is the rest of the company.

Another notable group that has returned to Novell 
recently is the legendary Three Amigos (Gary Hein, 
J.D. Marymee, and Kent Prows). I don’t believe any of 
them would have come back if they didn’t have faith in 
the strong future of Novell and the direction we are 
headed. Trust me, they didn’t return for the money!

Novell today is a different company than it was in 
years past. We’re constantly making changes, but this 
is a good thing. Our technology is greatly improved, 
our solutions are more timely and comprehensive, and 
we’re rebuilding our channel. These things take some 
time, but they are happening.

Yes, Novell still receives criticism for weak marketing. 
But changes are being made there as well. Besides, it is 
easy to criticize when you don’t have responsibility for 
resources, budget, and future direction.

One final point: as I discussed last month, the 
AppNotes just celebrated our 12th year of publication. 
If Novell was dead, the AppNotes probably would 
have disappeared long ago. Instead, we’ve evolved and 
adapted right along with the company.

Join the “Novell Is Alive” Club
The next time you read an article or letter repeating the 
old “Novell is dead” mantra, take a few minutes to 
respond and let the authors know that Novell is alive 
and well. I know I’m preaching to the choir here, but 
sometimes the choir needs to sing a little louder to go 
beyond the congregation and let the passers-by in the 
street hear the truth.

In the months ahead you’ll see a lot more information 
coming out of Novell. We are currently in the process 
of revitalizing Novell Press, and you’ll see the fruits of 
that effort on computer bookstore shelves soon. As 
always, AppNotes will help you keep up-to-date, as 
will the new Novell training and education courses.

If you have a chance to attend a free Novell seminar or 
roadshow, please go and see what’s new. I urge you to 
stay tuned to Novell for exciting developments. Take a 
careful look at what Jack Messman and Chris Stone are 
doing to take Novell in the right direction. Stand up to 
the big wind coming out of the Northwest and let 
everyone know that you know the truth. 

Don’t forget to visit the corporate Web site at 
http://www.novell.com on a regular basis. Encourage 
others to take advantage of these helpful information 
sources as well.

Again I repeat: “We’re not dead yet,” and we don’t 
plan to be in the forseeable future. To quote another 
famous movie line: “You ain’t seen nothing yet!”

As always, I look forward to hearing from you on this 
and other topics. Until then, I’ll just keep rambling...

Novell has been profit-
able the last two quar-
ters. Just look at our
sales vs. expenses.
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Summer Funnies

Summer’s in full swing here in the Rockies. So to take 
your mind off the sweltering heat, here are some funny 
items we’ve gathered from here and there.

You Know You Work in a Big Corporation 
When ... 

• You have sat at the same desk for 4 years and 
worked for three different companies. 

• Your company welcome sign is attached with 
Velcro. 

• Your resume is on a diskette in your pocket. 

• Your company logo on your badge is applied with 
temporary glue. 

• You order your business cards in “half orders” 
instead of whole boxes.

• You lie when people ask what you do for a living.

• You get really excited about a 2% pay raise. 

• You learn about your layoff on CNN. 

• Your biggest loss from a system crash is that you 
lose your best jokes. 

• You sit in a cubicle smaller than your bedroom 
closet. 

• You work 200 hours for the $100 bonus check and 
jubilantly say, “Oh wow, thanks!”

• Vacation is something you roll over to next year, 
or try to use up three weeks between Christmas 
and New Years because otherwise will lose it.

• Your relatives and family members describe your 
job as “works with computers.”

• Change is the norm. 

• Nepotism is encouraged. 

• The only reason you recognize your kids and 
friends is because their pictures are hanging in 
your cube. 

• You only have makeup for fluorescent lighting. 

• You understood this entire list. 

Tech Support Tales

I had been doing Tech Support for a large printer 
manufacturer for about a month when I had a customer 
call with a very strange problem. She could not print 
yellow. All the other colors would print fine, which 
baffled me because the only true print colors are cyan, 
magenta, and yellow. For instance, green is a combina-
tion of cyan and yellow, but green printed fine. Every 
color of the rainbow printed fine except for yellow. 

I had the customer change ink cartridges. I had her 
delete and reinstall the drivers. Nothing worked. I 
asked my co-workers for help; they had no new ideas 
to offer. After over two hours of troubleshooting, I was 
about to tell the customer to send the printer in to us for 
repair when she asked quietly, “Should I try printing 
on a piece of white paper instead of this yellow paper?”

A man is flying in a hot air balloon and realizes he is 
lost. He spots a man down below and lowers his 
balloon to within shouting distance. “Excuse me,” he 
shouts. “Can you tell me where I am?” The man below 
answers, “Yes, you’re in a hot air balloon, hovering 30 
feet above this field. 

“You must work in Tech Support,” says the balloonist. 
“I do, but how did you know?” replies the man. 
“Well,” says the balloonist, “Everything you have told 
me is technically correct, but it’s of no use to anyone.”

Then the man below says, “You must work in manage-
ment.” “I do, but how did you know?” replies the 
balloonist. “Well”, says the man, “you don't know 
where you are or where you’re going, but you expect 
me to be able to help. You’re in the same position you 
were before we met, but now it’s my fault.”

Error Message of the Month

Disclaimer: Lightweight Access brings you humorous 
observations and refreshing diversions to give you a 
break from the daily grind. Opinions expressed here 
do not reflect Novell’s official position on anything.

Your relatives and fam-
ily members describe
your job as “works with 
computers.”
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Novell AppNotes    (formerly Novell / NetWare Application Notes)

Date Part Number Titles

Jul 02 464-000063-007 Novell Storage Services (NSS) Performance Monitoring and Tuning
Tuning the NetWare 6 TCP/IP Stack via SET Parameters
How to Build J2EE Applications Using Novell Technologies: Part 2
Advanced Features of DirXML, Part 1: Queries
Leveraging the System Management BIOS Information in NetWare-Based 
Applications

Jun 02 464-000063-006 Technical Considerations for Choosing the Best Directory
Authenticating Users to UNIX Systems with Novell eDirectory and LDAP
Accessing Data on Multiple eDirectory Trees with a Single Login Using Novell 
NetStorage
Novell BorderManager Filter Configuration through iManager
Update on the Centralis AXE Utility: What’s New in Feature Release 1?
How to Build J2EE Applications Using Novell Technologies: Part 2

May 02 464-000063-005 Understanding and Troubleshooting Novell's Security Infrastructure
Using Novell SecureLogin to Enable Web Applications for Single Sign-on
Interoperability of Novell BorderManager with Other Novell Services
How to Build a Personalized, Secure Web Portal Using eDirectory, iChain, and 
Corporate Yahoo! Enterprise Portal
How to Build J2EE Applications Using Novell Technologies: Part 1

Apr 02 464-000063-004 A Technical Overview of Novell TCP/IP in NetWare 6
Managing Browser Configuration for Novell BorderManager Proxy Clients 
Upgrading from iChain 1.5 to 2.0
One eGovernment: Bringing Governments to the Net
How to Manage and Use Dynamic Groups in Novell eDirectory

Mar 02 464-000063-003 Novell iChain 2.0 Installation and Configuration Quick Start
What's New in Novell BorderManager 3.7?
Link Level Load Balancing and Fault Tolerance in NetWare 6
Creating Applets for Novell GroupWise with Advansys Formativ
How to Uninstall Novell Account Management 2.1 for Windows NT
How to Extend the NetWare Scripting Environment by Creating UCX Compo-
nents

Feb 02 464-000063-002 ZENworks for Desktops Preboot Services: A Technical Overview
Blocking Virus Requests in Novell BorderManager’s HTTP Accelerator
Building eDirectory-Enabled Applications Using Delphi: Low-Level
How to Use the Security Features in Novell Portal Services
How to Audit DirXML Events Using Stylesheets, Java, and JDBC

Jan 02 464-000063-001 Cluster-Enabling a ZENworks for Servers 2 Development
Understanding Novell BorderManager’s HTTP Proxy Logs
How to Implement Complex Business Rules Using DirXML Stylesheets and Java
How to Write a ConsoleOne NDS Management Snap-In Using the eCommerce 
Bean for LDAP
How to Manage Internet Directories Using Beans for Novell Services
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Dec 01 464-000062-012 Ensuring High Performance and Availability from NetWare 4.x and 5.x Servers
Building eDirectory-Enabled Applications Using Delphi: ActiveX
How to Use the Novell Kernel Services Programming Environment and Standard 
Run-Time Library: NetWare 6 Update
How to Access Remote ActiveX Controls from NetWare
How to Define a Corporate Naming Policy Using DirXML Stylesheets
How to Certify an NLM Application on NetWare 6

Nov 01 464-000062-011 Should I Use a Directory, a Database, or Both?
Preparing a Disaster Recovery Plan for NetWare and eDirectory
Building eDirectory-Enabled Applications using Delphi: Overview
How to Use the eCommerce Beans for LDAP in Servlets, Java Server Pages, and 
Enterprise JavaBeans
How to Install and Configure NetWare Enterprise Web Server or Apache Web 
Server with Tomcat

Oct 01 464-000062-010 What’s New in NetWare 6? A Features Overview
Upgrading or Migrating to NetWare 6
iFolder: Data Accessibility, Where and When You Need It
Novell iPrint: A Best-of-Breed Print Solution for Business
High Availability Networking with NetWare 6: NSS 3.0 and Cluster Services 1.6
Multiprocessing Support in NetWare 6

Sep 01 464-000062-009 Troubleshooting the Novell BorderManager 3.6 VPN Client
Moving Novell’s Legacy Print Services Between Volumes and Servers 
Implementing SecuGen’s Fingerprint Recognition Technology with NMAS 2.0
Ten Guidelines for Designing Effective Schema Extensions
How to Install ZENworks for Desktops 3
How to Use eDirectory-Based Home Directories with the Apache Web Server
How to Access NDS from HTML or ASP, Part 6 (online article)

Aug 01 464-000062-008 Getting to Know LDAP and Directories: What to Consider
Enhancing ZENworks for Desktops 3 Imaging with ENGL Zim
How to Showcase Your Web Content Using Novell Portal Services
How to Use Novell Directory Control (NWDir), Part 3
How to Use Perl, Python, and PHP to Access NDS eDirectory 8.5 via LDAP
How to Access NDS from HTML or ASP, Part 5 (online article)

Jul 01 464-000062-007 An Overview of Biometrics Support in NetWare Through NMAS
Quick Guide to Installing and Configuring Novell iChain 1.5 Community 
Services
Printing from a Macintosh on an IP-Only NetWare Network with NDPS
How to Integrate NDS eDirectory with Your Web Application Using the 
eCommerce Bean for LDAP
How to Access NDS from HTML or ASP, Part 4 (online article)

Jun 01 464-000062-006 Configuring a Fault-Tolerant Messaging System Using GroupWise 5.5 and Novell 
Cluster Services
Quick Guide to Installing and Configuring Novell iChain 1.5 Authorization Ser-
vices
How to Use the ODBC Driver with XML
How to Clear a User’s Connection Using a Perl Script
Centralis Contex: The ConsoleOne Extensions for Thin Client Server Solutions 
(online article)
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May 01 464-000062-005 Performing an Unattended Installation of ZENworks for Desktops 3 on Remote 
Servers
Centralis AXE: The Power Utility for ZENworks for Desktops
Health Check Procedures for NDS eDirectory on Supported Platforms
Quick Guide to Installing and Configuring Novell ICS and iChain 1.5
How to Use Novell Directory Control (NWDir), Part 2
How to Access NDS from HTML or ASP, Part 3
How to Integrate NDS eDirectory, JDBC, and EJB (online article)

Apr 01 464-000062-004 How to Maintain Caching in eDirectory 8 and eDirectory 8.5
Creating the “Digital Airlines” Novell Technology Demo
Custom Development with Novell iChain 1.5
Process Foundations for Successful Solution Deployment
How to Use the ODBC Driver with NDS, Part 3: Understanding XML
How to Access NDS from HTML or ASP, Part 2

Mar 01 464-000062-003 How to Monitor NetWare Servers Using a Wireless Device
Policy-Based Management of Mobile Phones
How to Use Novell Directory Controls (NWDir), Part 1
How to Write a Simple DirXML Stylesheet
How to Access NDS from HTML or ASP, Part 1 (online article)
How to Analyze NDS.DTD to Construct XDS Documents for DirXML
How to Build an NDS-Enabled Application Using Visual Basic and the Novell 
Controls for ActiveX, Part 2

Feb 01 464-000062-002 Understanding Novell’s iChain: A Technical Overview
How to Use NDS eDirectory to Secure Apache Web Server for NetWare
How to Program to NDS eDirectory on NetWare Using Perl
How to Analyze NDS.DTD to Construct XDS Documents for DirXML
How to Build an NDS-Enabled Application Using Visual Basic and the Novell 
Controls for ActiveX, Part 2

Jan 01 464-000062-001 Novell OnDemand Services: Architecture and Customization
How to Optimize Novell Licensing Services
How to Use a Perl Script to Reboot a NetWare Server Using a UPS
How to Write a Simple NLM Using Novell Script for NetWare

Dec 00 464-000060-012 How to Manage Active Directory with Novell’s eDirectory
How to Use MVC Beans for eBusiness to Administer eDirectory Using Your 
Browser
How to Use the ODBC Driver with NDS, Part 2
How to Use the GroupWise Filter and Query
How to Use GroupWise Tokens
New Features of the Novell Kernel Services Programming Environment for Net-
Ware 6 Programming

Nov 00 464-000060-011 NDS eDirectory 8.5: A Detailed Overview
Personalizing and Customizing Web Content Using NDS eDirectory at CNN
How to Configure WebSphere, Oracle, NetWare Enterprise Web Server, and 
eGuide on a NetWare Server
How to Use the ODBC Driver with NDS: Part 1
Overview of the Universal Component System (UCS)
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Oct 00 464-000060-010 Using NDS Corporate Edition to Manage Windows NT and Windows 2000
Using the Novell Import Convert Export Utility
NDS Tree Walking Issues and Recommendations
How to Update Applications, ZENworks Application Objects, and snAppShots 
Residing on Multiple Servers
KLib: A Kernel Runtime Library
GroupWise Object API in Visual Basic and C++
Accessing Novell Services from Perl on NetWare

Sep 00 464-000060-009 Using Novell Net Publisher to Publish, Share, and Store Files on the Web
Protecting Your Network from Hackers with Advanced BorderManger Packet 
Filtering
Migrating from NT to NetWare with the NetWare Migrating Wizard
How to Configure and Optimize eDirectory LDAP Servers
Time Functionality in the Standard C Library
How to Add C3PO Custom Buttons with GroupWise Object APIs in Visual Basic

Aug 00 464-000060-008 Multimedia Streaming with NetWare 5.1
Implementing Strong Passwords in an NDS Environment
Troubleshooting BorderManager Licensing Issues
Choosing a Scripting Language on NetWare
How to Develop Web Applications for WebSphere Using MVC Beans
NetWare Installation Guide for Non-NetWare Users
Novell Controls for ActiveX and Microsoft Excel

Jul 00 464-000060-007 An Introduction to Novell’s DirXML
What It Really Means to be Integrated with NDS eDirectory
System Requirements for NDS eDirectory
Novell eGuide: One-Click Connection to Directory-Based Information
How to Supercharge LDAP Searches with NDS eDirectory Indexes
How to Use Metrowerks CodeWarrior
Building an NDS-Enabled Application Using Visual Basic and Novell Controls for 
Active X, Part 1

June 00 464-000060-006 Implementing an Enterprise-Wide White Pages/Yellow Pages Lookup Service 
with NDS eDirectory
Troubleshooting TCP/IP Communication Issues in the NetWare 5 Environment
NetWare Security: Closing the Doors to Hackers

May 00 464-000060-005 Standardizing Network Server Configurations with Server Policies in ZENworks 
for Servers
NDS eDirectory Design, Implementation, and Maintenance Guidelines
Enabling Roaming Lotus Notes Users with ZENworks for Desktops
Configuring BorderManager Authentication Services for Use with ActivCard 
Tokens

Apr 00 464-000060-004 An Introduction to NDS Corporate Edition
Understanding and Configuring SLP Directory Agents (DAs) and Scopes
Troubleshooting and Diagnosing NetWare 5.1 Server Problems Through the 
NetWare Portal Utility
Implementing Software Metering with ZENworks

Mar 00 464-000060-003 Providing Web Services on the Internet: Why I Chose NetWare 5 Over Windows 
NT and Linux
An Introduction to ZENworks for Servers
Novell Internet Messaging Service (NIMS) Configuration Tips
What’s New in ManageWise 2.7
Protecting NDS from Malicious Internal Attacks with NetVision’s DirectoryAlert
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Feb 00 464-000060-002 Novell’s Support for Windows NT, Windows 2000, and Active Directory
Understanding Novell’s Single Sign-On
How to Set Up and Use Remote Control with ZENworks 1.1 and 2.0
A Strategy for Migrating to Novell Distributed Print Services in a Pure IP Envi-
ronment

Jan 00 464-000060-001 What’s New in NetWare 5.1: The Complete Solution for Web-Based Networking
Rolling Out NetWare 5.1 with the NetWare Deployment Manager
Upgrading Novell Client Software Across the Network Using ACU.EXE
An Overview of NetWare 5.1’s Management Portal Utility
Taking Advantage of NetWare’s Public Key Infrastructure with Novell Certifi-
cate Server 2.0
An Introduction to WebSphere: The Next-Generation Web Application Server

Dec 99 464-000057-012 The Novell Controls for ActiveX and Visual Basic: Writing NDS Field Values
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Four
WebSphere Components
Introduction to NetWare 5 Memory Enhancements
Novell, Java, and Voyager
Novell to Ship NetWare 5.1 Beta
Novell Year 2000 Testing

Nov 99 464-000057-011 Configuring Your Client Application for LDAP Secure Binds
ASN.1, OIDs, and NDS—The Common Fit
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Three
Novell SSL for Java
SecretStore Single Sign-on
Programming on NetWare Made Easy with Perl Scripting
Developer Tools: Contest Winners Use NDS and NetWare to Create Prize-
Winning Apps

Oct 99 464-000057-010 The Novell Controls for ActiveX and Visual Basic: Searching NDS Field Values
Using JNDI and Novell’s NJCL to Access NDS
Using the NetWare Deployment Kit to Upgrade to NetWare 5 
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Two
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Two
Overview of New Features in BorderManager Enterprise Edition 3.5
Novell Developer Workshop Tour ‘99

Sep 99 464-000057-009 The Novell Controls for ActiveX and Visual Basic: Reading Field Values
NDS Glossary
The Future of Application Development on NetWare with NLMs
SCHMAP: NDS Schema Extension and LDAP-to-NDS Mapping Utility
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part One
SCHMIG: Schema Migration Utility
Developer Tools: Credentia ViaNet/NDS

Aug 99 464-000057-008 White Pages Application NDS Programming Tutorial: Directory Concepts
White Pages Application NDS Programming Tutorial: The Demo Application
Building Web Database Applications Using Novell Script for NetWare
The Business Case for Directory-Enabling Your Application with NDS
Benefits of NDS 
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July 99 464-000057-007 Designing NDS Schema Extensions 
The Novell Controls for ActiveX and Visual Basic: Logging In 
Extending the NDS Schema with DSAPIs
NDS 8 Update 
Novell Delivers High-Availability Solution for NetWare 5 

June 99 464-000057-006 Programming with the Novell Controls for Active X and Visual Basic: Getting 
Started
Configuring JavaBeans for Novell Services
Schema Enhancements for NDS 8
Runtime Programming in Java; A Technology Primer
Using BulletProof’s JDesignerPro 3.0 to Build Java Applications on NetWare 5

May 99 464-000057-005 Introduction to NDS for Developers 
Applications for NetWare 5, Part 4 
Overview of NDS for NT 2.0 
BorderManager Authentication Services 3 
EPC C/C++ Enterprise Edition for Novell NetWare 
Novell SuperLab 
NDS for Solaris: An Overview 
Active Server Pages (ASP) on NetWare 

Apr 99 464-000057-004 Understanding and Using Novell’s Universal Component System
The Novell Developer Kit
NDS for NT Q & A
Applications for NetWare 5, Part 3
Using Novell’s Year 2000 Information Ferret to Determine Your Y2K Status
Developer News
Minimum Patch List

Mar 99 464-000057-003 Introduction to NDS v8
DeveloperNet University’s NDS 102 Using C and LDAP
Stick a Fork in it: 1998 Novell Developer Workshop Tour Series Well Done
Applications for NetWare 5, Part 2
The Winners’ Circle
Novell Java Q & A 

Feb 99 464-000057-002 The Winners’ Circle
NDS102: Authenticating to NDS Using C (NDAP) APIs
Why Develop to NetWare 5? Part 2
Whats New in NetWare 4.2?
NetWare 5 Tested and Approved Applications

Jan 99 464-000057-001 Developing NLMs with Metrowerks CodeWarrior
NetWare 5 Overview, Part 2
Writing Java Applications on NetWare Using Legacy NLMs
Why Develop to NetWare 5?
Cisco and Novell to Provide NDS with Interoperability with Cisco Routers and 
Switches 

Dec 98 464-000055-012 CodeWarrior’s Architectural Advantage 
DeveloperNet University’s NDS101 Using C and LDAP
Novell’s Controlled Cryptographic Services
Developing Target Service Agents Using CCSCL 
AnyInfo Example 7: Using JDBC to Access an Oracle8 Database
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Nov 98 464-000055-011 Configuring LDAP Services for NDS
DeveloperNet University’s NDS101 Using C
Using Java Naming and Directory Interface (JNDI) to Develop NDS-Enabled 
Applications

Oct 98 464-000054-010 Enhancements to Novell Directory Services in NetWare 5
Using Z.E.N.works to Distribute and Manage Applications on a Network
A Z.E.N.works-Friendly Location Independence Strategy for NetWare Networks
Assessing the Business and Technical Aspects of Public Key Infrastructure 
Deployment
ManageWise 2.6: New Features and Enhancements

Sep 98 464-000054-009 What’s New in the NetWare 5 Operating System?
Installing NetWare 5: Tips and Tricks
Migrating to Pure IP with NetWare 5
Compatibility Mode Installation and Configuration
Printing in NetWare 5 with NDPS 2.0
New Security Features in NetWare 5

Aug 98 464-000054-008 Quoi de Neuf: What’s New in NetWare 5?
Troubleshooting Synchronization with NDS Manager
Implementing NDS-Enabled Solutions at Clemson University, Part 2
GroupWise 5.2 Performance Tuning and Capacity Planning
Collecting and Interpreting NetWare 3.x and 4.x Server Statistics with 
STAT.NLM
Break the Web Server Speed Limit with a Web Server Accelerator
Using BorderManager to Improve the Quality of Service for International 
Access to WWW.NOVELL.COM

Jul 98 464-000054-007 Implementing NDS-Enabled Solutions at Clemson University
Using NDS Manager’s Graphical Schema Manager Tool in NetWare 4.11
ManageWise 2.5 Configuration and Usage Tips
Charlotte: An Automated Tool for Measuring Internet Response Time

Jun 98 464-000054-006 An Introduction to NetWare for Small Business 4.11
Using NDS Manager for Partition and Replica Administration
Using Z.E.N.works to Manage Users’ Desktops
Novell GroupWise Performance Management on Compaq Servers

May 98 464-000054-005 Novonyx Product Overview: Netscape Enterprise, FastTrack, and Messaging 
Servers for NetWare
An Introduction to Z.E.N.works: Zero Effort Networking for Users
Using DSREPAIR to Maintain the Novell Directory Services Database
SQL Integrator: A Data Request Broker for Heterogeneous Data Access

Apr 98 464-000054-004 An Introduction to Novell Distributed Print Services (NDPS)
Easing TCP/IP Network Management with Novell’s DNS/DHCP Services
Using the Graphical SYSCON Utility in NetWare 3.2
Using the Novell Internet Access Server (NIAS) and a Modem to Connect Your 
NetWare Server to an ISP

Mar 98 464-000054-003 Managing Mixed intraNetWare and Windows NT Networks with NDS for NT
Maintaining IPX Compatibility During a Migration to TCP/IP on a NetWare Net-
work
Using the Novell Upgrade Wizard
Network Address Translator (NAT) Theory and Troubleshooting
Supporting PCI Hot Plug Technology in the Novell Architecture
DeveloperNet: The Source of Opportunity for Application Developers
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Feb 98 464-000054-002 What’s New in NetWare 3.2
Accessing the Novell Support Connection Web Forums on the Internet
Using the SAPMON Utility to Monitor SAP Traffic and Troubleshoot Network 
Problems
Novell SuperLab Hosts the SuperLab Challenge
Networking Case Study: The Novell Connecting Points Network at COMDEX/Fall 
‘97
BorderManager FastCache: Single Proxy Server Supports 67,000-Seat Network 
for Utah Schools

Jan 98 464-000054-001 The New Face of Networking
Consumer Gas Company, Ltd. Migration to IntranetWare from NetWare 3.12: A 
Case Study
A Practical Guide to Using Novell Application Launcher (NAL) 2.01
Improving Novell BorderManager Scalability with Intelligent Server Adapters
Improving Sun Web Server Performance and Scalability with BorderManager 
Web Server Acceleration

Nov/
Dec 97

464-000052-011 Achieving Class C2 Security in a Network EnvironmentNetwork Security for the 
21st Century: Concepts and Issues
Devising an Information Security Policy: Environment, Risk, and Assurance
Overview of the NetWare Enhanced Security Architecture and Configuration
Implementing Class C2 Security with NetWare 4.11
Protecting Your Network Against Known Security Threats
Security Issues for International Commerce

Oct 97 464-000052-010 A Quick Guide to Web Server Acceleration
Maintaining a Healthy NDS Tree: Part 2
Troubleshooting Server Problems Using the ABEND.LOG File and Memory 
Images (Core Dumps)
Electronic Commerce: The Quest for a Global, Secure Infrastructure

Sep 97 464-000052-009 Three Ways to Deliver Cached Performance to Your Intranet and Internet Users
Novell Storage Services (NSS): Pushing IntranetWare to New Heights
Setting Up a “Change Password Administrator” in NetWare 4
Accessing the Internet with Eicon’s SCOM for IntranetWare Kit

Aug 97 464-000052-008 Web Server Acceleration with Novell’s BorderManager: A Case Study of 
WWW.NOVELL.COM

Learning and Applying the Rules of NDS Security
Maintaining a Healthy NDS Tree: Part 1
Using Novell Application Launcher 2.0 and snAppShot for Application Delivery-
Jul 97
Novell’s Project 2000: Meeting the Challenge of Century Compliance
Installing the “First” NetWare/IP Server
An Overview of Novell’s GroupWise Document Management Strategy
Novell’s Class C2 Level Security Evaluation “For a Network”

Jun 97 464-000052-006 Controlling Access to Open Systems with IntranetWare BorderManager
An Introduction to Novell Replication Services
Implementing Novell’s NT Workstation Manager
Migrating to GroupWise from Message Handling Services
From Paper to Electrons: Initiating Safer Electronic Commerce
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May 97 464-000052-005 Overview of Novell’s IntranetWare Client for Windows NT
Installing the IntranetWare Client for Windows NT
Configuring the IntranetWare Client for Windows NT
Accessing IntranetWare Resources Using the NWGINA Logon Interface and the 
NetWare Provider
Setting Up Network Printing with IntranetWare Client for Windows NT Work-
station

Apr 97 464-000052-004 Overview of Novell / Windows NT Integration Products
Installing the NWAdmin Plug-Ins for Windows NT Workstations and Servers
Integrating Windows NT Users and Groups into IntranetWare Using Novell 
Administrator for Windows NT
Managing NT and NDS Account Information Using the Novell Workstation Man-
ager
Using the Novell Application Launcher with Windows NT
Migrating to IntranetWare from LAN Server, LAN Manager, or NT Server

Mar 97 464-000052-003 Optimizing IntranetWare 1 and 2 Server Memory
IntranetWare Server Automated Abend Recovery
NetWare Over TCP/IP: Integrating NetWare Services into the TCP/IP Environ-
ment
GroupWise 5 Architecture Overview

Feb 97 464-000052-002 Effectively Networking Windows NT with Novell’s IntranetWare
Using the Directory Services Trace (DSTRACE) Screen
Disconnecting NetWare Clients that Have Automatic Reconnection Enabled
The Role of the Physical Network in Network Installation and Optimization

Jan 97 464-000052-001 Design Rules for NDS Replica Placement
ManageWise 2.1 Configuration and Optimization Tips
Branch Office Deployment, Part 2: An Imaginary Branch Installation Project
Managing the Physical Network: A Beginner’s Guide

Dec 96 164-000050-012 Architecting a Full-Service Intranet with Novell’s IntranetWare
Connecting to the Internet from a Novell NetworkNovell AppNotes (cont.)
How to Select WAN Hardware for Your Novell Product
Capacity Planning for the IntranetWare IPX/IP Gateway

Nov 96 164-000050-011 Overview of NetWare Client 32 for Windows 95
Installing NetWare Client 32 for Windows 95
Upgrading Windows 95 Workstations with Automatic Client Update (ACU)
Configuring NetWare Client 32 for Windows 95
Accessing Network Resources with the GUI Login Utility and the NetWare Pro-
vider
Using the Novell Application Launcher (NAL) with Client 32 for Windows 95
Setting Up Network Printing with Client 32 for Windows 95
Troubleshooting and Optimizing NetWare Client 32 for Windows 95

Oct 96 164-000050-010 What’s New in NetWare 4.11
Migrating to NetWare 4.11 Using the Across-the-Wire Method
Backing Up and Restoring Novell Directory Services in NetWare 4.11
Server Maintenance: Maintaining NDS Information for a NetWare 4.11 Server 
During a Brief Shutdown

Sep 96 164-000050-009 Exploring the NetWare Web Server, Part 3: A Complete Innerweb Solution
An Introduction to Novell’s IntranetWare IPX/IP Gateway
Branch Office Deployment, Part 1: A Product Development Approach
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Aug 96 164-000050-008 NetWare/IP 2.2 Implementation and Troubleshooting Guidelines
Network Security: Determining Your Risk Index
Choosing a LAN-based Imaging System for the Small Office Environment
Lessons Learned While Upgrading to NetWare 4.1

Jul 96 164-000050-007 Extending ManageWise for the Challenges of the Enterprise
Licensing and Serialization in NetWare 4.1
A Study of Novell Directory Services Performance and Benefits
Shaping the Infrastructure for Information Security in the 21st Century

Jun 96 164-000050-006 NetWare on One CPU Outperforms Windows NT Server on Four CPUs
Managing Novell Directory Services Traffic Across a WAN: Part 1
NetWare Connect Services: Your Pathway to the Global Business Village
Business Process Re-engineering: A Turning Point in Novell’s Imaging Studies

May 96 164-000050-005 NetWare Client 32 for DOS/Windows: Overview of Architecture and Features
Installing NetWare Client 32 for DOS/Windows
Upgrading Network Client Software with Automatic Client Update (ACU)
Using the Client 32 GUI Login Utility and the NetWare Application Manager 
(NAM)
Using Novell’s NetWare User Tools (NWUSER.EXE) for Client 32 Workstations
Setting NET.CFG Parameters with the NWSETUP Utility and Accessing Online 
Help

Apr 96 164-000050-004 Ten Proven Techniques to Increase NDS Performance and Reliability
Universal Guidelines for NDS Tree Design
Overview of NetWare Link/ATM Technology
GroupWise Remote for the Road Warrior
Auditing NDS Objects with AuditWare for NDS
NDS Expert: Using NDS Checksumming to Eliminate Packet Corruption Prob-
lems

Mar 96 164-000050-003 Roaming a NetWare Network with NetWare Mobile IPX
Interconnecting NetWare Networks with ISDN
Exploring the NetWare Web Server: Part 2
New Bottlenecks in LAN-based Imaging Systems
Large NetWare Networks: Results of Compaq’s 1000-User Server Benchmark 
Tests
Understanding SCANTREE.EXE’s Statistics
Net2000: Enhancing the NetWare Platform

Feb 96 164-000050-002 Exploring the NetWare Web Server
Inside the NetWare Server’s Packet Burst Statistics Screen
Installing and Configuring GroupWise Remote 
Using DS Standard to Migrate Networks to NetWare 4.1Novell AppNotes (cont.)

Jan 96 164-000050-001 Applying X.500 Naming Conventions to NDS
Basic GroupWise Concepts for Support Professionals
Using Packet Size Distributions to Uncover Hidden Network Utilization Bottle-
necks 
Performance Analysis: Isolating the Real Bottleneck in a System
Net2000: Interface and Implementation

Dec 95 164-000047-012 Global Network Services: Novell’s Strategy for Enabling a Smart Global Net-
work
A Look into the Future: Distributed Services and Novell’s Advanced File System
An Inside Look at SPX Communications between RPRINTER/NPRINTER and the 
NetWare Print Server
LAN-based Imaging Revisited
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Novell Education PEP/ATT Training
Novell Education’s PEP/ATT courses assume experience with the subject matter. These courses are 
delivered on an engineering level. Topics covered include support issues, in-depth architectural reviews, 
and advanced enterprise solutions. Advanced Technical Training is fast-paced, highly technical training that 
consists of both lecture and hands-on labs. For the most recent list of courses and to register for a course, 
visit the PEP/ATT registration Web site at http://www.novell.com/education/pep/register.html.

Course and Dates Location Cost

Advanced DirXML - PEP/ATT
July 30-August 2, 2002
August 6-9, 2002
August 13-16, 2002
August 20-23, 2002
August 27-30, 2002
August 27-30, 2002
September 17-20, 2002
September 24-27, 2002
October 8-11, 2002

New York City, NY
Boston, MA
Toronto, Canada
Irvine, CA
Dallas, TX
Chicago, IL
Chicago, IL
Irvine, CA
Provo, UT

$3500
$3500
$3500
$3500$
$3500
$3500$
$3500
$3500
$3300

Novell eDirectory Specialist Bootcamp - PEP
July 8-12, 2002 Washington, DC $3495

ZENworks for Desktops 3.2 + iFolder & OnDemand Services 1.5 - PEP/ATT
October 1-3, 2002
October 8-10, 2002
October 15-17, 2002
October 22-24, 2002
October 29-31, 2002

Chicago, IL
Waukesha, WI
Detroit, MI
Houston, TX
New York City, NY

$1595
$1595
$1595
$1595
$1595

Advanced NetWare 6 Services and Troubleshooting - PEP
July 9-11, 2002 
July 16-18, 2002
July 17-19, 2002
July 23-25, 2002 
July 23-25, 2002 
July 30 - August 1, 2002
July 30 - August 1, 2002
July 30 - August 1, 2002
August 6-8, 2002
August 13-15, 2002
August 13-15, 2002
August 20-22, 2002
August 20-22, 2002
August 27-29, 2002
August 27-29, 2002
September 4-6, 2002

Phoenix, AZ
Boca Raton, FL
Washington, DC
New York City, NY
Provo, UT
Dallas, TX
Boston, MA
San Francisco, CA
Chicago, IL
St. Louis, MO
Nashville, TN
Dallas, TX
Toronto, Canada
San Antonio, TX
Boston, MA
Atlanta, GA

$1595
$1595
$1595
$1595
$1395
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595

 Novell Portal Services with iChain
July 11-12, 2002
July 16-17, 2002
July 23-25, 2002
July 25-56, 2002
July 29-30, 2002 

Dallas, TX
Boston, MA
Los Angeles, CA
Chicago, IL
Toronto, Canada

$1595
$1595
$1595
$1595
$1595



Upgrading to NetWare 6 (Course 3000) 
 
Upgrading to NetWare 6 (Course 3000) gives you the power to change how your company and customers do 
business. The skills and training obtained in this class will enable you to use NetWare® 6 to leverage Novell 
eDirectory™, giving you a way to easily manage your network from virtually any Web-enabled, wireless device or 
traditional desktop computer. You will also learn how NetWare 6 lets you access files, printers, directories, email, 
and databases across all types of networks, storage platforms and client desktops. 
 
Discover how to give your company and customers secure anytime, anywhere access to all of their core network 
resources through the power of Novell® NetWare 6. Gain the skills to create high-availability eBusiness 
infrastructures that deliver fast, uninterrupted access to the data that drives business. 
 
 
THIS COURSE WILL TEACH YOU HOW TO: 

• Install, configure, and deploy NetWare 6 
• Upgrade and migrate to NetWare 6 from NetWare 4, 

NetWare 5, and Windows* NT 
• Implement Novell eDirectory 8.6 and use iMonitor to 

perform cross-platform monitoring and diagnostics of 
all servers in an eDirectory 

• Import, export and migrate LDAP data using the 
Novell Import/Convert/Export (ICE) utility 

• Remotely manage NetWare 6 using Remote Manager, 
iMonitor and iManager—as well as configure NetWare 
6 to use DNS/DHCP and SLP v2 

• Take advantage of the multitasking, multithreaded, 
and multiprocessor-enabled capabilities of  
NetWare 6 

• Configure and use Novell Storage Services™ (NSS) 
• Configure and use NetWare 6 User Access 

Components, including Novell iFolder®, Novell iPrint, 
Novell NetDrive, NetWare Web Access, and the 
Native File Access Pack 

• Evaluate, design, and implement a Novell Cluster 
Services® (NCS) high-availability solution 

 
WHO SHOULD TAKE THIS COURSE 

Upgrading to NetWare 6 (Course 3000) is designed for 
network administrators, system integrators, and other 
network professionals that need NetWare 6 training 
and which meet one of the following criteria: 
 
• NetWare 5 CNE® status 
• Significant working experience with NetWare 5.1 
• NetWare 4 CNE status with the successful completion 

of NetWare 4 to NetWare 6 CNE Upgrade 
Prerequisite (Course 3002) 

 
Additionally, students taking this course will primarily 
be seeking hands-on experience with the new features 
of NetWare 6, as well as certification as a NetWare 6 
CNE. Students will already be familiar with IPX™ to IP 
migration and will know how to integrate NetWare and 
Novell eDirectory with other operating systems such as 
Windows NT or UNIX*. Students will likely come from 
medium to large networking environments that want to 
learn how to take advantage of the high-availability 
benefits provided by NCS and NSS. 

WHY SHOULD YOU ATTEND 

• Make an informed decision on upgrading to 
NetWare 6: This course enables you to evaluate in a 
risk-free, non-production environment how NetWare 
6 and its new features work and how this Net 
services software solution can address your 
organization’s networking needs. 

 
• Gain practical hands-on experience: The course 

provides you with significant hands-on experience 
with NetWare 6 so you can learn how to take 
advantage of the Net services software solution’s 
powerful new capabilities and features. 

 
• Obtain personal instruction from highly trained 

and experienced instructors: Only Certified Novell 
Instructors (CNIs) can teach Novell courses, ensuring 
that your instructor will have the experience, 
knowledge, and insights needed to enable you to  
get the most from your NetWare 6 training. 

 
• Prepare to certify as a NetWare 6 CNE: Upgrading 

to NetWare 6 (Course 3000) has been created with 
the assistance of the engineers that developed 
NetWare 6, so you can be assured that you’ll receive 
the practical, accurate, and up-to-date training 
needed to prepare you to upgrade to NetWare 6 CNE 
status and take the corresponding certification exam 
(exam # 050-678). 

 
WHERE DO YOU GET TRAINED 

Upgrading to NetWare 6 (Course 3000) can be taken at 
Novell Authorized Education Center (NAEC) and Novell 
Education Academic Partner (NAEP) locations, where 
you’ll find the highest quality facilities, equipment and 
instruction in the IT industry. To find the nearest NAEC 
or NEAP, visit our Web site at: 
 
http://www.novell.com/education/locator 
 
 
 

 
 
© 2002 Novell, Inc. All rights reserved. Novell and NetWare are registered trademarks, CNE is a registered service mark, and Power to Change, eDirectory, Novell Storage 
Services, and IPX are trademarks of Novell, Inc. in the United States and other countries. 
 
*All other third-party trademarks are the property of their respective owners. 



Supporting an IT network environment is complicated and keeping your skills up-to-date is a challenge.

Novell® Education just made it easy with Foundations of Novell® Networking: Netware® 6 (Course 3001). 

This latest course teaches the business critical skills you need and prepares you to pass the NetWare® 6

Certified Novell AdministratorSM (CNASM) exam.  Interactive lectures and hands-on labs cover Security,

Web Services, eDirectory™, Email, Storage Management, and Printing.

Find out how easy it is to strengthen your skills.

Visit www.novell.com/education/certify to find a Novell Authorized Education CenterSM in your area.

© Copyright 2002 Novell, Inc. All rights reserved. Novell and NetWare are registered trademarks, eDirectory is a trademark, and Certified Novell Administrator, CNA, and Novell Authorized Education Center are service marks
of Novell, Inc. in the United States and other countries.

are you
the weakest

liNk
in your network?



Order Form

Use this form to order subscriptions to Novell AppNotes (now including Novell Developer Notes), and back issues of 
AppNotes and Developer Notes (subject to availability). Please type or print.

Payment   All orders must be prepaid.

 Check or money enclosed.

 Bill credit card number: Expiration date ________________

 VISA  MasterCard  American Express

Cardholder signature ______________________________________

Cardholder name (printed) _________________________________

Mail or fax this completed form to: or call:

Novell AppNotes Order Desk Fax Number: (800) 395-7135 (U.S. & Canada)
PO Box 14530 (510) 657-1473 (925) 463-7391 (other locations)
Fremont, CA 94539 Please have your order and credit card information ready.

Novell, Inc. • 1800 South Novell Place • Provo, Utah 84606-6194 • 801-861-6000         Pcode=APNOR

Name

Title

Company

Address

City State Postal Code

Country E-mail Address

Phone Fax

 APPNOTES SUBSCRIPTION
Qty Description Unit Price Total Price

One-year subscription to  Novell AppNotes (now includes Developer Notes) US$99.00*

 BACK ISSUES
Qty Part Number (required) Month/Year or Report Title Unit Price** Total Price

 All prices are subject to change without notice. TOTAL

*Shipping and taxes are included in subscription price.

**Back Issue Prices

1–9 copies US$15.00 each plus shipping & handling

10–49 copies US$ 9.00 each plus shipping & handling

50–99 copies US$ 7.00 each plus shipping & handling

100+ copies US$ 5.00 each plus shipping & handling



Novell AppNotes Feedback Form July 2002

To help us give you the kind of information you need to better design, configure, install, and maintain your network, 
please take a moment to answer a few questions about the Novell AppNotes. Fax the completed form to 801-861-4123. 
Thanks—we value your feedback.

1. How useful is each article in this issue?

2. I would like to see more articles on:

 Network design and optimization  Network management  Other____________________________
 Novell product implementation  NetWare theory and internals
 Third-party product integration  NetWare programming

3. The type of article that is most useful to me is:

 Theory/conceptual  Tutorial  Troubleshooting/support  Technical case study

4. My affiliation with Novell is:

 CNE/ECNE/MCNE  Programmer  Systems Integrator  MIS
 CNI  Reseller  Systems Engineer  Network Supervisor
 CNA  Consultant  Technical Support  Other ____________________________

5. I use the following Novell-related products:

 NetWare 6  ZENworks for Desktops  Novell eDirectory  ManageWise
 NetWare 5  ZENworks for Servers  DirXML  Novell Portal Services
 NetWare 4  GroupWise  NetWare for SAA  iChain
 NetWare 3 or 2  BorderManager  NetWare NFS  Developer Tools
 Other_______________________________________________________________________________________

6. General comments about the Novell AppNotes: 

____________________________________________________________________________________________________
____________________________________________________________________________________________________
____________________________________________________________________________________________________
____________________________________________________________________________________________________

Article Title Indispensable Very useful
Somewhat 

useful Not at all useful

Novell Storage Services (NSS) Performance Monitoring and Tuning

Tuning the NetWare 6 TCP/IP Stack via SET Parameters

How to Build J2EE Applications Using Novell Technologies: Part 3

Advanced Features of DirXML, Part 1: Queries

Leveraging the System Management BIOS Information in NetWare- 
Based Applications

Net Management (Beyond the Basics, Network Novice, Directory 
Primer, Tips & Tricks)

Net Support (Network Troubleshooter, TIDbits, Dear Ab-end)

Code Break (Developer Scene, Developer Q&A, DeveloperNet News)

Viewpoints (Ramblings, Lightweight Access)



Quick Guide to Novell Information

 

Resource URL

Novell
For the latest news, solutions, and success stories on Novell 
net services software.

http://www.novell.com/

Novell DeveloperNet
Your direct connection to everything you need to deliver 
secure, scalable business-to-business (B2B) and e-commerce 
solutions—or any directory-enabled solution you have in 
mind—quickly and economically. 

http://developer.novell.com

Novell Support
To open an electronic incident, download the latest patches, 
and find additional technical resources.

http://support.novell.com

Novell Cool Solutions
Provides helpful articles, downloads, manuals, programs, 
demos, and answers to your questions.

http://www.novell.com/coolsolutions/

Novell Product Documentation 
For documentation about all Novell’s net services software. http://www.novell.com/documentation/

Novell Connection
Published monthly by NetWare Users International (NUI), the 
independent professional society for NetWare user groups 
worldwide.

http://www.novell.com/nwc/

Novell Consulting 
Need help putting it all together? See our Web site for more 
information on bringing in Novell experts to make your 
technology work as one net.

http://www.novell.com/programs/ncs/
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