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Letter from the Editor

1

Dear AppNotes Readers:

Welcome to the June 2002 issue of Novell AppNotes! As you probably know by now from our cover, this is
the Twelfth Anniversary issue of the AppNotes. While this may not mean much to some, to us this is a
major accomplishment! We’re twelve years old and still going strong—a rare thing in this industry!

Over the years we’ve seen many changes to the AppNotes, including numerous name changes and shifts in
the focus of our information as Novell’s technologies evolved. We’ve also seen many changes to our staff.
Through all of these changes, I’m glad so many of you are still reading AppNotes and finding it a useful
part of running your business. I hope we can continue to do provide this service for many years to come.

I hope you will take a few minutes to read my Ramblings column in the back of this month’s issue. I’m not
trying to be egotistical or self-promoting, but I want you to gain a little insight into the history of the
AppNotes and the experience of the current staff. I promise it will be time well spent!

In response to reader feedback, we have added something new starting with this issue. You’ll notice the
bleed tabs on the edge of the pages to help you locate the portions of the magazine you want to read.
Rather than dividing the magazine into feature articles and how-to articles, it will now be divided into three
parts: AppNotes (geared toward network administrators), Developer Notes (geared toward developers),
and Sections (short articles and columns of interest to our entire technical audience). We hope this makes it
easier to quickly find the content you are looking for.

In this month’s issue, we have “Technical Considerations for Choosing the Best Directory” by Justin
Taylor. This should enlighten you on how to choose the right directory for your needs. Next is
“Authenticating Users to UNIX Systems with Novell eDirectory and LDAP” by Britt Courtney and Barry
Fausnaugh. This will help those who are using UNIX and want a high-powered directory. In keeping with
the directory theme, we have “Accessing Data on Multiple eDirectory Trees with a Single Login Using
Novell NetStorage” by Bill Calero.

Since interest in BorderManager is high we have “Novell BorderManager Filter Configuration through
iManager” by Subbaraju Uppalapati and Mrinal K Bhattacharjee. Our final AppNote this month is “Update
on the Centralis AXE Utility: What’s New in Feature Release 1?” by Ewen Anderson.

For Developer Notes this month, we continue an ongoing series for which we’ve received a lot of positive
feedback. This “How-To” article is entitled “How to Build J2EE Applications Using Novell Technologies:
Part 2” by Jeff Hanson. Stay tuned for more of this series in the months ahead!

As always, I look forward to hearing from you and getting your feedback! Happy 12th Anniversary!

Until next time,

Gamal B. Herbon
Editor-in-Chief

June 2002
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Technical Considerations for 
Choosing the Best Directory

Justin J. Taylor
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This AppNote presents some solid technical criteria that you can use to make an
educated decision on which directory to use.
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• Conclusion
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Introduction

Looking for a directory? If you are like IT professionals in most organizations
today, you are striving to create a directory services strategy. But with the wide
range of directories on the market, this strategy decision is not an easy one to
come to. Bring up this topic in the average IT department and battle lines will be
drawn. It is reminiscent of the good old days of the NOS battles, where religious
fervor often outweighed solid decision making.

The purpose of this AppNote is to help remove the religious fervor that surrounds
this very critical decision and replace it with solid technical criteria that you can
use to make an educated decision.

Do You Know What a Directory Is?

This question may seem condescending to many people, but to be honest a great
many people will give you a great many answers to the question of what a
directory is, what it does, and what it is useful for. Some believe that directories
are simply databases. Some think that directories are only useful for telephone
white page type applications. Others would have you believe that all directories
are the same and that all you need is a database with LDAP (Lightweight
Directory Access Protocol) support.

To help put directories in perspective, it is important to realize that directories are
not necessarily computer-centric. Many directories in existence today have
nothing to do with computers. For example, have you ever looked up a telephone
number or address from a telephone book? Do you have a personal address book
with information about telephone numbers, addresses, birthdays or other pertinent
information about friends, family, or business contacts? Have you ever gone to a
large building and had to read the office listings and map to find out where to go?

These items are all examples of directories that we use on a daily basis no matter
where we live in the world. While there are many implementations and formats of
these, they all serve the same purpose: they guide us. In most cases these
directories follow the definition of a directory as an adjective: “serving to direct.”
Isn’t that really what we use the above types of directories for? They help us make
decisions. For example, if you were looking for your doctor’s office in a building,
you could simply read the office listings to find out what room he or she is in. If
you weren’t sure which way to go to get to that room, you could reference the map
and allow it to guide you there.
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It is important to realize that these forms of directories have evolved over time,
due to the specific needs they address. For example, before the creation of the
telephone, there was no need for a city- or county-wide telephone book. The first
phone books were not in the format we know today. Instead, early owners of
telephones had their own personal telephone books that they created with numbers
for people they called regularly. As more and more households and businesses
began using telephones, the need arose for a more standardized method of
providing directories. The white pages we have today were created to answer this
need. Over time, as businesses wanted to attract customers to them, the white
pages evolved into the yellow pages. This model has subsequently evolved into
Web pages and targeted ad banners.

Technical Criteria for Choosing a Directory

There are a number of technical criteria which you should use to decide on a
directory. These include:

• Discovery

• Security

• Storage

• Relationship

Each of these criteria is discussed below.

Discovery

The simplest definition of discovery is: The ability to search for, retrieve, and
update information. This is the simplest of all criteria to consider, as it
encompasses the elementary topics of reading and writing which all of us have
been doing since our childhood. But while discovery is simple in concept,
implementations of the sub-components are vastly diverse and fairly complex.

Discovery is a critical component of a directory, because without discovery the
rest of the directory service is worthless. Discovery makes up a large portion of
the directory’s access method. It covers the ability to perform the following tasks:

• Create objects in the directory

• Update these objects and their attributes

• Alert internal or external systems of changes made within the directory

• Find information either by a complete name or partial name

• Provide for unique names throughout the directory

• Bring data from the directory to the user

• Provide a common way to refer to objects in the directory
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Discovery - Publication. Publication does just as its name suggests: it permits a
user, device, or application to write information to the directory service. In using
the word “write,” it is important to note that this implies the ability to create new
objects as well as the ability to update properties or attributes of that object. When
examining a directory service, you need to determine which methods are available
to publish to the directory. Organizations need to ensure that the directory service
supports the methods they desire. Many are using LDAP as a standard publication
method. As an Internet RFC standard, LDAP has many appealing features such as
portability across directory services.

Note: Not all directories that claim LDAP support are equal. Examine closely the 
implementation of LDAP to ensure that the directory you choose will be able to 
interoperate with LDAP-enabled applications. The Open Group’s LDAP 2000 
certification is a good way to ensure interoperability of the directory service 
with LDAP-enabled applications.

LDAP is not the only method to publish to a directory service. Besides LDAP,
directories can use database publishing tools such as the Open Database
Connector (ODBC) standard and Sun’s Java Database Connector (JDBC) to
interface to off-the-shelf applications, programming tools such as Sun’s Java
Naming and Directory Interface (JNDI) and Microsoft’s Active Directory Service
Interface (ADSI), as well rich directory-specific publication methods such as the
Novell Directory Access Protocol (NDAP). The important thing to note is that
when it comes to directory publishing methods, one size doesn’t fit all. You
should choose the one that offers solutions for your particular needs for today
and tomorrow.

Discovery - Retrieval. If a directory can have information published to it, it
makes sense that it should have the ability to get the data back out again. Retrieval
allows for this, and it is the other side of the publication component. The same
methods used for publishing are also commonly used for retrieval of the
directory’s data.

When evaluating a directory service and the methods it allows for publication and
retrieval, options are of paramount importance. It is equally important to know
what your directory service can do in the future. When comparing directory
services, be sure that the directory provides for an abstraction layer that permits
new publication and retrieval methods to be added later. This will ensure that, as
new technologies and solutions present themselves, your investment will be
protected. While some may choose the directory today because of support for a
particular access protocol, it is wise not to limit yourself to a directory that can
only handle that particular protocol and cannot be extended to support others.
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Discovery - Notification. Applications and devices use the data stored in the
directory for many purposes. Many applications make use of the data in the
directory service by periodically polling the directory. This involves checking
objects and reading attributes, or checking time stamps to look for new objects
that have been created or updated since the last polling interval. In such a
scenario, decisions being made based on data the application retrieved during the
last polling interval may be based on old data instead of real-time data.

Systems that make use of data as it is changed or entered are referred to as
“event-driven” systems. In such a system, the directory service notifies the
application that something has happened such as a new object being created,
modified or deleted. The directory service then alerts or informs the application or
device of the change and subsequently acts on it.

Most people would agree that a dynamic system is a better solution. However, in
order for this to be implemented, the directory service must provide mechanisms
to report these changes. This capability is referred to as an event system. A
directory service should not only have an event system, but it should allow for
third-party and custom development using this event system, ensuring that it is
flexible and capable of being easily developed to with a standard set of
development tools.

Discovery - Search. Search is similar to retrieval. As the size of the directory
increases, it becomes important to be able to find information that you are looking
for. Most of the time people simply leave it at that, but search functionality is
another important item to consider when evaluating a directory service.

Figure 1 shows how searching works. A client makes a request, using a tool such
as a command-line utility, a management console, or the address book from an
e-mail package. This request may be as simple as “Show me John Smith” or as
complex as asking to show all servers which have IP addresses within a certain
range. In most cases it is the client that has or doesn’t have the capability to create
complex queries. The query request is formulated by the client and then sent to the
directory service.
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Figure 1: Basic interaction between a client and a directory service.

When comparing these two models, you can look at two key areas: bandwidth
utilization and security enforcement. Here’s how they stack up:

While some use the search feature to measure the performance and strength of a
directory service, it is important to not look solely at search performance numbers
when comparing directory services. Instead, ensure that the directory service
performance is sufficient to meet your needs today and in the future.

Discovery - Identification. As a directory grows, it becomes more important to
ensure that objects are named correctly and uniquely. This is where identification
fits in. Within any medium to large organization, there will be persons with the
same name. The key question is: Does your directory service accommodate this?

Client
Directory

Service

Search

Request

Response

Issue Method Description

Bandwidth Utilization Client Side Inefficient use of bandwidth since you are sending data 
that was not requested over the wire.

Server Side Promotes efficient use of available bandwidth as only 
the requested data or the answer is sent over the wire.

Security Enforcement Client Side In client-side implementations, security and access 
rights are enforced at the client. This creates a secu-
rity risk since the network administrator cannot con-
trol what applications are run on a workstation.

Server Side Server-side implementations enforce security at the 
server and only send what the client requested based 
on their access control rights.
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Directory services that are based on the X.500 model perform this function via the
directory hierarchy. In Figure 2, Acme, Inc. is using a directory service that
leverages the X.500 model. Acme has created a tree with container objects known
as organizational units ( OUs) for each of their geographic sites—in this case,
Tokyo and Osaka. In each office there is a person named John. Because of the
hierarchical design of the directory, each “John” object is uniquely identified by
its distinguished or full name.

Figure 2: Two objects uniquely identified by their globally unique distinguished names.

Most directory services offer a hierarchal approach similar to or derived from the
X.500 model, while others do not, thus limiting their usefulness. A few make it
look like they are X.500-based, but in reality their structure is flat. It would be
wise to investigate and test how the directory handles hierarchy when dealing
with identification of objects in the directory.

Discovery-Indirection. In a directory service, indirection ensures that objects can
have a relationship created with physical assignments such as file system rights
and applications that their associated objects are to use in their day-to-day work.
Typically, directory services provide for this type of management for users and
groups.

The real test of a directory service and indirection comes when you add physical
devices such as servers, routers, switches, and printers to the directory. These
objects can be referenced in the directory by using their distinguished name, as
discussed above. Rferencing these devices using their logical directory service
names ensures that, regardless of where the object resides on the physical
network, the directory can always find it.

O=Acme

OU=OsakaOU=Tokyo

CN=John CN=John

CN=John, OU=Tokyo, O=ACME

(Globally unique distinguished name)

CN=John, OU=Osaka, O=ACME

(Globally unique distinguished name)
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Later in this AppNote we will see how the directory service must provide for
registration services to make this possible and how the directory’s ability to
provide reference capabilities are needed.

Security

Webster’s dictionary defines security as “the quality or state of being secure;
freedom from danger; freedom from fear or anxiety.” With this definition in mind,
it is crucial that a directory service ensure that the data and the service itself be
“secure” and “free from danger.” This in turn will allow the administrators who
are responsible for it to be “free from fear and anxiety” in regardw to the security
of the directory.

Finding a directory services that covers all components of security is difficult.
Even those that seem to cover all of the aspects may only do so in a limited
fashion. This section covers the following security-related components of a
directory service:

• Authentication

• Key management

• Qualification

• Authority

• Enforcement

• Audit

Security - Authentication. Authentication allows systems to answer an
all-important question: “Who are you?” This is the most basic of all security
functions, since it is in essence the front door to your network. This is commonly
referred to as “logging in,” something millions of people around the world do
every single day. Since authentication is so important, it is no wonder that all
directory services provide for this function in some form or another.

So how do you distinguished between directory services when it comes to
authentication? As always, the decision revolves around options. There are many
different forms of authentication that can be implemented today and more will
come tomorrow. The current forms of authentication are based on three concepts:

• Something You Know. The most common forms of authentication fit into this
category. Around the world, millions of people enter user names and
passwords every day to obtain access to various computer services. Yet this
common combination has many problems in regards to password strength and
security. In order to make passwords stronger, administrators create policies
dictating how long passwords must be, how often users must change them,
what types of passwords can be used, and whether or not they can be reused.
These policies make it difficult for users to remember their passwords, so they
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write them on a piece of paper and tape it to their computer monitor. Needless
to say, this defeats all the extra protection the strong password policies were
designed to enforce.

• Something You Are. This form of authentication is commonly referred to as
biometrics. Biometrics involves using physical indicators as a key. Different
physical characteristics—fingerprints, voice, and facial or retinal features—
act as these keys. Because of the uniqueness of a person’s fingerprints, voice,
face, or retinas, this provides a very strong authentication method.

• Something You Have. This is the method used most often in real life. For
example, when you travel by airplane you must show some form of ID such as
a driver’s license or passport to provide positive proof that you are who you
say you are. When you write a check, you may be required to show ID as well.
Computer systems can now provide the same capability using “smart card”
technologies. Devices such as tokens allow for unique one-time passwords to
be created, allowing for stronger password-based systems. X.509 certificates
also fit into this realm and can allow for stronger authentication using Web
browsers and the Internet.

So which one of these authentication methods should you look for in a directory
service? A good directory service will provide support for all of these methods
and allow you to deploy them as needed within your organization. An additional
feature to look for is a modular authentication engine within the directory service
that will allow for new authentication methods to be added as time goes on.

Some directories provide for a more powerful version of authentication by
permitting more than one form of authentication to be used to ensure identity.
Using multiple methods, administrators can create a higher level of trust than is
possible with a single form of authentication.

Security - Qualification. Qualification deals with trust. It allows a directory
service to provide different levels of access to the directory and the resources that
it controls. It helps to determine the extent of the information that each object can
access. As is common in most organizations, certain users are alowed to perform
administrative tasks and others can only access the components they have been
given authority over. Using the qualification function, different levels of access
can be granted for those who are anonymous users than for those who have an
authenticated directory identity. In this way, the directory can be made extremely
secure, allowing for minute levels of trust to be delegated to anonymous users—
maybe just enough to enter a Web site and perform self-service types of duties.
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A more powerful feature of qualification deals with access based upon the
authentication method used. With all the new forms of authentication, it makes
sense to decide which method is required to access certain types of information.
For example, if a user authenticates using a simple user name and password, will
you necessarily allow that user full access to all aspects of the directory or the
resources and services that it protects? Put another way, how much assurance do
you have that users are who they say they are? With most directory services, you
will have no choice but to trust username-password authentication since this is the
only method allowed.

Another key consideration, then, is whether a directory service allows for varying
levels of trust depending upon the forms of authentication used to identify the
user. As the strength of the authentication increases, so does the trust. The
stronger the trust, the more the person is allowed to do. To represent this model,
engineers commonly use the diagram in Figure 3.

Figure 3: A directory with both single- and multi-factor authentication.

This model defines the strength of each authentication. The bottom includes
single-factor authentication methods, while the top deals with strong multi-factor
authentication methods. Using this model, an administrator can require that
certain users must authenticate using a certain single- or multi-factor method.
Taking it a step further, the administrator can also decide what types of access to
allow depending upon the authentication method used.

000

001

010

011

111

110

100

101

Highest

Quality

Lowest

Quality

Single Factor Authentication

Multi Factor Authentication

Single Factor Authentication

Multi Factor Authentication

000 = User name and password

001 = Token/X.509

010 = Biometric

011 = Smart card

100 = Password & Token

101 = Token & Biometric
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Security - Authority. Authority is defined by answering the question, “What can
I do and what can’t I do?” In most security environments, access to resources is
controlled via access control lists (ACLs). These AC's are made up of access
control entries (ACE) that dictate what an object’s rights are. Notice the word
used was “object,” not “user.” When choosing a directory service, it is important
to ensure that any object can be given rights to any other object. Since users are
the most common object in a directory service, some directories only allow for
users, groups, and maybe a few other object classes to be assigned rights. But in
reality, all objects need the ability to be granted authority.

For example, applications and services need to have access to the directory and
the resources that it controls. Most directories require applications to obtain
access via a service account. A service account is a User object with the necessary
rights to be able to do its job. This creates a security hole since these accounts
become vulnerable to hacks because of their higher level of authority.

A directory service should also allow for self-service, allowing users to opt in and
out of services as well as letting them to create their own identities for Internet-
type applications.

Security - Enforcement. Enforcement is the other side of authority. As defined
above, authority deals with access. Enforcement ensures that the access limits you
define are actually put into practice. This sounds like a simple item, and all
directories provide for this. But it is important to understand how they enforce
the rights.

Enforcement can be initiated several ways. Some systems enforce authority in a
static fashion. In this way, the user’s rights are determined upon authentication by
reading access control lists. The user is then returned a “ticket” with that user’s
access rights stamped on it. When a user wants to obtain access to a resource, the
ticket is passed to the resource and access is granted based upon what the token
says the users access rights are. This type of system is very popular due to its
simplicity. The down-side of this method is the fact that if users’ rights are
changed or if a user is deleted, the ticket is still valid until the user logs out of the
network.

A more powerful method is to dynamically check the user’s rights every time he
or she requests access to a resource. This ensures that access is enforced based
upon the most up-to-date information available from the directory service.

Security - Audit. When discussing security, auditing is always involved.
Auditing allows for changes that are made to the directory to be logged and
subsequently tracked. In essence, this becomes the electronic version of a paper
trail. This feature is not simply an extra, but is a requirement for those
organizations interested in ensuring that their network is truly secure by
performing routine audits of the directory service to ensure that no unauthorized
access or modifications were made.
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Most auditing systems try to interact with the directory services event system.
This makes auditing difficult for directories that do not have a robust event
system. By tying directly into the event system, certain events can be tagged as
being of importance to the administrators and then subsequently logged for future
use. The administrator can review the log to check for certain events that are of
interest or relevance. More sophisticated systems allow for alerts to be sent to an
administrator, letting them know of events in real time. Using this method,
problems can be stopped immediately instead of waiting until the problem is
found during a routine audit.

Security - Key Management. One of the more advanced features of a directory
service involves the use of Public Key Infrastructure or PKI technologies. These
technologies provide for highly secure information by using public and private
key pairs commonly know as digital certificates. Using this type of technology,
data and e-mail within a company can be digitally signed to ensure that the e-mail
came from the address listed. Digital certificates can also be used to encrypt the
data to ensure that the data is not read or tampered with by unauthorized users.

These forms of technologies are being used more and more in the Internet-centric
business world. The most common technology for this revolves around the X.509
standard that is part of the X.500 directory standard. The solution involves using
specialized servers known as Certificate Authorities that not only mint (create)
these certificates, but also allow for outside organizations to verify the validity of
the certificate. From the beginning, the management of these certificates was
intended to be the domain of a directory service. Directories are a natural fit since
the certificates themselves identify users. Directories provide for a central point of
management and the certificates themselves can be used to authenticate users.

Storage

At the heart of any directory service is a database. Usually this database is
abstracted to the point that the administrator doesn’t really think of it much. The
users who need access to the services that rely upon the database never see it or
even care about its existence—it is simply there. But although administrators and
users give little mind to the particulars of the storage engine, it is the foundation
upon which the other components (such as discovery and security) are built upon.
If the foundation is faulty, the rest of the directory will suffer.

The storage component deals with persistence, integrity, segmentation,
distribution, indexing, caching, and classification. This section discusses each of
these components and tells how to make decisions around the following issues:

• Keeping the data secure against corruption and failure (persistence)

• Ensuring that all instances of the directory are in sync with each other
(integrity)

• Providing the ability to break the database into smaller, more manageable
pieces (segmentation)
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• Making the data accessible wherever it is needed (distribution)

• Increasing the speed of searches via indexing and caching

• Giving administrators the ability to enlarge the scope the directory service by
increasing the number of objects and attributes that it can contain
(classification)

Storage - Persistence. Before the invention of the printing press, people known
as scribes where responsible for copying books and other types of documents.
This was a tedious and painstaking task. A single scribe may have spent up to one
year copying a single book. These people had to be very persistent to ensure that
the content was as correct as humanly possible. A single error could result in the
waste of several hours or days worth of work.

A directory service requires that the same level of care towards accuracy be
maintained within the underlying storage engine of the directory service.
Persistence ensures that the data the directory contains is securely stored and
protected against data corruption or hardware failure.

Saying that a directory service should protect against data corruption sounds very
obvious. However, while most directory services provide for some methods to
prevent or fix corruption, they do not all do it with the same level of protection.
When choosing a directory service, you would be wise to look for these features:

• Logging. Logging allows the directory services storage engine to ensure that
transactions (changes) made to the directory are completed. In the event that a
transaction does not complete due to some failure, the directory uses these
logs to roll back the object to its former state. The directory service should
implement both the ability to roll backward as well forward. Using the
combination of rollback and roll-forward logging, a directory service has the
ability to move back and forth to any moment of changes.

• Maintaining references. Throughout the directory, various objects will make
references to other objects within the directory. As objects are moved or
renamed, these references can become broken. A directory service should
provide services to ensure that these links are not broken, thereby ensuring
guaranteed name resolution.

• Repair utilities. Most directory services have repair utilities of one kind or
another, but not all repair utilities are the same. When evaluating the tools, it
is important to examine the effects on the directory service uptime. Some
tools require that the directory be taken offline in order to be repaired. This
can have catastrophic results in many organizations, especially as more and
more information is contained within the directory.



J u n e  2 0 0 2 17

A
pp

N
ot

es

Storage - Segmentation. The concept of directory-enabled networks is very
valuable for organizations. As organizations move toward a complete directory-
enabled network, more data will be stored and referenced within the directory.
Segmentation allows administrators to divide a large directory tree into smaller
portions known typically as partitions. These partitions can then be distributed to
individual directory service agents around your network (see “Storage -
Distribution” below for more details).

Besides dividing the directory into smaller pieces for distribution, segmentation
allows for enhanced scalability for maintenance tasks. Without this feature,
operations such as repairing the directory must be enacted against the entire
directory (or large chunks of it) and will take considerably longer to complete. In
the case of those directories that require the server to be taken down for repairs,
this will increase the time that the directory is unavailable for services.

When examining a directory service’s segmentation capabilities, you need to be
sure that, even when segmented, the name space is still a single cohesive name
space. Some directory services look like they provide for segmentation, but in
reality is a series of individual name spaces that are linked together. This creates
problems when trying to manage naming models since you need to use another
name space to manage the naming of the objects in the directory service. Security
is also a problem in these environments since these individual name spaces are
actually security boundaries that interfere with the delegation of rights.

Storage - Distribution. Another key differentiator of a directory service is the
survivability of the data. In order to provide a high degree of survivability and
accessibility, a directory service should allow for the data contained within
partitions to be distributed to other directory service agents (DSAs) throughout the
network. In most directory services, this is typically referred to as replication.

Using the directory’s ability to be segmented, administrators create partitions at a
high level in the directory service based on the geographic/WAN environment.
The administrator can thereby store replicas of the partitions locally on servers
that are on the network that the partition refers to.

In Figure 4, the administrator has created an OU for the two geographic locations
in the network: Tokyo and Osaka. By segmenting this way, the administrator can
distribute the Tokyo partition to the local Tokyo servers and store the Osaka data
on the Osaka server. This allows the data to be accessible to the proper scope of
clients. The Tokyo partition contains the information for people working in
Tokyo, while the Osaka partition contains the data for clients working in Osaka.
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Figure 4: Partitioning by geographic boundaries to keep directory data local.

By storing the data on multiple servers in each geographic location, the directory
is protected against hardware failure and can provide for load balancing. The
number of servers on which to replicate the segments is based on the specifics of
each directory service and your fault tolerance/load balancing needs.

One important note on the choice of partition boundaries needs to be addressed.
Some directory vendors would have you believe that it is okay to have a big
directory with no segmentation. When dealing with the distribution factors of a
directory service, it becomes vital that large directories intended to work across
multiple geographic locations have the ability to be distributed with WAN traffic
in mind. Using a single large segment and replicating it across WAN links can be
quite expensive in terms of bandwidth consumption. Partitioning the directory
around WAN connections provides for intelligent control of your organization’s
directory replication.

An examination of a directory service’s suitability would not be complete without
considering the number of partitions a single DSA can hold. Figure 4
demonstrates that a single DSA should be able to hold multiple partitions. Most
directory services allow a DSA to hold only one partition. This limitation results
in excessive hardware having to be deployed and does not provide for scalability
or utilization of the resources already deployed.

Planning a proper distribution design for the segments in your directory is crucial.
Besides providing for local access to the partition data, you may need to provide
for remote access to it. For example, if users in Osaka needed to regularly gain
access to resources or data stored in the Tokyo partition, then the administrator
may want to place a local replica of the Tokyo partition in Osaka for accessibility
purposes, as demonstrated in Figure 5.
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OU=OsakaOU=Tokyo

Partition
Boundary

Partition
Boundary

Tokyo Network Osaka Network
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Figure 5: Placing replicas to facilitate directory accessibility across partitions.

Storage - Integrity. When working with directory services, it is important to
ensure that copies, or replicas, of the partitions are in sync. This integrity
component ensures that data changes that occurring on one instance of the
directory occur on all other copies.

Replication itself is very common not only in directory services, but also in
databases systems. The most basic definition of replication is “copying.” Figure 6
helps demonstrate the process. In this example, a client makes a change to the
directory service. The change occurs on a single DSA. That DSA then uses its
replication process to update the other replicas of the Tokyo partition.

Figure 6: Changes made in a partition are propagated to all replicas.
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Many directory services provide for replication. However, they are not all the
same. Two key points to look for in the replication process are:

• Transparency of replication. Replication should not be a complex operation
to set up and manage. It should as transparent as the underlying database.
However, this does not mean that there should be no management tools for the
process.

• Delta replication. As changes are made to objects in the directory, only the
actual change should be replicated, not the entire object.

Another key point is to examine how many of the partition replicas can be updated
by clients. Some directories are distributed in a master-slave combination,
allowing changed to be made only at a single DSA. Decision makers should be
sure that their directory choice provides for multi-master replication. Directories
that use this method are extremely scalable since they allow changes to occur on
the DSA of their choice. They also are much more fault-tolerant because of the
removal of a central point of failure.

Storage - Indexing. When dealing with large amounts of data, it becomes
difficult to find information. If a directory service contains features in the
discovery component such as search and retrieval, it would seem logical that it
should also provide for indexes that are built around the most common attributes.
Using this indexing feature allows a directory service to perform much faster
searches due to the search being run against the index instead of the entire
database/directory.

Indexing itself is nothing new; it is a key component of any database. When
evaluating directory services, be sure to examine the tools that are used to create
and manage the indexes. Also, be sure that these tools can index the information
that you need indexed.

Storage - Caching. Since a significant factor in the directory service decision-
making process is speed, it is vital to ensure that the directory service will scale
well. One method that a directory service can use is caching. Caching for a
directory service works in a similar fashion to any other type of cache, except that
in this case the DSA is caching the data that the directory contains.

There are two different forms of cache that a directory service should provide.
The first type is the directory cache, which stores the actual contents of the
directory in memory. When clients make a request of the directory, these requests
should ideally be serviced by the cache contents. In the event that the cache does
not contain the data that is requested, the directory service will go to the physical
disk and retrieve the necessary data.
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The second type of cache, and also the most rare to find, is the change cache.
Change caches allow the distribution processes with the directory service to
simply read a cache on an individual DSA to determine what has changed.
Using this type of cache can greatly increase the integrity of the directory across
multiple servers.

In a great many cases, the amount of cache that the directory service can use is
directly related to the platform on which it runs on. Various platforms use more
memory than others. An ideal directory service should be able to limit or increase
the amount of RAM that is used for the cache on all platforms that it runs on. This
allows you to optimize the memory allocation on the platform and not adversely
affect the OS.

Storage - Classification. As mentioned earlier, the power of a directory service is
related to the relationships that it allows to be built. As the power of the directory
is leveraged within your organization, you will want to increase the types of
objects that the directory can contain. You may also want to provide for additional
information about an already existing object to be extended. This type of
extensibility is crucial to consider when choosing a directory service.

Most directory services refer to this classification method as a schema. The
schema refers to the list of objects and attributes that the directory permits to be
stored. All directory services have schemas; the difference lies in how extensible
the schema is. Some directory services have set schemas that cannot be modified
or extended. Others have extensible schemas, but have serious restrictions on
what these new objects can be used for. It would also be prudent to determine
what tools are available to manage the schema. Many directories allow for
extensibility but are very difficult to extend, requiring changes to be made
programmatically.

Relationship

This section discusses one of the most important aspects of a directory service: the
components of relationship. In fact, I have come up with what I call Taylor’s Law
of Directories which states: “The value of a directory is measured by the number
of relationships it manages and the new applications that result.”

When I discuss directory services with people, they usually want to get into the
nuts and bolts or the technological issues surrounding items such as storage,
security, and discovery. While these components are crucial, they are not as
important as the ability of the directory service to create and manage
relationships. By utilizing the capabilities covered in the relationship components,
organizations can create relationships between objects that have little or no native
relationships between each other. This in turn empowers the organization to create
a new breed of intelligent applications.

This section discusses the following aspects of a directory’s relationship
components:
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• Relationships between separate autonomous directories (federation)

• A logical structure with which to manage your enterprise (organization)

• Relationships between objects that may not fit into any one organization
(collection)

• Unique naming capabilities (registration)

• A system to effectively manage rights and policy distribution (inference)

• Capabilities to ensure that users and other objects are given special
considerations based upon who they are and what they are doing (policy)

• The ability to allow users to opt in or out of services that the directory or its
derived applications provide (subscription)

Relationship - Federation. Organizations have many various boundaries applied
around natural groupings such as departments, divisions, or project teams.
Typically we refer to these boundaries as authoritive boundaries, meaning that the
authority over the operations within these bounds is kept internally.

Directory services allow for the delegation of this authority by using the various
aspects of the security components described earlier. However, for either political
or legal reasons, there may be a need to maintain separate directories. When
separate directories are used, the ability to manage the organization can be
impaired. The ideal directory service helps in this matter by allowing the separate
directories to function as one while still respecting the authoritive bounds.

In Figure 7, user John is part of the Acme tree based in Tokyo. John needs to
access information and services offered on server FS1. However, server FS1 is
part of the Widgets tree in Osaka.

Figure 7: Scenario where a user in one tree requires access to services in another tree.
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In some directories, the administrator in the Widgets tree would be required to
make a new account for John in that tree. This would require John to maintain
multiple identities and to be authenticated to both trees. With federation, the
administrator in the Widgets tree can simply add user John from the Acme tree to
the access control list for FS1. Using this approach, John has only one account
maintain and will only be required to authenticate once to the Acme tree.

Few directory services actually provide for federation. When evaluating
directories, be sure to examine the federation features carefully. Some directory
services seem to offer this feature, but in reality require that the individual trees
join some higher-level authoritive boundary. In these circumstances, the
autonomy of the various organizations is hindered due to the need to allow a
higher entity to govern the aspects of security and schema.

Relationship - Organization. As directories became more and more prevalent,
the need to organize the objects in a logical format became evident. In 1988 the
X.500 standard created a method of organizing objects. In this standard, special
objects know as containers are used to organize the directory.

There are many kinds of container objects that can be used. These include:

• Root. Root objects represent the top of the directory tree. Nothing can be
above the Root object. Root objects are required in X.500-derived directories.

• Country. Since the X.500 model was intended to create a global directory
service, the standard permitted the creation of top-level objects known as
country containers. These containers are limited to two-character names that
conform to the international format (for example, Japan = JP). Country
containers can only appear below the Root object. Country objects are
optional in X.500-derived directories.

• Organization. These are containers that represent an organization itself.
Typically there would be one organization object for any single organization.
Organization containers can be contained below the Root or a Country object.
Organization containers are required in X.500-derived directories.

• Organizational Unit. These container types are used to represent
geographical locations, divisions, departments, and other logical groups
within an organization. Organizational units (OUs) can be nested within each
other to create a logical representation of your organization. OUs can be
placed below an Organization object or other OUs, and are optional in an
X.500-derived directory.

By organizing objects using these objects, an administrator can quickly find
objects as well as ensure unique naming. Other directory services features can
take advantage of these organizational capabilities (see “Relationship - Inference”
below).
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Relationship - Collection. While using the organization features described above
is the preferred method of organizing objects, sometimes objects do not easily fit
into just one model. In these cases, a collection feature helps. In its simplest form,
collection refers to group objects. Group objects allow administrators to assign
policies and authority to objects by making the objects members of groups.

Figure 8 demonstrates the need for alternatives to using the organization model
alone.

Figure 8: Scenario where members of a group are in different geographic locations.

In this example there are two users: user John in Tokyo and user Mary in Osaka.
While the tree design allows for the organization of objects based upon their
geographic location, it does not allow for the creation of collections of users that
span different locations. In this case, the administrator has created a group called
“Project_Group”. Mary and John have been added to this group. This group can
then be granted rights to access various resources or have certain policies
imparted to John and Mary by virtue of their group membership. Some directories
offer other objects that can be used as collections and are similar in nature to
groups.

Another form of collection that a directory service can offer is catalogs. Catalogs
permit administrators to include a subset of the directory’s data in one central
collection. As an example, Figure 9 shows the user objects from the Tokyo and
Osaka organizational units being stored in a central catalog. This feature is very
useful for large distributed environments. In these environments, using this type
of collection for application use is typical in order to reduce name resolution.
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Figure 9: Using a catalog to include a subset of directory data in a central collection.

In some cases, catalogs are actually replicas that are sparse and fractional,
meaning they don’t hold all objects or even all attributes for the objects they do
hold.

When evaluating a directory service’s abilities in regard to catalogs, carefully
examine the following issues:

• Can the catalog service contain any objects and attributes you desire?

• Does the directory service provide tools to manage the catalog?

• How do directory changes get updated to the catalogs?

• Is the catalog required or optional? If required, does it become a central point
of failure?

• Is the catalog accessible using the various discovery components of the
directory service, or is it limited to a particular access protocol?

Relationship - Registration. As new objects are added to the directory, the need
for uniqueness is important. The registration feature ensures that objects such as
user names are unique. The registration component can also ensure that other
objects that need to ensure unique names or IDs can. This feature is typically
handled using globally unique identification numbers or GUIDs.

Relationship - Reference. As seen above, groups reference other objects in the
membership list. This is one of the most important features in building
relationships, permitting objects that have little in common to be associated with
each other using references to other objects and the data that they contain.
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Since most directories permit the use of groups, they also provide for reference
capabilities. It is important to understand how the directory handles references;
there is more to it than simply adding an object to a membership list. The
directory needs to be able to ensure that a change to the object (such as changing
its name or moving it) does not break the link. This is a very advanced feature and
few directories permit this. When reviewing directory services, be sure to examine
closely how the directory deals with the referential integrity of links.

Relationship - Policy. The ideal directory service should provide the ability to
manage your environment via policies. Directories allows for the creation and
storage of policies for various types of objects, including users, servers, routers,
and switches. These policies can then be associated to the appropriate objects
using the various methods such as the organizational hierarchy, collections, and
individual users.

Policy management via a directory is unique because of the synergy that can be
created between the objects. For example, a user can have a policy associated with
its objects. This allows administrators to take into account that different people
have various needs. Now the policy for the desktop that the user is logged into
applied to the desktop giving the desktop new features based upon whom the users
is. When the user seeks access to a file server, the file server’s policy is enacted,
as well as the quality of service requirements that were obtained for the router that
the user is attaching to.

Relationship - Subscription. A directory service should include the ability for
users to subscribe to services that make use of the directory service. This
subscription feature permits authenticated users to opt in and out of services. To
leverage this important feature, the directory must allow a special yet rare right
called add self. This right permits user to add opt in and out of services without
having to have unnecessary rights to the objects that represent the services.

Relationship - Inference. The distribution of security and policy to objects can
be a very daunting task to administer. To aid administrators in this, the ideal
directory service should permit them to delegate rights and associate policies
using a solution known as inference.

Inference allows rights and policies to be managed using collection and
organizational objects. Using objects like organizations, organizational units and
groups, administrators can infer rights to objects and mandate policies as needed.
The most advanced method is to leverage the organizational hierarchy to infer
rights and policies. Using this method, administrators can manage the scope of
their assignments by varying the level of the assignment of the hierarchy.

While many directory services have X.500-like hierarchies, they do not all allow
for inference by using container objects such as organizations or organizational
units. Be sure to carefully analyze how the directory service handles inference.
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Other Factors to Consider

Besides looking at the directory services features and components covered above,
you may also want to consider a number of other issues.

Scalability

As the directory becomes more strategic within your organization, the size and
distribution of the directory will mandate a scalable solution. This scalability
deals not only with the number of objects that it can realistically hold, but also
how well it scales in regards to management, distribution, and accessibility.

For example, a directory vendor might rightly say that their directory can scale to
10 million objects per DSA. But how does it handle distribution (replication) in
such a distributed environment? Also, what is the performance like when doing
basic operations such as searches and authentication?

Ownership

Many directory services use third-party databases that they do not own. This may
seem like a good idea, but it leaves the customer at somewhat of a support
disadvantage. When problems arise due to database issues, the directory vendor
many times will be required to go to the database vendor to get support. This may
increase the amount of time it takes to get patches and support.

Cross-Platform Support

Most organizations have multiple operating system platforms. As you examine
directory services, be sure that the directory service is cross-platform and easily
portable to new platforms. This will ensure the long-term viability of your
directory decision. It will also ensure that your decision on current and future
operating systems will not affect your directory decision.

Abstraction

From a storage point of view, abstraction allows the directory vendor to replace
the underlying database as the need arises, with a minimal amount of work.
Directory services that are abstracted to this point are rare, but provide for future
enhancements.

Adoption Rate

Most people don’t like to be the only person doing anything. As you make your
choice of directory services, analyze the adoption rate of the directory. Small
niche players typically have smaller adoption rates than general purpose or full
service directories. Also compare the methodologies used to determine market
adoption. Most vendors’ methods of measuring adoption rates center on “licenses
distributed or sold,” but the number of licenses in actual use can be very different
from the number of licenses shipped.



w w w . n o v e l l . c o m / a p p n o t e s
28

A
pp

N
ot

es
Conclusion

This AppNote has described the technical criteria you should use in determining
which directory service is best for you. For more information, visit Novell’s
eDirectory Web site at http://www.novell.com/products/edirectory.
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Introduction

This AppNote describes a project that was undertaken to implement a solution to
allow Solaris UNIX systems to consume user account and group information from
Novell eDirectory using Lightweight Directory Access Protocol (LDAP).

By integrating the necessary Solaris user and group information with the
corresponding user information in eDirectory, you create a single point of user
and group management which can:

• Simplify account administration by allowing user administration to be
performed from a single location.

• Secure user credentials by requiring users to use credentials only from
eDirectory. Since only one set of credentials are used for both the NetWare/
LAN and Solaris environments, a password change on one system is
immediately reflected on the other system.

• Accelerate user provisioning to the integrated systems. Since user credentials
are stored in eDirectory, provisioning of user access to multiple Solaris
systems can be integrated into existing user management procedures.

Implementing this solution involves three main steps: extending the eDirectory
schema, implementing the LDAP PAM and NSS modules on the Solaris systems,
and modifying the configuration files on the Solaris system.

This AppNote first details the design specifications in terms of the Solaris
requirements and the eDirectory requirements. It then covers the actual
implementation guidelines and procedures used to accomplish the project.

Solaris Design Specifications

The specific information which must be provided to the Solaris system by
eDirectory for user authentication and authorization is the information that would
ordinarily be maintained in the following files (assuming that traditional UNIX
authentication is being used):

• /etc/passwd

• /etc/shadow

• /etc/group

This is the same information that is maintained by NIS (Network Information
Service).
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Required Modules

Three modules are required on the Solaris system:

• pam_ldap.so is an open source LDAP Pluggable Authentication Module
(PAM) that provides access to and manages functions related to posixAccount
information

• nss_ldap.so is an open source LDAP Name Service Switch (NSS) module that
provides access to and manages functions related to shadowAccount
information

• libldapssl40.so is a set of libraries that provides the LDAP library calls used
by the PAM and NSS modules

The PAM and NSS modules are public domain software maintained by PADL
Software Company in Melbourne, Australia. PADL Software runs three Internet
mailing lists which allow users of their software to support each other:
nssldap@padl.com, pamldap@padl.com, and ldap-nis@padl.com. To subscribe to
any of these mailing lists, send an e-mail to majordomo@padl .com with
“subscribe listname” in the message body. PADL Software also offers fee-based
support of these modules if required. PADL Software’s Web site is at
http://www.padl.com.

RFC 2307, entitled “An Approach for Using LDAP as a Network Information
Service” (see http://www.ietf.org/rfc/rfc2307.txt), presents a directory schema that
was authored by PADL and has been endorsed by all major UNIX vendors. It
identifies the information contained in the /etc/passwd file as posixAccount
information, information in the /etc/shadow file as shadowAccount information,
and information in the /etc/group file as posixGroup information when working
with the user and group information contained in eDirectory. RFC 2307 also
covers a wide range of NIS/directory-related topics not discussed in this AppNote.

PADL Software’s pam_ldap. The version of the pam_ldap module provided in
this solution is pam-ldap-124. This module was downloaded from PADL
Software’s Web site and compiled using gcc-2.95.3. This module must be
installed in the /usr/lib/security directory.

Note: If you want to update to a newer version of this module after it is installed, you 
will need to download the latest version from PADL Software’s Web site and then 
compile and install the new module.

Solaris 8 comes with a preinstalled LDAP library module. However, the
pam_ldap module would not compile properly using the preinstalled LDAP
libraries. It was for this reason that Netscape’s LDAP libraries were used. In order
to make the pam_ldap module link to the Netscape library, it was necessary to
disable the preinstalled Solaris LDAP library. This was accomplished by moving
the libldap.so.4 file from the /etc directory to /tmp until the module was compiled.
Once the module was compiled, the library was returned to its original location.
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It is important to note that, for this project, the modules were compiled and
delivered to the client in binary form; they were not compiled on the client’s
system. However, it should be easy for the client to recompile or update modules
in the future by following the documentation that comes with pam-ldap-124 from
PADL Software and using gcc-2.95.3 with the Netscape LDAP library.

PADL Software’s nss_ldap. The version of the nss_ldap module provided in this
solution is nss-ldap-170. This module was downloaded from PADL Software’s
Web site and compiled using gcc-2.95.3. This module must be installed in the
/usr/lib directory.

As with the pam_ldap module, it was necessary to disable the preinstalled LDAP
library on Solaris 8 to compile this module.

Netscape’s libldapssl40. This module provides the necessary LDAP libraries for
the pam_ldap and nss_ldap modules to interface with eDirectory via LDAP. The
libldapssl40.so file is required on every system where these modules are installed.
It must be installed in the /usr/lib directory.

The module comes precompiled from Netscape’s developer Web site at
http://developer.netscape.com. It is included in the Directory SDK download.
Also in the Directory SDK are the include files (ending in .h) which must be
copied to the /usr/include directory (or another location where you normally put
supplemental libraries) if the pam_ldap and nss_ldap modules are to be compiled
on a particular system. If you use a location other than /usr/include, you will need
to include the appropriate settings for the additional directory when compiling the
modules. The include files are only required on systems where the modules are
being compiled. (Newer versions of this module are available from Sun’s iPlanet
Web site at http://www.iplanet.com.)

Other Required Files

Many UNIX systems use a configurable, module-based system for authentication,
authorization, session management, and password management. This architecture
is known as PAM or Pluggable Authentication Modules. PAM functionality is
available on systems running Solaris 2.6 and later.

The pam.conf File. PAM is configured by editing a file called pam.conf in the
/etc directory. An entry in this file defines which services (telnet, ftp, rlogin, and
so on) are serviced by which authentication systems (traditional UNIX
authentication, LDAP, smart cards, and so on). Modules for the same service can
be stacked. Depending on how the modules are stacked and configured, multiple
services may be used by the same authentication module.

Each entry in the pam.conf file has four required fields and an optional field.

The first field defines the service to which the entry applies.

The second field defines which of four types of activity the entry applies to:
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• Auth represents authentication services. This is used by the system to check
the directory for the user id and other account information such as the login
shell, home directory, and other posixAccount information.

• The Account field is used for account authorization. Once a user has been
authenticated, this field can be used to determine if the user is allowed access
to the particular system. In the case of pam_ldap, checking whether the user is
a member of a particular group or has a particular value in the “host” attribute
enforces this authorization.

• The Session field is not used by pam_ldap.

• The Password field is used for password management functions. If properly
configured, a user can change his or her eDirectory password using the UNIX
passwd command. Any password restrictions or constraints imposed by the
UNIX system will be enforced when changing the password from the UNIX
system.

The third field is called the control flag, which determines how the particular
activity uses the PAM module specified in the fourth field. The values of the
control flag can be:

• Required, which means that the user must succeed against the system
referenced by the module. Processing stops whether there is success or
failure. If the service is successful in using the PAM system, then the process
succeeds and returns success. If the service fails against the system, then the
process fails and no other attempts are made. In the case of authentication, the
user will either be authenticated to the system or they won’t.

• Requisite, which means that for this particular service, the user must succeed
against the system interfaced by the module and processing will continue with
any additional modules in the list (if any exist). If the user fails against this
module, failure will be returned and processing will continue. In the case of
authentication, if the user succeeds against this module, processing will
continue in case there are other modules against which the user must
authenticate. In the case of failed authentication, processing will continue;
however, the user will not be authenticated (even if the user would have been
successfully authenticated by another module later in the list.)

• Sufficient, which means that for this particular service, if the user succeeds
against the system interfaced by the module, success will be returned and no
other attempts are necessary. If the user fails against the system interfaced by
the particular module, additional attempts will be made against subsequent
modules (if any) in the list for this service. Failure of a sufficient entry does
not preclude a later entry from succeeding. In the case of authentication, a
user who succeeds against a sufficient entry would be authenticated without
any further processing. A user who fails a sufficient entry but succeeds a later
module of any type would be authenticated.
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• Optional, which means that for this particular service, success will be

returned by the system interfaced by the module, provided the user does not
fail any subsequent required or requisite module. In the case of authentication,
a user will be authenticated against an optional entry if and only if no
subsequent required or requisite flags for the same service fails. If a user fails
to authenticate against an optional module, a subsequent optional, sufficient,
requisite, or required module may still authenticate the user.

The fourth field specifies the full path to the PAM module to be used.

The fifth field is optional and may contain one of several values. For purposes of
this AppNote, we will focus on two of those values: “try_first_pass” and
“use_first_pass”. Each of these values would be used when you have multiple
entries in the pam.conf file for a specific service; they would be placed on the
second or subsequent entry.

• Try_first_pass means that the module should try to use the credentials that
were already entered. If the credentials are valid, they are used. If not, the user
is prompted for new credentials.

• Use_first_pass means that the module should try to use the credentials that
were already entered. If the credentials are valid, they are used. If not, the
authentication fails and the system proceeds accordingly.

For each service configured in PAM, the modules are processed in the order they
appear in the pam.conf file. (You can obtain additional information by reading the
man pages on pam.conf.)

The following listing shows a sample pam.conf file set up to direct Telnet and
FTP authentications to LDAP, as well as traditional UNIX authentication if
LDAP authentication fails. The file is also set up to include account authorization
and password management via LDAP and then files if the LDAP module fails.

#
#ident "@(#)pam.conf 1.15 00/02/14 SMI"
#
# Copyright (c) 1996-1999 by Sun Microsystems, Inc.
# All rights reserved.
#
# PAM configuration
# Authentication management
#
login auth required /usr/lib/security/$ISA/pam_unix.so.1
login auth required /usr/lib/security/$ISA/pam_dial_auth.so.1
#
rlogin auth sufficient /usr/lib/security/$ISA/pam_rhosts_auth.so.1
rlogin auth required /usr/lib/security/$ISA/pam_unix.so.1
#
dtlogin auth required /usr/lib/security/$ISA/pam_unix.so.1
#
telnet auth sufficient /usr/lib/security/pam_unix.so.1
telnet auth required /usr/lib/security/pam_ldap.so.1 use_first_pass
#



J u n e  2 0 0 2 35

A
pp

N
ot

es

ftp auth sufficient /usr/lib/security/pam_unix.so.1
ftp auth required /usr/lib/security/pam_ldap.so.1 use_first_pass
#
rsh auth required /usr/lib/security/$ISA/pam_rhosts_auth.so.1
other auth required /usr/lib/security/$ISA/pam_unix.so.1
#
# Account management
#
login account requisite /usr/lib/security/$ISA/pam_roles.so.1
login accountrequired /usr/lib/security/$ISA/pam_projects.so.1
login account required /usr/lib/security/$ISA/pam_unix.so.1
#
dtlogin account requisite /usr/lib/security/$ISA/pam_roles.so.1
dtlogin accountrequired /usr/lib/security/$ISA/pam_projects.so.1
dtlogin account required /usr/lib/security/$ISA/pam_unix.so.1
#
telnet account sufficient /usr/lib/security/pam_ldap.so.1
telnet account required /usr/lib/security/pam_unix.so.1
#
ftp account sufficient /usr/lib/security/pam_ldap.so.1
ftp account required /usr/lib/security/pam_unix.so.1
#
other account requisite /usr/lib/security/$ISA/pam_roles.so.1
other account required /usr/lib/security/$ISA/pam_projects.so.1
other account required /usr/lib/security/$ISA/pam_unix.so.1
#
# Session management
#
other session required /usr/lib/security/$ISA/pam_unix.so.1
#
# Password management
#
other password sufficient /usr/lib/security/pam_ldap.so.1
other password required /usr/lib/security/pam_unix.so.1
dtsession auth required /usr/lib/security/$ISA/pam_unix.so.1

The beauty of the PAM architecture is the ability for developers to write
applications that use authentication schemes completely independent of the
application. For example, the following listing shows the pam.conf file used on
production Solaris servers configured to access Interwoven’s TeamSite 5.0. (The
TeamSite service entries are shown in boldface type.)

#
teamsite auth sufficient /usr/lib/security/pam_ldap.so.1
teamsite auth required /usr/lib/security/pam_unix.so.1 use_first_pass
#
teamsite account sufficient /usr/lib/security/pam_ldap.so.1
teamsite account required /usr/lib/security/pam_unix.so.1
#
# Password management
#
other password sufficient /usr/lib/security/pam_ldap.so.1
other password required /usr/lib/security/pam_unix.so.1
dtsession auth required /usr/lib/security/$ISA/pam_unix.so.1
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The nsswitch.conf File. The nsswitch.conf file, also located in the /etc directory,
is used to configure which system will be used for shadow information (the
shadow file) and password information (for authentication purposes). Each entry
in the file consists of the name of the function and then a list of the modules to be
referenced.

The sample nsswitch.conf file listed below is the one used on the production
servers. The lines in boldface type show passwd and group access being directed
to the local file system and LDAP.

#
# /etc/nsswitch.file:
#
# An example file that could be copied over to /etc/nsswitch.conf; it
# does not use any naming service.
#
# "hosts:" and "services:" in this file are used only if the
# /etc/netconfig file has a "-" for nametoaddr_libs of "inet" transports.

passwd: files ldap
group: files ldap
hosts: files dns
ipnodes: files
networks: files
protocols: files
rpc: files
ethers: files
netmasks: files
bootparams: files
publickey: files
# At present there isn't a 'files' backend for netgroup; the system will
# figure it out pretty quickly, and won't use netgroups at all.
netgroup: files
automount: files
aliases: files
services: files
sendmailvars: files
printers: user files

The ldap.conf File. The ldap.conf file is used to configure LDAP-specific
information for the pam_ldap.so and nss_ldap.so modules. The following entries
are the minimum required in this file to provide SSL-encrypted communication
and group level authorization to systems with eDirectory:

• host <ip address or hostname of eDirectory server>

• base <container at which to begin searching for information in eDirectory>

• scope sub - specifies a subtree search. (Other options include base - search
only the object specified by the base parameter, and one - search only among
the objects directly contained by the object specified by the base parameter.)

• pam_groupdn <full LDAP DN of group object which a user must be a
member of to be authorized for access to the system>
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• pam_member_attribute member (identifies the attribute name to check for
the DN of the user object for determining authorization privileges. When a
user fails to authorize because he or she is not in the necessary group, a
message is displayed informing the user that he or she must be a member of
the necessary group. If a different attribute name is used, the user will be
informed that he or she must be a different_attribute of the group.)

• ssl on - turn on SSL transport encryption (the sslpath below is also required)

• sslpath <file system path name to a Netscape formatted cert7.db file with the
Trusted Root from the server against which you will be authenticating> -
Directions for installing the Trusted Root certificate taken from eDirectory
are provided later in this AppNote.

If it is desired to authenticate as a specific user when retrieving user information
instead of performing an anonymous bind, the following parameters must be set
(it takes more computing resources to perform an authenticated bind than an
anonymous bind):

• binddn <full LDAP DN of user object to authenticate as>

• bindpw <password of the above user>

The following listing shows the ldap.conf file used on the production servers for
this project, including options other than those listed above to show what is
delivered in a full distribution of the LDAP PAM modules.

# @(#)$Id: ldap.conf,v 1.20 2001/08/22 09:53:12 lukeh Exp $
#
# This is the configuration file for the LDAP nameservice
# switch library and the LDAP PAM module.
#
# PADL Software
# http://www.padl.com
#

# Your LDAP server. Must be resolvable without using LDAP.
host 127.0.0.1

# The distinguished name of the search base.
base o=company

# Another way to specify your LDAP server is to provide an uri with the server
# name. This allows use of Unix Domain Sockets to connect to a local LDAP Server.
#uri ldap://127.0.0.1/
#uri ldaps://127.0.0.1/
#uri ldapi://%2fvar%2frun%2fldapi_sock/
# Note: %2f encodes the '/' used as directory separator

# The LDAP version to use (defaults to 3 if supported by client library)
#ldap_version 3

# The distinguished name to bind to the server with.
# Optional: default is to bind anonymously.
binddn cn=admin,o=company
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# The credentials to bind with.
# Optional: default is no credential.
bindpw password

# The distinguished name to bind to the server with if the effective user ID
# is root. Password is stored in /etc/ldap.secret (mode 600)
#rootbinddn cn=manager,dc=padl,dc=com

# The port.
# Optional: default is 389.
#port 389

# The search scope.
scope sub
#scope one
#scope base

# Search timelimit
#timelimit 30

# Bind timelimit
# If using Netscape SDK 4.x, this is used to set the TCP connection timeout
# as well as the bind timelimit.
#bind_timelimit 30

# Filter to AND with uid=%s
pam_filter host=serverA

# The user ID attribute (defaults to uid)
#pam_login_attribute uid

# Search the root DSE for the password policy (works
# with Netscape Directory Server)
#pam_lookup_policy yes

# Group to enforce membership of
#pam_groupdn cn=solaris,o=admin

# Group member attribute
pam_member_attribute member

# Template login attribute, default template user (can be overriden by value
# of former attribute in user's entry)
#pam_login_attribute userPrincipalName
#pam_template_login_attribute uid
#pam_template_login nobody

# HEADS UP: the pam_crypt, pam_nds_passwd, and pam_ad_passwd options
# are no longer supported.

# Do not hash the password at all; presume the directory server will do it,
# if necessary. This is the default.
#pam_password clear

# Hash password locally; required for University of Michigan LDAP server,
# and works with Netscape Directory Server if you're using the UNIX-Crypt
# hash mechanism and not using the NT Synchronization service.
#pam_password crypt

# Remove old password first, then update in cleartext. Necessary for use
# with Novell Directory Services (NDS)
pam_password nds
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# Update Active Directory password, by creating Unicode password and
# updating unicodePwd attribute.
#pam_password ad

# Use the OpenLDAP password change extended operation to update the password.
#pam_password exop

# Netscape SDK LDAPS
ssl on
# Netscape SDK SSL options
sslpath /etc/ssl/certs/cert7.db

# OpenLDAP SSL mechanism
# start_tls mechanism uses the normal LDAP port, LDAPS typically 636
#ssl start_tls
#ssl on

# OpenLDAP SSL options
# Require and verify server certificate (yes/no)
# Default is "no"
#tls_checkpeer yes

# CA certificates for server certificate verification
# At least one of these are required if tls_checkpeer is "yes"
#tls_cacertfile /etc/ssl/ca.cert
#tls_cacertdir /etc/ssl/certs

# SSL cipher suite
# See man ciphers for syntax
#tls_ciphers TLSv1

# Client sertificate and key
# Use these, if your server requires client authentication.
#tls_cert
#tls_key

eDirectory Requirements

To provide the information necessary for each of the Solaris modules to properly
set up and maintain a user session, the eDirectory schema must be extended.

Required Object Classes and Attributes

The following LDAP Object Classes are required. The names for all four object
classes are the same in LDAP as in eDirectory. Each object class should be
created as an auxiliary class in the eDirectory schema:

• posixAccount

• shadowAccount

• posixGroup

• Account
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The following LDAP attributes are associated with the posixAccount object class:

• uidNumber

• gidNumber

• gecos

• homeDirectory

• loginShell

The following attributes are associated with the posixAccount object class. These
attributes already exist and are associated with a User object in eDirectory when it
is created:

• uid (uniqueID in eDirectory)

• cn

• userPassword (This is actually an RSA public/private key pair stored in
eDirectory. The LDAP server handles the necessary transformation of data
when working with this attribute.)

• description

The following attributes are associated with the shadowAccount object class
(there are no required attributes of this object class). All of the attributes have the
same name in LDAP as in eDirectory:

• shadowLastChange

• shadowMin

• shadowMax

• shadowWarning

• shadowInactive

• shadowExpire

• shadowFlag

The following attributes are associated with the posixGroup object class:

• cn (This is a required attribute and is already associated with groups in
eDirectory.)

• gidNumber

• memberUid

• description

The following attributes are associated with the Account object class described in
RFC 1274:

• host
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The following listing is the LDIF file used to extend the production servers’
eDirectory schema to support these RFC 2307 attributes.

# Attributes for RFC2307:posixAccount

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes:( 1.3.6.1.1.1.1.0 NAME 'uidNumber' DESC 'uidNumber'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.4 NAME 'loginShell' DESC 'loginShell'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.15 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.1 NAME 'gidNumber' DESC 'gidNumber'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.2 NAME 'gecos' DESC 'gecos'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.15 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.3 NAME 'homeDirectory' DESC 'homeDirectory'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.26 SINGLE-VALUE)

# Attributes for shadowAccount

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.11 NAME 'shadowFlag' DESC 'shadowFlag'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.5 NAME 'shadowLastChange' DESC
'shadowLastChange' SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.10 NAME 'shadowExpire' DESC 'shadowExpire'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.9 NAME 'shadowInactive' DESC 'shadowInactive'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)
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dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.8 NAME 'shadowWarning' DESC 'shadowWarning'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.7 NAME 'shadowMax' DESC 'shadowMax'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 1.3.6.1.1.1.1.6 NAME 'shadowMin' DESC 'shadowMin'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.27 SINGLE-VALUE)

# Attributes for RFC1274:Account

dn: cn=schema
changetype: modify
add: attributetypes
attributeTypes: ( 0.9.2342.19200300.100.1.9 NAME 'host' DESC 'host'
SYNTAX 1.3.6.1.4.1.1466.115.121.1.15

The following listing is the LDIF file used to extend the eDirectory schema to
support the RFC 2307 object classes.

dn: cn=schema
changetype: modify
add: objectclasses
objectClasses: (0.9.2342.19200300.100.4.5 NAME 'account' DESC 'account'
AUXILIARY MAY host)

dn: cn=schema
changetype: modify
add: objectClasses
objectClasses: (1.3.6.1.1.1.2.0 NAME 'posixAccount' DESC 'posixAccount'
AUXILIARY MAY (uidNumber $ loginShell $ gecos $ gidNumber $ homeDirectory ))

dn: cn=schema
changetype: modify
add: objectClasses
objectClasses: (1.3.6.1.1.1.2.1 NAME 'shadowAccount' DESC 'shadowAccount'
AUXILIARY MAY (shadowLastChange $ shadowFlag $ shadowExpire $ shadowInactive $
shadowMax $ shadowMin $ shadowWarning ))

Note that before importing these attribute and object class LDIF files, you must
delete two attribute mappings from the LDAP Group mappings tab:

• LDAP: uidNumber NDS: UID

• LDAP: gidNumber NDS: GID
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From an LDAP perspective, uid and gid already exist since they are mapped to
UID and GID in the native eDirectory schema. If these two mappings are not
deleted, the schema extensions described above will fail.

Directory Trustee Settings

Since UNIX user account information will be stored in eDirectory, it may be
desirable to protect that information from unwanted viewing by users who are not
authorized to use the information. Typically, in a Solaris environment, a user must
be authenticated to the system in order to view the account information for that
system.

It is also necessary to make sure the pam_ldap and nss_ldap modules are able to
retrieve the information they need to properly establish a user session. Some of
this information must be available before the user has authenticated to the
directory.

In order to meet both objectives, a special user account used exclusively for
retrieving this information should be created in eDirectory. This account should
be referenced using the binddn and bindpw parameters in the ldap.conf file. The
ldap.conf file permissions should be set to 500. (700 is also acceptable if
permanent write permission to this file is desired for the root user.)

This account should have the Browse right to the following attributes:

• uidNumber

• gidNumber

• gecos

• homeDirectory

• loginShell

• shadowLastChange

• shadowMin

• shadowMax

• shadowWarning

• shadowInactive

• shadowExpire

• shadowFlag

The rights of the special user account should be similar to the following ACL
listing:

dn: o=company
acl: 32#subtree#cn=Server,o=Company#[All Attributes Rights]
acl: 16#subtree#cn=Server,o=Company#[Entry Rights]
acl: 0#subtree#cn=pamadmin,ou=DS-Services,o=Company#[All
Attributes Rights]
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acl: 1#subtree#cn=pamadmin,ou=DS-Services,o=Company#[Entry Rights]
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#gecos
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#gidNumber
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#host
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#loginShell
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#uidNumber
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowExpire
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowInactive
acl:
3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowLastChange
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowMax
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowMin
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowWarning
acl: 3#subtree#cn=pamadmin,ou=DS-Services,o=Company#shadowFlag

Values in this syntax are encoded according to the following notation:

ndsAcl = privileges "#" scope "#" subjectname "#" protectedattrname

The privileges field is a number that represents the kind of access being granted.
Performing a bitwise OR on the numbers that represent the desired access arrives
at this number. The table below specifies the values:

The scope field specifies whether or not the privileges are applied to the target
entry (the entry containing the ACL) or the target and its subtree (“entry” or
“subtree”).

The subjectname either contains the distinguished name of the entry being granted
the privileges, or one of these special values:

• [Self] - Indicates the user authenticated in the current connection. This can
only be used in the Add Entry operation.

• [Creator] - The user who created the object. This can only be used in the Add
Entry operation.

• [Public] - Includes all objects in the tree.

• [Inheritance Mask] - Filters or masks the privileges granted to an object.

• [Root] - Denotes the directory tree root object.

Value Individual Attributes [Entry Rights]

 1 Compare Attributes Browse Entry

 2 Read Attributes Add Entry

 4 Write, Add, Delete Attributes Delete Entry

 8 Add/Delete Self Rename Entry

 16 (none) Supervisory

 32  Supervisory  (none)
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The protectedattrname field either names a specific attribute that the privileges
are applied to, or it contains one of the following special values:

• [Entry Rights] - Privileges apply to the entire object, rather than an attribute.

• [All Attributes Rights] - Privileges apply to all attributes of the object.

Using SSL

SSL is used to provide an encrypted communications channel between the Solaris
server and the eDirectory server running LDAP. This does not provide
communication encryption between the Solaris server and other clients (such as
Telnet and FTP). For that functionality, it would be necessary to use secure
versions of those clients or clients that provide similar functionality (such as SSH
or Secure FTP). If SSL is not used, all communications between the Solaris
servers and the eDirectory server (including passwords) will be cleartext.

In order to establish an SSL session, the Solaris server must have a copy of the
LDAP server’s Trusted Root. The Trusted Root must be stored in a file format
used by the Netscape LDAP SSL library known as cert7.db format. This is also
typically the name of the file used to actually store the key.

Instructions for installing an existing public key from an LDAP server into a
cert7.db file and placing it on the Solaris server are included in the
implementation section of this AppNote.

Using Filtered Replicas

If filtered replicas are used on the LDAP server(s) that are being access by the
Solaris systems, the following object classes should have all attributes on the
replica:

• User

• posixAccount

• shadowAccount

• posixGroup

Other attributes may be present depending on the need of other applications, such
as a TeamSite object class created to manage Interwoven’s TeamSite 5.0
application.

Implementation Guidelines and Procedures

Much of the implementation process is automated through the use of the pre-built
schema files. Procedures are identified below for extending the eDirectory
schema, installing the modules on a Solaris system, and installing the cert7.db file
with the necessary public key(s).
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Extending the eDirectory Schema

The attributes previously identified as being part of the posixAccount object class
should be extended into the eDirectory schema. This can be done via Novell’s
Import/Convert/Export (ICE) utility, ldapmodify, or any other LDAP v3-
compliant LDIF processor.

Remember to delete the two LDAP:NDS attribute mappings as described above.
Then input the attribute file and the object class file, in that order.

Once this is completed, set the directory trustee permissions as specified above for
a special eDirectory access User object that will be used only for eDirectory
access by the PAM LDAP modules.

Installing the Modules on Solaris

Installation of the necessary components on the Solaris system involves copying
three files (pam_ldap.so, pam_nss.so, and libldapssl40.so) and modifying the
three configuration files identified earlier in this AppNote (ldap.conf, pam.conf
and nsswitch.conf).

Copy the pam_ldap.so module to /usr/lib/security and set up the permissions
as follows:

lrwxrwxrwx 1 root root 15pam_ldap.so -> ./pam_ldap.so.1
-rwxr-xr-x 1 root sys 109128pam_ldap.so.1

Copy the pam_nss.so module to /usr/lib and set up the permissions and symbolic
links as follows:

lrwxrwxrwx 1 root bin 15nss_ldap.so -> ./nss_ldap.so.1
-rwxr-xr-x 1 root bin 945144nss_ldap.so.1

Copy the libldapssl40.so module to /usr/lib and set up the permissions as follows:

-rwxr-xr-x 1 root sys 1574000libldapssl40.so

You can now configure the Solaris system as identified earlier to allow users to
authenticate to the Solaris system using their eDirectory user credentials.

Configuring SSL with cert7.db

As mentioned earlier, the Netscape SSL library requires the Trusted Root to be
stored in a cert7.db format. You will need two tools from Netscape that allow a
Trusted Root certificate from the Novell PKI system to be converted into the
cert7.db format. These tools are named KEYUTIL.EXE and CERTUTIL.EXE,
and you can download them from http://developer.netscape.com.

Once you have obtained these two tools, follow these steps to complete the setup.
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1. Export the Trusted Root from the Novell CA via ConsoleOne. If a third-party
digital certificate is being used, export the Trusted Root from the KMO
object created to store the private key that is being used by the LDAP Server
configuration object. Export the Trusted Root using the .der format.

2. Run the KEYUTIL.EXE utility using the -N option. This will create a new,
empty keystore.

3. Run the CERTUTIL.EXE utility using the -N option. This will create a new,
empty certificate store.

4. Run CERTUTIL.EXE with the following options:

certutil -A -n LDAP -t "C,C,C" -i xxxxx.der

Replace xxxxx.der with the name of the .der file exported from the
Novell CA.

5. Copy the newly-created cert7.db file to the /etc/ssl/certs directory on the
Solaris server. The system can now be configured to access eDirectory via an
SSL encrypted connection.

6. Edit the ldap.conf file and change the following lines as indicated:

# Netscape SDK LDAPS

ssl on

# Netscape SDK SSL options

sslpath /etc/ssl/certs/cert7.db

The system should now be able to communicate via SSL with eDirectory.

Conclusion

This AppNote has discussed the design and implementation details of a project
undertaken to allow users of UNIX systems to consume user account and group
information from eDirectory using LDAP.
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This AppNote introduces NetStorage, a feature of NetWare 6 that provides simple
Internet-based access to files stored on a Novell network. It shows how
NetStorage, when combined with other Novell technologies such as Novell Portal
Services and DirXML, can provide a single Web-based view to access data on
NetWare 5.x, and 6.x servers in a IP-based environment, even when that data is
spread across multiple eDirectory trees.
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Introduction

Many Novell customers have a mix of NetWare 5.x, and 6.x servers with multiple
eDirectory/ NDS trees residing on IP-based networks. In these multiple-tree
environments, one of the biggest challenges is to provide users a single user ID
and password with a single Web-based view to access data that is spread across
multiple servers in multiple trees. This AppNote details how you can provide this
type of access to user/shared data through the use of Novell NetStorage, a
component of NetWare 6.

Overview of NetStorage

Novell NetStorage provides simple Internet-based access to file storage. It acts as
a bridge between a company’s protected Novell network and the Internet, giving
users secure file access from any Internet location. Files and folders on a NetWare
server can be accessed using either a browser or via Network Neighborhood and
Microsoft Web Folders. No Novell Client software is required. Users can securely
access files from any IP-enabled machine via SSL (Secure Socket Layers) and
HTTPS (Secure HyperText Transfer Protocol).

NetStorage (NCPL.NLM) is a service that runs on a NetWare 6 server. It can be
installed as an optional component during the NetWare 6 installation or it can be
installed after the NetWare 6 installation.

Once NetStorage is installed, users can copy, move, rename, delete, read, and
write files between a local workstation and a NetStorage network place. In
addition, NetStorage offers the following features:

• It has the ability to process a user’s container, profile, or user login script for
drive mappings.

• It honors eDirectory/NDS Group memberships for drive mappings.

• It supports contextless and context-based logins into eDirectory. Hence users
can log in using their short name (JDoe) or a Fully Distinguished Name
(JDoe.NY.Novell).

When users authenticate via NetStorage, their container login script will be
processed and their drive mappings will appear on a Web page in the
form of folders. For example, a user’s home drive mapping of “map
h:=server1\vol1:users\username” in the login script will appear on the Web page
as a folder named “HOME@H”.
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Methods of Accessing NetStorage Data

Users can access their data with NetStorage using any of several methods, as
described below.

Note: If you installed the NetWare Enterprise Web Server on your NetWare 6 server 
running NetStorage then the default port for NetStorage will be 51080 for http, 
and 51443 for https. You must include these ports when you access the 
NetStorage for example, http://IPorDNS:51080/oneNet/NetStorage, or 
https://IPorDNS:51443/oneNet/NetStorage.

HTTPS. One method to access data is via an HTTPS URL in a browser in the
form of https:// followed by either the IP address or the DNS name of the
NetWare 6 server where you installed NetStorage, and then ending with
“/NetStorage/” (see Figure 1).

Figure 1: NetStorage data access via a Web browser.

Notice the folder names—they reflect the drive letters based on the mappings in
the user’s login script.

Web Folders. Another data access method is via Network Neighborhood on a
Windows 95/98/NT4/2000/XP desktop. All the user has to do is go to My
Network Places, click on “Add a Network Place,” and then type in https://
followed by either the IP address or the DNS name of a NetStorage server. Again,
the folder name is ended with “/NetStorage”. The user will be prompted for a
username and password, and should enter the short eDirectory/NDS name and the
correct password. A NetStorage Web Folder is shown in Figure 2.
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Figure 2: NetStorage access via Web Folders, as seen in My Network Places on a Windows 
2000 desktop.

When the user opens this Web Folder, the contents are displayed as shown in
Figure 3.

Figure 3: A view of the contents of WebFolder “NetStorage on NetWare 6”. 

NetDrive Client Access. NetDrive is an easy-to-use Internet client that lets you
access NetWare 6 servers over standard Internet protocols, such as WebDAV and
FTP. NetDrive does not rely on the Novell Client in order to map network drives.
It ships with NetWare 6 and requires about 2 MB of disk space when installed on
the desktop. (For more information about NetDrive, see
http://www.novell.com/documentation/lg/nw6p/index.html.)

Login Through Novell Portal Services. Another method is to log in through
Novell Portal Services, as shown in Figure 4.
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Figure 4: After logging in to Novell Portal Services, users will have access to their data. 

Again, notice that the folder names reflect the mapped drive letters based on the
user’s container login script.

In the examples above, NetStorage is providing access to data stored on NetWare
servers in a single eDirectory tree environment. Providing multi-tree access to
data is explained in the next section.

The Solution to Multi-Tree Data Access

As discussed previously, the main challenge in a multi-tree environment is to
provide a single identity/single password to multiple trees via a single Web-based
user interface. This section describes how to meet this challenge with NetStorage
and various products from Novell.

NetStorage with Novell Portal Services

The challenge of providing users a single Web-based interface to date in multiple
trees can be solved via a combination of Novell Portal services (NPS) and
NetStorage. You need to install a NetWare 6 server running NetStorage in each
tree from which you want to access data. The Web-based interface is provided by
NPS.

Users will log in through a browser pointing to the server running NPS. The
process varies depending on whether the Usernames and passwords are the same
or different in the multiple trees.

• If Usernames and/or passwords are different in each tree, the user will be
prompted for a Username and password. For the Username, the user should
enter the short name (such as JDOE), not the Fully Distinguished Name. This
login prompt will occur one time for each tree the user wants to access data
from. After the first logins have completed, the user’s credential set
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(Username and password) are stored in a secure portion of eDirectory called
Secret Store. All subsequent access will be seamless- –the user will not be
prompted for a login. (Note that password changes and expiration are also
handled by NPS and its use of Secret Store.)

For more information on how NPS enables Single Sign-On to many Web ap-
plications, see http://www.novell.com/products/portal/productinfo.html.

• If Usernames and/or passwords are identical across the multiple trees, the user
will not be prompted for Username and password for each tree. For example,
suppose a user in the tree running NPS also has a Username that exists in five
other trees. The user will be able to log in via NPS and have access to all
allowed data residing on these separate trees seamlessly—there will be no
login prompt for each tree. (Further details of this solution are given later in
this AppNote.)

Note: For the seamless login to occur, the user passwords must be identical. However, 
the Fully Distinguished Names of the User objects do not have to be identical. For 
example, an FDN of username.nyc.us-east.Tree1 residing in Tree1 and an FDN of 
username.ny.americas.Tree2 residing in Tree2 will work seamlessly.

For this solution, there are two main requirements. First, you must introduce a
select number of NetWare 6 servers running NetStorage into each tree to provide
access to data residing on NetWare 5.x servers which are IP-bound. (The NetWare
6 servers running NetStorage do not require an eDirectory/NDS replica.) The
details behind introducing a NetWare 6 server into an existing eDirectory/NDS
environment are beyond the scope of this AppNote. For details, refer to TID
(Technical Information Document) #2960568, which can be found at
http://support.novell.com/cgi-bin/search/searchtid.cgi?/2960568.htm.

The second requirement is to install Novell Portal Services in one of your existing
trees. This AppNote does not go into detail on the installation or operation of
NPS. Information on NPS can be found at http://www.novell.com/products/
portal/index.html.

Enabling NPS with NetStorage Access Services

To enable Novell Portal Services with NetStorage access services, the NetStorage
gadget file is required. (A gadget allows you to present dynamic Web content in a
Web page. Most Web pages are static—that is, the content does not change unless
someone manually updates the page. To provide dynamic content, you need an
application that retrieves data at regular intervals. In NPS, these applications are
called “gadgets”. Other portal vendors use terms such as Web parts, portlets,
channels, and content delivery agents.) Currently, this file is available only on a
NetWare 6 server running NetStorage under sys:/netstorage/netstorage.npg. To
install NetStorage on a NetWare 6 server see the NetWare 6 documentation at
http://www.novell.com/documentation/lg/nw6p/index.html.

Note: NPS can be installed on any platform (NetWare 5.x or 6.x, Windows 2000 Server, 
Solaris, or Linux). It does not have to be running on a NetWare server to enable it 
with NetStorage services.
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The NetStorage gadget enables access to mapped network drives processed via
the Novell Container login script. The NetWare 6 server running NetStorage can
act as a gateway for access to storage running on NetWare 5.x servers. The
NetWare 6 server must be able to see those 5.x server via the “display servers”
command on the NetWare 6 server console or via SLP (Service Location
Protocol).

As an added benefit, the NetStorage gadget also allows users to access their
iFolder account (if they have one enabled), without the need for the iFolder client
on the users’ desktops. Novell iFolder is a form of “anytime anywhere” service
that makes your data accessible even when you are disconnected from your
corporate network or on the road. All you need is an Internet connection; you
don’t even need a VPN for security. Looking at Figures 1, 3, and 4 again, notice in
each of the examples a folder called iFolder. This is the user’s iFolder data. (For
more information about iFolder, see http://www.novell.com/products/ifolder/.

Installing the NetStorage Gadget on NPS

To install the NetStorage gadget on Novell Portal Services, follow these steps.

1. Locate the NetStorage.npg file on a NetWare 6 server (in the sys:/netstorage
folder) and install this file file using the standard NPS gadget installation
interface.

Note: As of this writing, there is an issue with installing the NetStorage gadget from a 
NetWare 6 server that does not have SP1 applied. The installation process does 
not install all the files to the correct location on NPS, so you must manually copy 
all the NetStorage “properties” files located on your NPS server under 
/webapps/nps/portal/gadgets/com.novell.nps.gadgets.netstorage.NetStorage to 
/webapps/nps/WEB-INF/classes/com/novell/nps/gadgets/netstorage. If you 
have applied SP1 to your NetWare 6 server then you do not need to manually 
copy files nor do you have to follow step 2 below. SP1 for NetWare 6 addresses 
this issue.

2. In the /webapps/nps/WEB-INF/classes/com/novell/nps/gadgets/netstorage
folder, copy NetStorage.properties as NetStorage_en.properties.

Verifying NetStorage Functionality

Before continuing, you should verify that NetStorage is actually working on the
NetWare 6 server. To do this, point your browser to the https://IP
address/oneNet/NetStorage URL (the IP address specified should be the IP
address of your NetWare 6 server running NetStorage.) You should be prompted
to enter a Username and password. If after logging in you see your mapped drives
and an iFolder folder, you are ready for the next step.
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Setting Up the NetStorage Gadget

To set up the NetStorage gadget, follow these steps:

1. Assign the NetStorage Gadget to one of your Object Schemes in NPS.

2. Edit the NetStorage Gadget Assignment Data and click on “Show All
Settings”.

3. Add a new setting called PATHNAME (all capital letters) with a value of
“oneNet/NetStorage” (note there is no leading “/” and you should not include
the quotation marks). This is the default value used by NetWare 6 for the
URL of NetStorage access.

4. Add a new setting called WEBSERVER (all capital letters) with a value of
http:// followed by the IP address of the NetWare 6 server running
NetStorage (for example, http://164.99.73.1 - there is no ending “/”).

5. Add a new setting call REF_WEBSERVER (all capital letters) with a value
of https:// followed by the IP address of the NetWare 6 server running
NetStorage (for example, https://164.99.73.1 - Again, there is no ending “/”).

6. Restart your webserver and tomcat or restart your NetWare 6 server.

You will need to set up a NetStorage Gadget assignment (steps 1-5 above) for at
least one NetWare 6 server residing in each tree you want to grant access to.

Note: If you installed the NetWare Enterprise Web Server on your NetWare 6 server 
running NetStorage then the default port for NetStorage will be 51080 for http, 
and 51443 for https. You must include these ports in your “WEBSERVER” setting, 
i.e. http://IPorDNS:51080, and your “REF_WEBSERVER” setting, ie. 
https://IPorDNS:51443/oneNet/NetStorage

Checking Out the Results

Now the user can log in to the Portal and check out the results. After logging in to
Novell Portal Services, the user will have access to data on both Tree1 and Tree2.
Figure 5 shows a user’s mapped data drives obtained from the container login
script in Tree1.
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Figure 5: View of folders for mapped drives in Tree1.

Notice “Tree1 - File Access” has been selected in the left panel under “Services.”
In this example, the user has access to mapped data drives obtained from the
Container login script in Tree1.

Figure 6 shows a user’s mapped data drives obtained from the container login
script in Tree2, accessed when the user clicks on “Tree2 – File Access” in the left
panel.

Figure 6: View of folders for mapped drives in Tree2.
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NetStorage reads the container, profile, and user login scripts from the primary
eDirectory server specified during the installation and displays the user’s drive
mappings based solely on those login scripts. Even if users have specific
eDirectory rights to other files and folders on the network, they will not be able to
access those files and folders using NetStorage unless login script drive mappings
exist to the folders (or unless the files are in the user’s home directory). If you
want to provide users with NetStorage access to a specific folder, you might have
to add a drive mapping to that folder in a login script.

Note: Local files and folders are not accessible using NetStorage.

The Solution on Steroids: Adding DirXML 

DirXML is an application-integration and data-synchronization solution that
works with your existing network infrastructure to automatically distribute new
and updated information across all of your directories, applications, and
databases. With DirXML, the identity information in all of your data repositories
can be simply updated and instantly synchronized. DirXML is a powerful solution
that can resolve many data synchronization issues, as well as data flow, control,
and authorization issues your organization may be experiencing. For more details
about DirXML, see http://www.novell.com/products/edirectory/dirxml/.

Putting DirXML to Work

With DirXML in the equation, there are several approaches that can be taken.
Many organizations like the idea of an employee “workforce” tree to enable a
solution called “Zero Day Start”. Zero Day Start eliminates the delay between the
time a new employee walks through your doors and the time he or she has the
tools necessary to be productive: e-mail account, network ID, phone number,
desktop ID, the many database IDs for your organization’s applications, and so
on. This section uses the workforce tree concept as an example.

The first step is to install DirXML on each of the trees you want to synchronize
Usernames and Passwords with the “WorkForce” tree. The Workforce tree should
have a relatively flat design: basically just the O=YourCompany and then all the
Usernames below. (This is an over-simplified scenario for the sake of this
example; as with everything that will impact your directory infrastructure, you
should plan carefully and understand the technology before you proceed.)

Next, install Novell Portal Services into the “WorkForce” tree and configure it
according to your specific needs.

Finally, follow the procedures specified in “Enabling NPS with NetStorage
Access Services” above.

That’s it, you’re finished—only you’re never really finished. Once you delve into
NPS and DirXML, you will be amazed at all the business problems you can solve
using these solutions. The possibilities are endless!
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Conclusion

This AppNote has described the steps necessary to provide file access to
NetWare 5.x IP-based servers, and NetWare 6.x servers without the need for any
Novell Client software on the user’s desktop. It has also described how to provide
a single Web-based aggregated view of data attached to various versions of
NetWare residing in different eDirectory/NDS trees via a single Web-based login
provided by Novell Portal Services.

If you have been considering ways to provide a Web-based view of data residing
in different directories but were afraid of what it might cost to implement, fret no
longer. NetWare 6, Novell Portal Services, and DirXML provide an incredibly
powerful solution that is cost-effective and easy to implement.

For Additional Information

Here are a few resources you can look at for further information on the
technologies discussed in this AppNote.

Novell Web site:

• Products (http://www.novell.com/products)

• Documentation (http://www.novell.com/documentation)

• Support (http://support.novell.com)

Novell Connection articles (http://www.ncmag.com):

• “Novell Portal Services, A Better Way to Build a Desktop” (December 2000)

• “i-Login, It’s One Net Live From Novell” (December 2000)

• “Too Many Directories? Synch ‘Em with DirXML” (May 2000)
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this AppNote.

Novell BorderManager 3.7 comes with a Packet Filtering Configuration Task for
configuring TCP/IP filters. This task and the Access Management role are
automatically installed as Novell iManager plug-ins when BorderManager is
installed in a NetWare 6 environment. This AppNote describes the filter
configuration process and provides related management and troubleshooting tips.

Contents:

• Introduction

• General Requirements

• Migrating Filters to eDirectory

• Configuring Packet Filters in iManager

• Troubleshooting Tips

• Future Scope

• Conclusion

Topics TCP/IP, packet filtering, network management

Products Novell BorderManager 3.7, Novell iManager

Audience network administrators, consultants, integrators

Level intermediate

Prerequisite Skills familiarity with TCP/IP, filtering, security

Operating System NetWare 5.1, 6.0

Tools none

Sample Code no
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Introduction

In Novell BorderManager (NBM) 3.7, filter configuration can be done from
Novell iManager, a Web browser-based utility, as well as from the server console
(FILTCFG). The configuration information is now stored in eDirectory. In
BorderManager Enterprise Edition 3.6 and earlier, filter configuration was done
through FILTCFG, a text-based utility that runs on the server. The configuration
information was stored in files.

Filter configuration through iManager is role-based and can be done by the
assigned users only. Figure 1 shows the location of the Role and Task associated
with BorderManager filter configuration.

Figure 1: Location of the Role and Task for BorderManager filter configuration.

The iManager utility is user-friendly and streamlined to be much more intuitive
than the FLTCFG utility. The packet filtering plug-in shares a common look and
feel with other iManager plug-ins. So once you become familiar with plug-ins on
iManager, it is relatively easy to navigate through NBM-related packet filtering.
The filtering plug-in also comes with context-sensitive help to facilitate packet
filtering operations.

This AppNote describes TCP/IP packet filter configuration through Novell
iManager and provides relevant migration, management, and troubleshooting tips.

General Requirements

NetWare 6 ships with an iManager management framework; NetWare 5.1 does
not. If you don’t have any NetWare 6 servers in your tree, you will have to
configure the filters through FILTCFG. If you do have a NetWare 6 server with
NBM 3.7 in the same tree, you can use the iManager interface to select the
NetWare 5.1 server in the “BorderManager server selection” screen and proceed
with the configuration (as described later in this AppNote).
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The files and directories on the NetWare 6 server that constitute the iManager
plug-in for filter configuration are:

• sys:\webapps\eMFrame\WEB-INF\install\bm\bm.xml

• sys:\webapps\eMFrame\WEB-INF\plugins\bm\bmtasks.xml

• sys:\webapps\eMFrame\WEB-INF\lib\bm.jar

• sys:\webapps\eMFrame\WEB-INF\classes\templates\BMResources.properties

• sys:\webapps\eMFrame\WEB-INF\templates\browser\bm

• sys:\webapps\eMFrame\help\en\bm

The packet filtering functionality is handled by several NetWare Loadable
Module (NLM) programs. FILTSRV.NLM reads the rules from eDirectory (or
from the FILTERS.CFG file in the case of IPX and AppleTalk filters) and informs
the IPFLT module. IPFLT.NLM checks the version of FILTERS.CFG and loads
IPFLT31.NLM, which does the actual packet filtering.

Note: Even though NBM 3.7 reads the IP Filters from eDirectory, the product still has a 
dependency on the FILTERS.CFG file. Do not delete FILTERS.CFG or else filtering 
for NBM 3.7 will not work.

To learn of changes made through iManager, FILTSRV.NLM registers with
eDirectory for Event Notification. Whenever a change is made in eDirectory,
eDirectory notifies FILTSRV, which reads the latest list of filters from eDirectory
and informs the IPFLT module. (This may cause a delay of up to 30 seconds from
the time the change is made and when the filtering actually goes into effect.)

Note: If for some reason eDirectory is not available, FILTSRV.NLM tries to read filters 
from eDirectory every 30 seconds until it reads the information successfully. 
Until such time, temporary “Deny All” filters are added to protect all public 
interfaces on the system.

Storing the filter information in eDirectory poses a major new requirement: the
NBM server must have a Read/Write replica of the partition where the Server
object resides in eDirectory. You need eDirectory version 8.0.9 for NetWare 5.1
SP4 and version 8.6.2 for NetWare 6.0 SP1.

Several new eDirectory objects for filter configuration are created by the NBM
3.7 installation program:

• An NBMRuleContainer object is created at the same level as the NCP Server
object of the BorderManager server.

• Role, Module and Task objects are created under Role Based Service objects
for iManager management tasks.

In addition, the eDirectory schema is extended by attaching the fwsAuxFiltServer
auxiliary class to the NCP Server object with the fwsAction and fwsStatus
attributes initialized to zero.
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The recommended browser for filter configuration using iManager is Internet
Explorer 5.5 and above. It is possible to browse iManager pages using the
Netscape browser, but currently NBM filter configuration through Netscape
is not supported.

Migrating Filters to eDirectory

If you are upgrading from BorderManager 3.5 or BorderManager Enterprise
Edition 3.6 to Novell BorderManager 3.7 and you currently have existing filters
on your BorderManager server, you can migrate them from the FILTERS.CFG
file to eDirectory. To do this, follow these steps.

1. After installing NBM 3.7, restart the server.

2. If FILTSRV is already loaded, unload it.

3. Load FILTSRV with the migrate option by typing “FILTSRV MIGRATE
<Enter>” at the server console.

4. After the migration is complete, unload FILTSRV and reload it in normal
mode by typing “FILTSRV <Enter>”.

All existing filters will now be stored in eDirectory. Migration does not remove
existing filters; it only adds filters from FILTERS.CFG. You can perform this
migration at any time you want to move filters from FILTERS.CFG to eDirectory.

If you forget to load FILTSRV MIGRATE, the configured filters will not be
displayed with the FILTCFG menu and the SYS:\ETC\FILTERS.CFG file will be
empty. To work around this, recopy a backed-up version of FILTERS.CFG to the
server. If no backup is available, run BRDCFG to get the BorderManager 3.6
default filters back in place, unload FILTSRV, and then follow the steps above to
migrate the filters to eDirectory.

Configuring Packet Filters in iManager

To configure the NBM packet filters from within Novell iManager, first log in to
the utility as follows:

1. Set your browser to https://<ip_address>:2200/eMFrame/iManager.html or
use https://<DNS_name>:2200/eMFrame/iManager.html where
<ip_address> is the IP address of a NetWare 6 server that has
BorderManager installed, and <DNS_name> is the DNS name of a NetWare
6 server with BorderManager installed.

2. On the login page, log in to iManager with the same user name as the user
who installed NBM 3.7 on the server, or as the user who has been assigned
the NBM Access Management role.
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3. Specify the eDirectory tree which has the NBM server on which you want to
configure filters.

4. Once you have logged in to iManager, you can see the NBM Access
Management role on the left panel. Click on “NBM Access Management” to
see the Filter Configuration task.

5. Click the Filter Configuration task to see the Novell BorderManager Server
Selection option.

6. Select the BorderManager 3.7 server where you want to configure filters.

When you log in to iManager, you are authenticated to an eDirectory tree but
are not logged in to any server. Because a tree can have more than one server,
you can select the server on which you want to configure the filters. The
object selector next to the server input field allows you to browse the tree and
select any server you want (provided it has NBM 3.7 installed on it).

You can configure filters on a NetWare 5.1 server with NBM 3.7 using
iManager provided you have a NetWare 6 server with NBM 3.7 in the same
tree. Simply select the NetWare 5.1 server in the BorderManager server
selection screen and proceed with the configuration.

Note: To ensure that the configured filters are active, make sure you have enabled 
filter support using INETCFG.

After you have reached the filter configuration task, you will see the following
seven types of configuration:

• Configure Packet Forwarding Filter

• Configure Service Type

• Configure Incoming RIP Filter

• Configure Outgoing RIP Filter

• Configure Incoming EGP Filter

• Configure Outgoing EGP Filter

• Configure OSPF Filter

You cannot configure filters on BMEE 3.6 servers using the NBM 3.7 iManager
plug-in. Also, the functionality of toggling the interface status between private
and public is not provided in iManager; it must be done using FILTCFG.NLM.

For further details on these configuration options, refer to the online manual at
http://www.novell.com/documentation/lg/bmee37/index.html. You’ll find the
relevant information by clicking on Administration Guide > Filters > Packet
Filtering based on Novell iManager, and then selecting the option you are
interested in.
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Assigning the NBM Access Management Role

If you install BorderManager as user Admin, the NBM Access Management role
is automatically assigned to the administrator. If you install BorderManager as
any other user, the user should have Admin-equivalent rights and the role will be
assigned to that particular user.

If you want to assign the NBM Access Management role to another user in the
same tree, go to the iManager and click on the Configure button in the top
right-hand portion of the screen. Select Role Management > Modify Role > and
click the Members button for the NBM Access Management role. Add the user, as
shown in Figure 2. Make sure that this user has rights to modify the NCP Server
object and NBMRuleContainer object.

Figure 2: Assigning a member to the NBM Access Management role.

Filter Synchronization

Filters in eDirectory and the FILTERS.CFG file are not fully synchronized. When
you configure filters using the FILTCFG utility, FILTERS.CFG is updated with
the latest information from eDirectory. But when you use iManager to configure
filters, the filters will not be reflected in FILTERS.CFG until the next time you
use FILTCFG.

Making Filter Configuration Changes Immediate

As mentioned earlier, due to the event notification method that FILTSRV uses to
become informed of configuration changes, there may be a maximum delay of 30
seconds between the time you make a change and the time it goes into effect. If
you want to force FILTSRV to read the latest information from eDirectory
immediately, enter the following command at the server console prompt:

REINITIALIZE SYSTEM
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Backing Up and Restoring Filters

In NBM 3.7, all the filters you create are stored in a container object in eDirectory
called the NBMRuleContainer. This container is created at the same level as the
NCP Server object of the server on which NBM 3.7 is installed.

To back up IP filters in eDirectory, type the following command at the server
console prompt:

FILTSRV_BACKUP_FILTERS <filename>

This will back up the filters to the specified file in the SYS:/ETC folder. If you do
not specify the file name, the filters will be backed up in a file named
FILTERS.BAK in the SYS:/ETC folder. The FILTERS.BAK file is essentially in
the same format as the FILTERS.CFG file.

To restore IP filters to eDirectory, copy the backup file (FILTERS.BAK by
default) to the SYS:/ETC folder on the server where you want to restore filters,
and rename the file to FILTERS.CFG. Then type the following command at the
console prompt (if FILTSRV is already loaded, unload it first and then type the
command):

FILTSRV MIGRATE

Troubleshooting Tips

Unable to See iManager-Configured Filters in FILTCFG
If you have configured filters through iManager but are not able to see the filters
in FILTCFG, it is probably because FILTCFG.NLM was already loaded on the
server. Unload and reload FILTCFG.NLM.

Troubleshooting Nonfunctional Filters
If you have configured filters using iManager orFILTCFG.NLM, but the filters
are not functional, follow these steps to find out why:

1. Check to see if filter support is enabled in INETCFG.NLM by selecting
Protocols >TCP/IP > Filter Support. Make sure filter support is enabled.
Configured filters will not be active until this is done.

2. Verify that the IPFLT31 module is loaded. You can do this by typing the
“M IPFLT <Enter>” command at the server console prompt.

3. Verify that the FILTERS.CFG file exists in the SYS:ETC folder.

4. Check the actual filters in place to see that there is no rule allowing or
blocking access to a service that is not behaving as it should.

A good document on troubleshooting packet filtering issues can be found at
http://support.novell.com/cgi-bin/search/searchtid.cgi?/10018659.htm.
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Manually Extending the Schema for Filtering
Normally, the eDirectory schema is extended for filtering during NBM 3.7
installation. If you need to manually extend the schema, run SCHEXT.NLM at the
console prompt, specifying the Fully Distinguished Name (FDN) and password of
a user with supervisory rights at the Root level of the tree. The syntax is:

SCHEXT <user_FDN> <password>

For example: SCHEXT .CN=ADMIN.O=NOVELL PASSWORD

IP Filters Not Seen in FILTCFG Immediately After Reboot
Several customers have asked why IP filters do not show up in the FILTCFG
utility immediately after reboot. If the eDirectory database is not initialized by the
time FILTSRV/IPFLT loads, you will not be able to see the filters. However,
FILTSRV.NLM tries to read filters from eDirectory every 30 seconds until it is
successful. Until such time, temporary “Deny All” filters are added to protect all
public interfaces of the system.

NBM Access Management Role Not Seen in iManager
After installing NBM 3.7 and logging in to iManager, you may not see the “NBM
Access Management” role displayed in the left panel. To remedy this, log in to
iManager with the same user name as the user who installed NBM 3.7 on the
server or as the user who has been assigned the NBM Access Management role.

If you still do not see the NBM Access Management role, follow these steps:

1. In iManager, click on the Configure button.

2. Click on “Modify Role” under “Role Management” in the left panel.

3. Check to see if the “NBM Access Management” role is visible in the list of
roles in the right panel. If so, it is likely that the jar file and folder for plug-ins
are not named properly; it should be sys:\webapps\eMFrame\WEB-INF\lib\
bm.jar. (“bm.jar” and all folder names should be in lowercase.)

4. If the role is not visible, you need to run the “Install plugin” task to install
bm.jar. Start by clicking on the iManager Configure button, selecting “Role
Based Services Setup”, and then “Install Plugin”.

5. Select “bm” as the plug-in to install (see Figure 3).

6. Using the Object Selector, browse eDirectory and select “Role Based
Service” as the Collection Container.

7. Click OK to complete the plug-in installation.
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Figure 3: Manually installing the bm.jar plug-in to iManager.

Proxies on Non-Standard Ports No Longer Work After NBM 3.7 Upgrade
After upgrading to NBM 3.7, proxies listening on non-standard ports (other than
8080) may no longer work. NBM 3.7 opens some standard ports used by proxy
(such as 8080, 21 and so on) and adds filters to protect the public interfaces. If you
have configured your proxy to listen on some other port, you need to create
filtering exceptions to allow the traffic through that port. This can be done using
FILTCFG or iManager.

BRDCFG Doesn’t Add NBM 3.7 Filters
The filters added by running BRDCFG and those added by installing NBM 3.7 are
not the same. BRDCFG adds the BMEE 3.6 default filters, while NBM 3.7 adds
all stateful filters. A modified version of BRDCFG that will add NBM 3.7 filters
is planned for inclusion in Service Pack 1 (SP1) for NBM 3.7.

Updated Version of FILTSRV
When FILTSRV loads, it tries to read the filter configuration information (get
object details) from eDirectory. If FILTSRV cannot read this information from
eDirectory due to network communication problems, all packets will be allowed
through the firewall. A new version of FILTSRV is available that will deny all
packets through the firewall when eDirectory is down. This file is included in the
BM37FLT.EXE patch that can be downloaded from http://support.novell.com.

iManager Doesn’t Run and No One Is Listening on Port 2200
If iManager doesn’t come up and it appears that no one is listening on port 2200,
iManager may have become corrupt and will no longer allow access. Refer to TID
#10065902 at http://support.novell.com for instructions on reinstalling iManager.

iManager Doesn’t Run After Server IP Address Change
If iManager does not come up after you have changed the IP address of the
NetWare 6 server, refer to TID #10067789 at http://support.novell.com.
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General iManager Issues
If you are facing general issues with Novell iManager, refer to the following
document: http://www.novell.com/documentation/lg/imanage10/
index.html?imanage/data/ac1jn64.html.

Future Scope

The key change in NBM 3.7 isn’t so much that the firewall is administered via
iManager. What’s more important is that the firewall configuration is now stored
in eDirectory. This sets the stage for exciting possibilities in the future, such as
firewall management via ZENworks policies and a user interface based more on
the functionality that the customer wants to allow or deny, rather than on technical
specifics such as ports and protocols.

Future benefits of this policy orientation may include the following:

• Imagine being able to do things like select a User object, click a button, and
see that user’s “Effective Internet Access”!

• Policies can be user- and workstation-centric rather than server-centric like
they are now, giving you greater flexibility in assigning policies to users.

• You can have the ability to specify which takes precedence, the user policy or
the workstation policy. For example, by having the user policy take
precedence, you can allow the CEO to always do everything she wants no
matter where she is on the network. By having the workstation policy take
precedence, the CEO can do anything in her office, but even the CEO
wouldn’t be able to access forbidden sites when in the open employee lounge.

• You can have application firewall policies. The GroupWise Internet Agent
(GWIA) is a good example to think about because it has so many ports and
protocols that can be relevant. When you install the application, an
Application Firewall Policy is created. Then, in this object, all you have to do
is check the boxes of the services you want to use and associate the policy
with the appropriate firewall server objects.

Conclusion

This AppNote has described TCP/IP packet filter configuration through iManager
in NBM 3.7. For the latest updates to the information presented in this AppNote,
refer to TID #10070403, available online at http://support.novell.com/cgi-bin/
search/searchtid.cgi?/10070403.htm.
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Utility: What’s New in Feature 
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This AppNote is an update to “Centralis AXE: The Power Utility for ZENworks 
for Desktops” that was published in the May 2001 issue. It describes the 
enhancements and fixes included in Feature Release 1 of Centralis AXE, a tool 
that can reduce the time and effort involved in creating efficient and portable 
Application objects for Novell’s ZENworks for Desktops.

For the full AppNote with the Feature Release 1 updates included, see the 
AppNotes Web site at http://www.novell.com/appnotes.

Since this AppNote was written in the U.K., it retains the British spelling used by 
the author.

Contents:

• Introduction

• What’s New in Feature Release 1?

• Conclusion

Topics application distribution, desktop management, 
directory-enabled applications, network management, 
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Audience network administrators, consultants, integrators
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Operating System NetWare 4.x, 5.x, 6.0

Tools none

Sample Code no
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Introduction

Centralis AXE is a utility designed to assist users of Novell’s ZENworks for 
Desktops by simplifying, standardising, and accelerating the process of creating 
eDirectory/NDS Application objects. Creating efficient and portable Application 
objects for complex applications—particularly in a server-based computing (thin 
client) environment—requires a lot of time, knowledge, and experience. In many 
cases it is simply not feasible to work through the entire AXT file manually and 
make the adjustments required to ensure that the Application object is accurate, 
efficient, and flexible.

Centralis created AXE originally for their own consultants, to minimise the time 
and effort associated with creating Application objects. Centralis AXE imports 
ZENworks for Desktops AXT files into a database, creating Application Profiles 
which can then be edited using the software’s powerful processing capabilities.

Centralis AXE contains built-in editing rules to correct common problems in 
turning ZENworks for Desktops snapshots (AXT files) into Application objects. It 
allows the creation of user-defined rules so that new knowledge can be captured, 
stored, and applied easily to future AXT files, and also to allow specific editing 
requirements to be added for applications individually.

Dynamic, rules-based editing means faster, more accurate Application object 
creation. This can minimise the size of the AXT file, and therefore the Application 
object, by eliminating unnecessary registry entries and files. Rules can be shared 
between administrators and between Application Profiles, allowing you to build 
up a central repository of knowledge gained from experience of creating 
Application objects.

It should be noted that ZENworks for Desktops administrators have a unique 
knowledge of the environment in which they work. Centralis AXE is not designed 
to replace that knowledge, but rather to provide a means of storing, applying, and 
sharing that knowledge.

Centralis AXE was created in response to demand by ZENworks consultants for a 
way to improve the process of turning “snapshots” into working Application 
objects. Specifically, it was found that:

• Procedures and processing methods varied between individuals and teams

• Procedures and processing methods varied for each administrator over time

• Many processes were carried out by hard-pressed administrators with little 
time to document changes or standards

• Most of the processes were time consuming and tedious

• Consistent accuracy was an essential part of creating a working object

• Lessons learned by one administrator were difficult to share with others
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Centralis AXE is designed to develop and enforce processing standards, and to 
make the knowledge and experience of each Centralis ZENworks consultant 
available to all their colleagues. Customer feedback and case studies have 
highlighted time savings of more than 80%, compared with manual processing. 
Centralis AXE is also supplied under license to Novell Consulting.

Overview of the Benefits of Centralis AXE

An analysis of the main processing capabilities of Centralis AXE is presented in 
the following table. In the table, “No” indicates a manual text-editing process; 
“Yes” indicates an automated process.
 

Standard PC Snapshots. Centralis AXE significantly reduces the time required to 
process applications and increases the object portability between different client 
configurations. Advantages include the following:

• Saves time. AXE cuts “snapshot to object” time by automating manual script 
editing tasks and storing company-standard editing rules.

• Improves portability. Standardisation improves portability of scripts between 
different client configurations.

• Increases functionality. AXE improves handling of variables within 
Application objects.

Area Standard Centralis 
AXE

Replace specific snapshot entries with system variables

User ID No Yes

Drive mappings No Yes

File paths No Yes

.INI files No Yes

Registry settings No Yes

Identify and remove redundant entries

Registry settings No Yes

System files No Yes

Temporary files No Yes

Identify and dynamically apply system settings

Version information for “Copy if Newer” option No Yes

User files for “Track Distribution per User” No Yes

Typical time required (for MS Office 2000 Professional)

Process application for deployment to PC or 
Thin Client Server

2 days 3 hours

Deploy application to Thin Client Server user 20 min. 10 sec.

Script portability between multiple client PC builds Limited High
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• Supports rules. AXE is supplied with a set of user-defined rules that will 

allow most applications to work without any further modification, plus the 
ability to create and then modify new rules.

• Creates Knowledge Base. User-defined rules become a knowledge base that 
can be applied to all Application Profiles.

• Allows Advanced Rules. These allow fine-tuning of how to determine if the 
rule is applied to an entry.

• Enables knowledge sharing. Rules can be shared by administrators, and 
exported/ imported by other AXE users.

Microsoft Windows Terminal Server/Citrix MetaFrame Snapshots. Centralis 
AXE extends the functionality of ZENworks for Desktops to the Microsoft 
Windows Terminal Server/Citrix MetaFrame environment by enabling the 
effective use of application snapshot-based installs. The features of this include:

• Simplifies deployment. AXE separates snapshots into user and workstation 
objects.

• Reduces overhead. AXE enables removal of redundant entries captured in 
snapshotting Windows Terminal Server/MetaFrame installations.

• Administrator installs. AXE allows a single, shared Application object to be 
deployed by the administrator.

• User installs. Individual user Application objects are smaller, faster, and more 
secure.

• Functionality. AXE allows user- or administrator-driven verify/install 
options.

• Flexibility. AXE extends functionality of NDS eDirectory and ZENworks for 
Desktops to provide a directory-managed solution for Microsoft Windows 
Terminal Server/Citrix MetaFrame server farms.

What’s New in Feature Release 1?

The major improvement introduced in Feature Release 1 is the File Version 
Report, which is described in the “File Version Reporting” section below.

Feature Release 1 also includes a number of product enhancements:

• Enhanced graphics

• Export performance improvements (10% faster)

• Support for registry multi-string data in rules

• Inherent support for registry types “Resource List” and “Resource 
Requirements List”

• Support for a custom bitmap to be displayed on the splash secreen
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• File property form now interprets macro values in source path field

• Rule Export/Import form is now sizable

• Exceptions are now displayed in the Import Progress window

• “Handy Hints” are displayed on the license reminder form

In addition, the following bugs and issues were fixed in Feature Release 1:

• Internal rules now replace Windows drive letter with %*WINSYSDISK% 
instead of %*WINDISK% to provide compatibility with ZENworks for 
Desktops 3.2 and above

• Fix to Advanced Rule processor when processing file sections

• Fix on rule export/import routines when text contains carriage returns/line 
feeds

• Fix to toolbar button enabled state after rule export/import

• Fix to Rule Import form (if a second file is selected, the first file was imported 
in its entirety)

• Fix to registry property page which caused program crash

• Fix to registry display of binary types

• Fix to ensure that AXE closes down properly once an Application Profile has 
been loaded

• Fix for displaying a “Delete Registry Key” setting

• Fix to file copy when manually adding a file

• Possibility of “out of memory” errors on Windows 9x platforms reduced

File Version Reporting

The File Version Report feature allows all application files associated with 
Application Profiles to be searched for file version information. This enables you 
to easily identify the potential deployment of conflicting versions of the same file.

As shown in Figure 1, you can report on all files, only files with version 
information, or files which match a specified pattern mask. The resulting report 
can be defined such that all files, only files with more than one instance, or only 
files with conflicts are displayed. 

A conflict can be defined as one or more of the following options:

• Different file version

• Different file date/time

• Different file size

• Different target location for file



w w w . n o v e l l . c o m / a p p n o t e s
74

A
pp

N
ot

es

Figure 1: The File Version Report Options window.

The results are displayed as a comprehensive File Version report, as shown in 
Figure 2.

Figure 2: The File Version Report window.
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Conclusion

This AppNote has described the new enhancements and fixes in Feature Release 1 
of the Centralis AXE utility for ZENworks for Desktops. This utility can be used 
to reduce the time and effort needed to create working Application objects for 
both PC and Windows Terminal Server/MetaFrame environments. 

The full version of this AppNote, with the Feature Release 1 updates included, is 
available online and can be downloaded in PDF, Palm, and Windows CE formats 
at http://developer.novell.com/research/appnotes/2002/june/a020605.htm.

For more information about Centralis AXE, visit the company’s Web site at 
http://www.centralis.co.uk.

A 30-day evaluation version of the Centralis AXE software is available from 
http://www.centralsoft.net/downloads/downloads.htm.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.
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How to Build J2EE Applications 
Using Novell Technologies: Part 2

J. Jeffrey Hanson
Chief Architect
Zareus Inc.
Jhanson583@aol.com

This AppNote is the second in a series that outlines a platform and methodology
for developing applications on NetWare with the Java 2 Platform Enterprise
Edition (J2EE) using a service-oriented architecture. This AppNote shows how to
handle HTTP requests, dispatch the requests and respond with
device-independent presentation code.

Contents:

• Introduction

• Development Tools for Non-Keynesian Bohemians

• This Means WAR

• Putting Things in Context

• Dispatches from the Web Tier

• Battle Plans

• Conclusion

Topics Java application development, J2EE, servlets

Products Java 2 Enterprise Edition

Audience developers

Level intermediate

Prerequisite Skills familiarity with Java programming

Operating System n/a

Tools none

Sample Code yes
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Introduction

This is the second in a series of AppNotes that outlines a platform and
methodology for Java 2 Platform Enterprise Edition (J2EE) application
development on NetWare using a service-oriented architecture.

The first AppNote introduced the technologies for the series, including Java
Messaging Service (JMS), servlets, Java Server Pages (JSP), Enterprise
JavaBeans (EJB), and so on. It also introduced some J2EE enhancement
technologies, including Novell eDirectory/ LDAP, Java Management Extensions
(JMX), Jini, and JavaSpaces.

We will be using these technologies to build a complete, service-oriented platform
for developing, deploying, and managing applications and services, using proven
design patterns. These applications and services will be deployed and used within
multi-tier client/server environments, peer-to-peer environments, fat-client
environments, and X-Internet environments. We defined the platform as a
comprehensive array of components and modules distributed across four tiers: the
client tier, the Web tier, the business tier, and the enterprise information system
(EIS) tier.

In this AppNote we are going to begin our journey into the J2EE development
world by developing a servlet on the Web tier that will respond to HTTP requests
sent from a browser on the client tier. This servlet will act as the point of control
for all HTTP-based requests. This “controller” servlet will dispatch requests from
clients to business-logic components and respond to clients with
device-independent presentation code.

Development Tools for Non-Keynesian Bohemians

The first order of business is to choose a development environment. Since our
target application will be browser-based, we don’t need to worry about adhering
to a specific client OS. Because our server components will be entirely
Java-based, we need to choose a development environment that allows us to
produce Java code. This opens up all kinds of possibilities, as far as a
development environment is concerned.

Now, being an incurable free-market consumer, I like to think of myself as a true
patriot in the battle for a stronger economy. I wield my credit cards with unbridled
recklessness, feeding VISA and MasterCard enough interest to finance a
third-world country. However, when it comes to choosing a product from my
very own industry, I brazenly choose a free one: NetBeans . . . go figure!
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NetBeans 3.3.1 is a full-featured, open source, integrated development
environment (IDE) that can be used to develop code in Java, HTML, and other
languages. You don’t have to brandish any credit cards in order to acquire this
open-source tool. Simply point your browser to the NetBeans Web site
(http://www.netbeans.org), download the tool, and install it as directed.

You can install the NetBeans development tool on any desktop OS that supports
Java. However, being the true bohemian (and cheapskate) that I am, I choose to
defy the bourgeois establishment and install it on my Penguin-oriented, open
source desktop. Your choice of desktops is up to you — if you choose to support
our friends from Redmond, I respect your right to do so.

This Means WAR

A Web application can be very loosely defined as “a bunch of stuff grouped
together and given a name and address.” A slightly more formal definition might
explain that this bunch of stuff can be made up of HTML files, servlets, images,
JSP files, property files, text files, Grandma’s pumpkin pie recipe, and little
Johnny’s report card. You can take all this stuff, group it together, give it a name
like “GrannysGoods”, give it an address like /webapps/GrannysGoods, and call it
a Web application.

The Servlet 2.2 specification (see http://java.sun.com/products/servlet/
download.html) introduced a new entity called the “Web Application Archive,” or
WAR file. This evil-sounding creature is actually a deployable version of a Web
application, containing the directory structure for the application and the files they
contain. These items are combined into a zip-formatted file with a .war extension.

To deploy a WAR file to Tomcat 3.3 on NetWare, you can take one of two paths:

• Manually expand the archive to a directory and have that directory served as a
Web application context (an instance of a Web application’s resources being
served with a unique context path).

• Have Tomcat’s AutoDeploy module do the expansion automatically by
placing the WAR file in Tomcat’s webapps directory. This will cause Tomcat
to expand the WAR file whenever Tomcat is restarted.

To deploy a WAR file while Tomcat 3.3 is running, you will need to choose the
first path and manually expand the WAR file. Then use the Admin Web
application to add the context.
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Putting Things in Context 

In Tomcat 3.3, a “context” is a directory that contains the resources needed for the
Web application. This directory must match the structure and requirements
defined for a Web application as defined by the Servlet 2.2 specification. Once
this directory is created, it may be acted upon by Tomcat as a context using one or
both of the following mechanisms:

• Use a ContextXmlReader to read a specified context configuration file, if it
exists, and all files with an associated pattern. For example, the associated
pattern “apps-*.xml” will configure the ContextXmlReader to pick up the
apps-admin.xml, apps-example.xml, and apps-127.0.0.1 files. To add your
own context definitions, you can create files with names like apps.xml or
apps-mycoolapps.xml.

• Create a subdirectory of a directory named in an AutoWebApp module. This
will create a context that will be served using the context’s directory name as
the context path. The default installation of Tomcat 3.3 has one such
AutoWebApp module which serves subdirectories of Tomcat’s webapps
directory.

Now that you know what a context is, it’s time to press boldly on into battle to
face the first line of demarcation: the “Web Tier.”

Dispatches from the Web Tier

As mentioned in the previous AppNote in this series, the Web tier performs
request dispatching duties for multiple clients. Client requests are routed through
the Web tier to the business tier. The business tier performs services and
formulates responses for requests passed to it from the Web tier. The Web tier
uses servlets and JSPs to deliver responses in the form of view scripts (HTML,
HDML, XML, and so on) to the client tier. The Web tier coordinates the flow of
an application. Domain specialists work within the Web tier to structure the flow
of each application. Sounds simple, right? Well, let’s take a closer look.

Pretend your client is a banking customer (Joe) who wants to access his account
information online, from any device that can access the Internet. Under ordinary
circumstances, Joe simply sits at a PC, opens a Web browser, and begins a
conversation between the browser and a Web application. But what if Joe is on a
ski lift in the Alps with nothing but a mobile phone? Even under these harsh,
primitive conditions, he can leap back into the civilized world with the touch of a
few buttons and begin a conversation between the phone and a Web application.
As an incredulous shout of “How can this be?” escapes from your lips, you hear a
faint echo from across the vast expanse of the mountain range that answers, “With
MVC, all things are possible!”
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MVC Prescribed

MVC is the ever-popular Model-View-Controller design pattern for building
modular applications. The above scenario is a good fit for this pattern, as the
responsibilities are neatly segregated among the various tiers. You see, it is the
Web tier’s responsibility to intercept all incoming HTTP requests, dispatch these
requests to appropriate request handlers that will parse the requests, and pass the
data on to services lurking on the business tier. Once the business objects have
done the voodoo that they do and the responses have been passed back to the Web
tier, the Web tier must format the responses for the target client device and pass
the request back in a form the client device can understand.

As if this list of responsibilities wasn’t enough to worry about, we want to add
even more challenges to the list. We want to construct our Web tier in such a way
as to encourage modular component development and reuse, while maintaining a
painless process for upgrading components and modules in the future. Again, we
are going to use the MVC design pattern to do this.

In MVC, various components and objects separate the front-end of an application
into three individual areas of functionality:

• The Controller handles the flow of input and output requests. In a typical
desktop application, this consists of mouse clicks, key clicks, system events,
and so on. In a Web application, the Controller handles HTTP input requests
and output responses.

• The Model is responsible for maintaining the state of any data that is
transferred between modules and components. The Controller uses the Model
objects to transfer data to the business objects and to transfer response data to
the View objects.

• The View objects format pages of text, images, and so on using the data
retrieved from the Model objects. The pages are then passed back to the client
to be viewed on the client’s device.

The following sections explain a little bit about the components and modules that
we will be using to implement our MVC pattern, and then discuss the source code
that we’ll create.

Controlling the Front Lines

The first point of entry to our Web application happens as an HTTP request is
received. Since Java servlets are designed for this very purpose, it makes sense to
exploit this opportunity and construct a servlet to handle HTTP requests. The
servlet will be constructed based on a widely-used design pattern, the Front
Controller.
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The Front Controller pattern solves several problems by channeling all client
requests through a single object, the Front Controller servlet. This servlet then
processes all requests, loads and responds with the next view to be displayed, and
centralizes all security needs for each Web application.

Once the Front Controller has received an HTTP request, determined where it is
to be dispatched, and extracted any parameter data from the request, the Front
Controller gets a reference to a Model object, places any request data in the Model
object, and then passes the Model object to a Task object to use while making a
call into the business tier. The Task object takes the Model object passed back
from the business tier, formats the data found in the Model object according to a
markup file such as HTML, XSLT, JSP, and so on, and sends the response back to
the client.

The following code sample demonstrates this interaction:

public class FrontController extends HttpServlet
{

TaskMaster taskMaster = null;

public void init()
throws ServletException

{
taskMaster = new TaskMaster();

}

protected void doPost(HttpServletRequest req, HttpServletResponse res)
throws ServletException, java.io.IOException

{
process(req, res);
}

protected void doGet(HttpServletRequest req, HttpServletResponse res)
throws ServletException, java.io.IOException

{
process(req, res);

}

private void process(HttpServletRequest req, HttpServletResponse res)
{

taskMaster.process(req, res);
}

}

Notice that the process method hands the request and response objects to the
taskMaster instance in order for it to handle the view selection and response
dispatching.
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Taken to Task

This introduces a new soldier in our battle for the front: the TaskMaster. It is the
TaskMaster’s duty to dispatch requests as tasks to the appropriate business objects
residing on the business tier. The TaskMaster then uses the data contained in the
Model objects passed back from the business objects and script files created by
Web page design experts to create the view pages that will be returned to the
client.

The following code sample demonstrates this process:

public class HTTPTaskMaster
implements TaskMaster

{
private HashMap tasks = new HashMap();
private ServletContext servletContext = null;

public void init(ServletContext context)
throws Throwable

{

this.servletContext = context;
getTasksFromFile(tasks);

}

public boolean process(HttpServletRequest req, HttpServletResponse res)
{

String pathInfo = req.getPathInfo();
String viewURL = execute(req, res, pathInfo);
viewMaster.execute(req, res, viewURL);

return false;
}

public String execute(HttpServletRequest req,
HttpServletResponse res,
String taskID)

{
Task task = tasks.get(taskID);
return task.execute(req, res);

}
}

Now, the final step is to take the data returned from the business object, format it,
and pass it back to the client. For this we will call on the ViewMaster.

The View from the Front

The ViewMaster manages all views for a particular application. View properties
are constructed and stored in XML files that can be edited by domain experts that
understand the flow of control that the application must follow. With this model in
place, the flow of an application can be controlled without modifying Java code.
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The following code sample demonstrates the important functionality of the
ViewMaster:

public class HTTPViewMaster
implements ViewMaster

{
HashMap views = new HashMap();

public void init(ServletContext context)
throws Throwable

{
this.servletContext = context;
loadViewsFromFile(views);

}

public void execute(HttpServletRequest req,
HttpServletResponse res,
String viewID)

{
req.setAttribute("CurrentView", viewID);

View view = views.get(viewID);
if (view != null)
{

setViewProperties(req, view);
RequestDispatcher dispatcher =

servletContext.getRequestDispatcher(view.getURI());
dispatcher.forward(req, res);
}

}
}

Battle Plans

Now that you have an outline of the components needed for the Web tier, let’s see
how to create them in our chosen programming environment. The steps explained
here are for the NetBeans programming environment; you may need to adapt them
to fit your chosen environment.

Creating the Project

To create the project in NetBeans, follow these steps:

1. Select Project | Project Manager | New.

2. Name your project “MyEStore”.

3. Click the OK button.
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Adding the Web Module

To add the Web module, follow these steps:

1. Select the “Project MyEStore” tab.

2. Right-click on the Project MyEStore node and select the Add New menu
item.

3. Expand the JSP & Servlet tab and select the Web Module node.

4. Click Next.

5. Browse to the directory in which you want to store your application.

6. Click Finish.

Creating the HTML File

To create the HTML file, follow these steps:

1. Expand the new Web module node.

2. Expand the Document Base node.

3. Right-click on the Document Base node and select New -> JSP & Servlet ->
HTML File.

4. In the Object Name dialog, name the file index.

5. Click Finish.

6. Type some text in the body section of the HTML file and save the file.

Creating and Compiling the Front Controller Servlet

To create and compile the Front Controller servlet, follow these steps:

1. Right-click on the WEB-INF | Classes node and select New | JSP & Servlet |
Servlet.

2. In the Object Name dialog, name the servlet ControllerServlet.

3. Click Finish.

4. The Java code for the servlet will be displayed. In the processRequest
method, uncomment the lines containing out.println and add one new line as
follows:

out.println("Greetings from MyEStore ControllerServlet");

5. Right-click on the WEB-INF | Classes | ControllerServlet node and select
Compile.
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Adding the Servlet to the Web Application File

To add the servlet to the Web application file, follow these steps:

1. Right-click on the WEB-INF | web node and select Edit.

2. The web.xml file will appear in the editor window. Insert the following lines
directly after the <web-app> line:

<servlet>
<servlet-name>

Controller
</servlet-name>
<servlet-class>

ControllerServlet
</servlet-class>
</servlet>

Deploying the Application

To deploy the application, follow these steps:

1. Right-click on the Web module node and select Tools | Export WAR File.

2. Choose a directory in which to export the WAR file, name the WAR file
MyEStore and select OK.

3. Copy the WAR file to sys:/tomcat/33/webapps.

4. Copy the directory containing the output files for the MyEStore project to
sys:/tomcat/33/webapps.

Creating the Context

To create the context for the application, follow these steps:

1. Direct your browser to http://yourserver/admin.

2. Select the Context Admin link.

3. In the Path: box, type /MyEStore.

4. In the Document Base: box, type webapps\MyEStore.

5. Click the Add Context button.
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Testing the Application

To test the application you have created, follow these steps:

1. Direct your browser to http://yourserver/MyEStore.

2. Direct your browser to http://yourserver/MyEStore/servlet/Controller.

You should see a Web page that boldly displays, “Greetings from MyEStore
ControllerServlet”. At this point, you have a stub version of your servlet. The final
step is to copy the code from the examples above into your servlet code,
recompile the servlet, and redeploy the servlet to the server.

Conclusion

This AppNote has shown how to design and implement the main pieces of your
application that target the Web tier. You have properly structured the components
and modules to allow your team of developers to focus on their areas of expertise.
This ensures more robust results with a faster time-to-market.

In the next AppNote in this series, we will cross the chasm into the business tier
and begin exploring some exciting technologies that will enable you to build a
very sophisticated and powerful middleware service framework.

For Additional Information

For more information about the technologies discussed in this AppNote, refer to
the following resources:

• “Design Patterns for Building Flexible and Maintainable J2EE Applications”
at http://developer.java.sun.com/developer/technicalArticles/J2EE/despat.

• For information about Java servlets, see http://java.sun.com/servlets.

• For the Servlet 2.2 specification, see
http://java.sun.com/products/servlet/download.html.

• For information about the J2EE development platform, see
http://java.sun.com/j2ee.

• For Novell-specific Java programming information, see
http://developer.novell.com/ndk/.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
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Remote Manager Utility as 
Found in NetWare 6 Support 
Pack 1

Edward Liebing
Senior Editor
Novell AppNotes

We’re going to interrupt our perusal through the SET
parameters for yet another month as we take a look at
what’s new in the NetWare Remote Manager utility.

You may recall from the October 2001 Beyond the
Basics column “What’s New in the NetWare 6
Management Portal Utility” the features that were
added to the NetWare 6 release of the Remote Manager
utility. For those of you who don’t, here’s a quick
summary.

Appearance

• Name change to NetWare Remote Manager utility

• Look and feel changed to conform with other
Novell web-based utilities

• Navigation frames renamed and regrouped

Management

• Console Screens now act as if you were on the
server

• Console command link added

• Admin and non-admin view of Remote Manager

• Disk partition operations

Diagnostics

• Profile CPU execution per NLM program

• Multiprocessor servers show how NLMs are
distributed across available CPUs

So What’s New in SP 1?
Here’s a list of the new features that come with the
NetWare Remote Manager in Support Pack 1 for
NetWare 6.

Diagnostics

• View trends on several of the health statistics

• Generate and view or send a report that can show
potential server security risks

• View and manage other server logs

• Receive a copy of an Abend log file through
e-mail

Management

• Manage trustee assignments and Inheritance
Rights Filter on a directory or file

• Set or remove disk space limits on a volume or
directory

• Monitor disk space usage on a volume

• Rename an NSS pool or volume

Let’s take a look at some of these features and what
they mean to you.

On Viewing Trends
By selecting the Health Monitor option under the Diag-
nose Server heading, you will see the Health Statistic
Trend Graphs option. This option allows you to trend
server statistics in the following categories:

• Processor 0 Utilization

• Average Utilization (All CPUs)

• Available Memory

• Available Volume Space

• Connections In Use

• Disk Requests (IOs/S)

• Disk Throughput (KB/S)

• LAN Packets (Packets/S)

• LAN Throughput (KB/S)

From these selections, you can choose to see trends
ranging from the last minute to the last hour, day,
week, month, or you can view all data. Once selected,
click the Draw Selected Graphs button to see the trends
in graph format (see Figure 1). You can then save these
graphs to plug them into reports.
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In NetWare 6, you can
view a server’s security
report by clicking on the
Reports/Log Files icon
at the top-middle por-
tion of the NetWare
Remote Manager
screen.
Figure 1: Looking at a full history profile for disk 
requests.

As you are viewing the trend graphs, you can select
View Raw Hourly Data and view the data in raw form
if you’d like to. Once you have viewed the graphs, you
can reset the trend data so you can reselect the statistics
you want to view. You can also clear the selections and
start over.

Viewing a Server Security Report
In NetWare 6, you can view a server’s security report
by clicking on the Reports/Log Files icon at the
top-middle portion of the NetWare Remote Manager
screen (next to the Exit icon). This brings up the
Reports/Log Files screen, where in the middle of the
screen you will see the View Security Report button.
Click the button to bring up the “NetWare Security
Report for Server: servername” window with security
information about the NetWare 6 server you are
currently viewing (see Figure 2).

Figure 2: The Security Report gives you information 
about a number of special security areas.

The list of general areas that you will see includes:

• General Information

• Volume Trustees

• SYS Volume Common Folders

• IP Information (including port listings)

• IPX/SPX Information

• NCP Information (including connection
information)

• CIFS Information

You can then print out this information through the
browser or you can send this security report via e-mail.

Viewing Server Logs
You can view a number of server logs and error logs.
Click on the Reports/Log Files icon at the top-middle
portion of the NetWare Remote Manager screen (next
to the Exit icon), to see a Reports/Log Files screen like
the one in Figure 3.

Figure 3: The Reports/Log Files screen.

This screen allows you to view a number of files and
reports. Specifically, you can view the:

• Server Configuration Report (Config)

• Security Report

• Server Personal Log Book

• System Error Log File

• Abend Log File

• Server Health Log File

To view the server configuration report, simply click
on the View Config Report button, or you can send it
to someone if you need to via e-mail. The server
configuration report contains items such as:

• General Server Information (server name, OS
version, security restriction level, server memory)

• List of NLMs Loaded

• LAN Driver Configuration Listing
. n o v e l l . c o m / a p p n o t e s
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• Storage Device Configuration Information

• Volume Statistics On All Mounted Volumes

• Abend Log File Entries

• Time Sync Log Entries

• Java CFG File Entries

• Host File Entries

• Resolve.CFG Entries

• AUTOEXEC.NCF File Entries

• STARTUP.NCF Entries

• CONFIG.SYS Entries

• SET Parameter Settings

• Files Contained In SYS:SYSTEM Directory

• Files Contained in C: Directory

At the bottom of the Reports/Log Files page, you will
see the following log files listed:

• NRMUSERS.LOG (Server Personal Log Book)

• SYS$LOG.ERR (System Error Log File)

• ABEND.LOG (Abend Log File)

• HEALTH.LOG (Server Health Log File)

These files can be viewed, printed out, and cleared as
needed.

Manage Trustee Assignments
Through NetWare 6 Support Pack 1, you can manage
trustee assignments and the Inheritance Rights Filter
for files or directories. Click on the Volumes icon in
the top-middle of the NRM screen and select the
volume/directory/file you want to affect.

Also note that support for most (if not all) of the direc-
tory flags have been added to NSS volumes, including:

• System

• Hidden

• Archive

• Immediate Purge

• Don’t Compress

• Don’t Migrate

• Delete Inhibit

• Rename Inhibit

• Immediate Compress

To set the IRF on a directory, click on the question
marked icon to the left of the directory, then select the
IRF entry under the Directory Entry Information
portion of the screen.

Viewing Disk Space Usage
You can set and remove disk space limits on a volume
or a directory. You can also monitor disk space usage
on a volume. To do this, click on the Volume icon at
the top-middle screen of NRM, then click on the Info
icon found to the left of the volume. This brings up
Volume Information screen, which allows you to
perform the following functions:

• View Volume Segment Information

• Purge Deleted Files

• Rename Volume

• View Open Files

• Disk Space Usage

Click on the Disk Space Usage button to see which
users have disk space on the server and how much they
are presently using. You can then click on the user to
see a list of the files and their sizes.

Also from the Volume Information screen, you can
click on the Rename Volume button rename a volume,
even an NSS volume.

Well, that about sums up the new capabilities that
come in Support Pack 1 for NetWare 6. Next time,
we’ll jump in on the File System SET parameters.
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Creating and Manipulating 
Objects in ConsoleOne

Kevin Burnett
Senior Research Engineer
Novell AppNotes

Continuing with our discussion from last month about
the ConsoleOne utility, let’s focus on the creation and
manipulation of objects. With its graphical interface,
ConsoleOne makes it easy to locate the network
resources (objects) you want to manage. You can
change their behavior by modifying their properties.
You can also delete, move, and rename objects or
create new ones as needed.

The rest of this column details how to perform many of
the available object manipulation operations provided
by ConsoleOne. The following table explains some of
the terms used:

Creating an Object

1. Right-click on the container that you want to
create an object in. Click New and then Object
(see Figure 1).

Note: There are restrictions as to the types of 
objects you can create in different container types. 
The ConsoleOne utility documentation, located at 
http://www.novell.com/documentation/ provides you 
with this information. Since this information is beyond 
the scope of this column, the Web site will be your 
best source for such information.

2. In the Class scroll-down list in the New Object
window, shown in Figure 2, select the type of
object you would like to create. For this example
we will create a user. Then click OK.

Note: If you get a warning that there is no snap-in 
available to create the object, complete the appropri-
ate action from the table below (depending on your 
level of understanding of the object you are creating).

Term Definition

Shift+click While pressing the Shift key, 
click the left mouse button.

Ctrl+click While pressing the Ctrl key, 
click the left mouse button.

Right-click Click the right mouse button.

Figure 1: Creating a new object in ConsoleOne.

Figure 2: Selecting the Class type.
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3. You are presented with the New User screen
(Figure 3). Enter a name for the user object.

If the Assign NDS Password box is checked (the
default), you will be prompted to enter a password
(Figure 4).

4. Once you have typed and retyped your password
click Set Password. You will then be able to see
your new user created in the container you
selected. The new user will be identified by its
Unique ID.

Note: You can specify any other information that is 
optional for creating a new user. Options such as using 
a template or creating a home directory can also be 
enabled. You can define additional properties for this 
user, or you can directly create another user.

Understanding Level Action

Thorough — you understand 
this object and how its 
properties are used.

Click Yes in the warning box. You will be allowed to set the object’s 
mandatory properties using generic editors. After creating the object, you 
can set other properties using the generic other property page.

Minimal — you understand 
what the object is but not 
how its properties are used 
in any detail.

Click No in the warning box and then quit this procedure. You will need to 
install a product that provides a ConsoleOne snap-in to create and manage 
this object type.

Figure 3: The New User creation screen.

Figure 4:The Enter NDS password screen.
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ConsoleOne allows you
to modify multiple
objects at the same
time.
Modifying an Object’s Properties
ConsoleOne is very flexible in allowing you to modify
an object’s attributes. Follow these steps to modify an
objects attributes:

1. Right-click the object and choose Properties.

2. Edit the Property pages you want.

Note: Click Help for details on any specific properties 
you wish to fill out. 

In our example, we see that the Properties page is
entitled “Properties of Charlie.” There are several
tabs that represent the attributes of the object Char-
lie that you can modify.

3. Click the General tab and select Identification (the
default). This brings up a screen similar to
Figure 5.

4. You can then fill in any or all of the options that
are presented here.

5. Click Apply and then OK to save the changes to
NDS.

Modifying Multiple Objects Simultaneously
ConsoleOne allows you to modify multiple objects at
the same time. Follow these steps to modify multiple
objects:

1. Select the objects by using one of the following
methods:

• In the right pane, Shift+click or Ctrl+click one
or multiple objects of the same kind. (You
cannot modify dissimilar objects at the same
time.)

• Click a group or template object to modify its
members.

• Click a container to modify the objects it
contains.

2. Click File and then select the Properties of
Multiple objects option.

3. If you selected a container in Step 1, while in the
dialog box, double-click the object type you want
to modify. Otherwise, skip this step.

4. On the Objects to Modify page, make sure you list
only the objects that you want to modify. Here
you can add and/or delete objects as needed.

5. On the other property pages, specify the property
values you wish to set for all the selected objects.

Note: You can click Help for details on specific proper-
ties.

6. Click OK.

For example, suppose I have selected Charlie and
Frank by holding down the Ctrl key and clicking on the
two usernames. My steps would be:

1. Click File and then Properties of Multiple Objects.
Select the General tab and the default
Identification option (Figure 6).

Figure 5:The Properties of Charlie page.
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ConsoleOne makes it
very easy to rename an
object.
2. Modify one or more of the Multiple Objects
Information.

3. Click OK.

Now if you go back and click on either Charlie or
Frank (or your own example users), you will see that
they both have the modified information as a part of
their General/Identification screen.

Renaming an Object
ConsoleOne makes it very easy to rename an object.
Follow these steps to rename an object in ConsoleOne:

1. Right-click the object and then click the Rename
entry (Figure 7).

2. In the Rename window, enter the new name. (In
my instance I am changing Charlie’s name to
Horace.)

3. You can click Save Old Name if you want to save
the old name of the object. The old name is stored
in the Other Name field of the object’s General
Identification property page.

4. Click OK. The object’s new name will be written
out to NDS. You will also see the change in the
right pane of ConsoleOne.

Note: Do not use this procedure to rename a NetWare 
server object. To rename a NetWare server, follow all 
of the steps outlined in Technical Information 
Document (TID) #10063497 on the Web at 
http://support.novell.com/cgi-bin/search/searchtid.c
gi?/10063497.htm.

Moving Objects
ConsoleOne allows you to move objects to different
locations in your eDirectory tree. Follow these steps to
move an object in ConsoleOne:

1. In the right ConsoleOne pane, Shift+click or
Ctrl+click the objects you wish to select to move.

Note: You can’t move a container object unless it’s a 
partition root. Since the discussion of a partition root 
is beyond the scope of this column, you can find more 
information at: www.novell.com/documentation/.

Figure 7: Renaming an object in ConsoleOne.

Figure 6: Changing multiple objects’ information.
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ConsoleOne is quite
diverse in its ability to
deal with eDirectory
objects.
2. Right-click your selection. Then, click Move. The
Move window is displayed as shown in Figure 8.

3. Click the browse button to the right of the
Destination field. Select the container to which
you wish to move the object or objects.

4. If you want to create an alias in the old location
for each object being moved, select the “Create an
alias for all objects being moved” check box at the
bottom of the Move window.

Note: Selecting the “Create an alias for all objects 
being moved” check box allows any operations that are 
dependant on the old location to continue uninter-
rupted until you can update those operations to reflect 
the new location.

5. Click OK to write the changes to NDS.

Deleting Objects
Deleting objects is a simple task in ConsoleOne.
Follow these steps to delete an object:

1. Shift+click or Ctrl+click the object(s) to select
them.

Note: You can’t delete a container unless you first 
delete all of its contents.

2. Right-click your selection, then click the Delete
NDS Object option (Figure 9).

3. If you are really sure you want to delete the object,
then in the Delete confirmation box, click Yes.

In conclusion, this month we discussed how to create
and manipulate objects in ConsoleOne. As you can tell,
ConsoleOne is quite diverse in its ability to deal with
eDirectory objects. Next month we’ll continue our
exploration of the ConsoleOne utility.

Figure 9: Deleting an Object in ConsoleOne.

Figure 8: Moving an object in ConsoleOne.
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Transitive Synchronization 
Revisited

Kevin Burnett
Senior Research Engineer
Novell AppNotes

Previously, we discussed Transitive Synchronization
in this column. Since then, I have received several
e-mails requesting possible corrections to what was
printed and also requesting greater detail about the
Transitive Synchronization process. I recently had the
opportunity to visit with one of Novell’s key NDS
Engineers about this subject. Needless to say, we
discussed Transitive Synchronization in great detail.
The following is the result of that conversation.

Vital Concepts
Before we can adequately discuss Transitive Synchro-
nization in detail, there are a few directory concepts
that should be defined:

Also, it would be good to understand object synchronization concepts:

Directory Concept Definition

Partition A distinct portion of the directory tree that stores and replicates directory 
information.

Replica A single instance of a partition.

Synchronization The propagation of directory information from one replica to another so the 
information in each partition is consistent with each other.

Schema Defines the types of objects that can be created in your tree (such as users, 
printers, and groups) and what information is required or is optional at the time 
the object is created. Every object has a defined schema class for that type of 
object.

Background Process A task or set of tasks that happen without user intervention to maintain directory 
information (such as synchronization).

Directory Concept Definition

Replica Types Master, Read/Write, Filtered

Replica Ring The set of eDirectory agents that hold a replica of a given partition and 
therefore participate in the synchronization of objects contained within 
that partition.

Deltas Time-based differences between copies of a given object.

Change Cache The collection of objects with deltas for a given replica.

Transitive Synchronization A method for providing convergence of data without requiring an eDirectory 
agent with changes (i.e., state-based deltas) to directly contact and 
synchronize those changes with every other agent in the replica ring.
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Replica — a synchroniz-
ing multi-valued
attribute whose value
represents an eDirec-
tory agent that is partic-
ipating in the
replication of this parti-
tion and how it can be
contacted.
There is one last set of definitions that we will need to understand; Partition Root Object Attributes.

Before diving into the process of Transitive Synchroni-
zation, we should also discuss the Local Received Up
To or LRUT attribute. So the logical question to ask is:
“What is the LRUT used for?”

For in-bound traffic, the LRUT attribute is used:

• To keep track of what changes have been received
from other replicas

• To inform inbounding replica’s the current
synchronization state

• To advertise the local state when the agent is
ready to do so during outbound synchronization

As the LRUT attribute prepares to Out-bound, it:

• Reads the last TimeStamp issued on the local
replica from the partition record

• Updates the row in the LRUT attribute that
corresponds to the local replica number

• Updates the Transitive vector value that
corresponds to the local agent (“server”)

Transitive Synchronization Briefly Defined
Let’s say that you have two servers: a source server
and a destination or target server. With Transitive
Synchronization the source server looks at the replica
list on the target server’s Transitive Vector. If the
source server’s Transitive Vector is more recent than
the target server’s vector, the source server needs to
synchronize with the target server. This prevents a lot

of network traffic, since only the servers whose
replicas need updating are actually updated.

Transitive Synchronization provides the following
benefits:

• It reduces network traffic, since it only sends the
needed changes.

• It handles larger replica lists because of reduced
synchronization traffic.

• It supports IP directly, whereas previous
synchronization strategies had to support IP
through intermediary servers.

How Transitive Synchronization Works
The following steps describe the Transitive Synchroni-
zation process and how it works.

Let’s assume that we have three, servers: Server A,
Server B, and Server C. And lets also assume that
Server A is home to Replica A, Server B to Replica B,
and Server C to Replica C, as illustrated in the
following table:

Partition Root 
Attribute

Definition

Replica A synchronizing multi-valued attribute whose value represents an eDirectory agent that is 
participating in the replication of this partition and how it can be contacted.

Transitive 
Vector

A synchronizing multi-value attribute whose value represents a state in time up to which 
the specified eDirectory agent has received changes.

Local Received 
Up To (LRUT)

A non-synchronizing single valued attribute whose value represents the current state in 
time up to which the local eDirectory agent has received changes.

Purge Vector A non-synchronizing single valued attribute whose value represents the oldest state in 
time that has been seen by each eDirectory agent in the replica ring. Uses the Transitive 
Vector to find the oldest state seen by all the agents in the ring for each replica.

Server Contained Replica

Server A Replica A

Server B Replica B

Server C Replica C
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The only timestamp val-
ues that a server
changes are those in its
own time vector.
The network is set up as illustrated in Figure 1.

Figure 1: Three server/three replica network.

Server A is able to communicate with Server B, with
Server B being able to communicate with Server C,
and Server C is able to communicate with Server A.
Remember from our previous discussion about Transi-
tive Vectors (February 2002), each server in the replica
ring holds a Transitive Vector with timestamps
showing when the last updates were made on all the
replicas.

The actual process of Transitive Synchronization in
eDirectory version 8.6 and greater is currently quite
complex with multiple threads executing simulta-
neously. For the sake of keeping this article within
reasonable bounds, Transitive Synchronization will be
discussed as if there is only one thread of execution

occurring at a time. The following steps are performed
during Transitive Synchronization:

Time=time(10)

1. An in-bound change request is sent to Server A
(Figure 2). Server A’s Partition record picks up
the Last Issued Time Stamp (LIT) and then
implements these timestamps on each of the
affected attributes.

2. This information is then copied to the LRUT in
Replica A on Server A. These changes occur at
Time = time(10).

Note: The only timestamp values that a server changes 
are those in its own time vector. It will never change 
the values of the other replicas time vectors.

Figure 2: Server A synchronizing with inbound data.

Server A’s LRUT at Time = time(10)

3. At Synchronization time, Server A copies the information in its LRUT to its Transitive Vector in preparation
for outbound synchronization. The three servers’ Transitive Vectors look like this:

Server A’s Transitive Vector at Time = time(10)

Server A
Replica A

Server B Replica B

Server C Replica C

Synchronization

Synchronization Synchronization

Time Vector Timestamp Server Replica A Replica B Replica C

time(0) Server A time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(0) Server A time(0) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)
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Server B’s Transitive Vector at Time = time(10)

Server C’s Transitive Vector at Time = time(10)

Since we haven’t synchronized with Server B or C, all of their times are still at Time = time(0). At this point, Server
B’s LRUT looks like this:

Figure 3: Server A synchronizing with server B.

Time = time(11)
Server A synchronizes the changes to Server B (Figure
3). The following steps occur on Server B:

1. An in-bound change request is sent from Server A
from Server B. Server B’s Partition record picks
up the Last Issued Time Stamp (LIT) and then
implements the timestamps on each of the affected
attributes.

2. This information is then copied to the LRUT in
Replica A on Server B. These changes occur at
Time = time(11).

Time Vector Timestamp Server Replica A Replica B Replica C

time(0) Server A time(0) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(0) Server A time(0) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(0) Server B time(0) time(0) time(0)
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Server A’s LRUT at Time = time(11)

3. At Synchronization time, Server B copies the information in its LRUT to its Transitive Vector in preparation
for out-bound synchronization. The three servers’ Transitive Vectors look as follows:

Server A’s Transitive Vector at Time = time(11)

Server B’s Transitive Vector at Time = time(11)

Server C’s Transitive Vector at Time = time(11)

(Since we haven’t synchronized with Server C, all of its times are still at Time = time(0)). At this point, Server B’s
LRUT looks like this:

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(0) Server A time(0) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server B time(11) time(0) time(0)
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Figure 4: Server B synchronizing with server C.

Time = time(12)
Server B synchronizes the changes to Server C
(Figure 4). The following steps occur on Server C:

1. An in-bound change request is sent from Server B
to Server C. Server C’s Partition Record picks up
the Last Issued Time Stamp (LIT) and then
implements the timestamps on each of the affected
attributes.

2. This information is then copied to the LRUT in
Replica C on Server C. These changes occur at
Time = time(12).

Server B’s LRUT at Time = time(12)

3. At Synchronization time, Server C copies the information in its LRUT to its Transitive Vector in preparation
for outbound synchronization. The three servers’ Transitive Vectors now look like this:

Server A’s Transitive Vector at Time = time(12)

Server B’s Transitive Vector at Time = time(12)

Time Vector Timestamp Server Replica A Replica B Replica C

time(12) Server B time(11) time(12) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(0) Server B time(0) time(0) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(12) Server B time(11) time(12) time(0)

time(0) Server C time(0) time(0) time(0)
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Server C’s Transitive Vector at Time = time(12)

At this point, Server C’s LRUT looks like this:

Figure 5: Server C synchronizing with server A.

Time = time(13)
Server C gets ready to synchronize with Server A
(Figure 5). The following steps occur on Server A:

1. An in-bound change request is sent from Server C
to Server A. Server C’s Partition Record picks up
the Last Issued Time Stamp (LIT) and then
implements the timestamps on each of the affected
attributes.

2. This information is then copied to the LRUT in
Replica C on Server C. These changes occur at
Time = time(13).

Server C’s LRUT at Time = time(13)

3. At Synchronization time, Server A copies the information in its LRUT to its Transitive Vector in preparation
for outbound synchronization. See the following tables for the three servers’ Transitive Vectors.

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(12) Server B time(11) time(12) time(0)

time(12) Server C time(10) time(11) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(12) Server C time(11) time(12) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(13) Server C time(11) time(12) time(13)
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Server A’s Transitive Vector

Server B’s Transitive Vector

Server C’s Transitive Vector

To complete the cycle, Server A’s LRUT now looks like this at Time=time(13):

Synchronization will then continue until all replicas
agree with each other. Of course, when another change
is made to NDS, the whole process starts over again.

The previous example shows how one update would be
propagated through a replica ring. It has been simpli-

fied to show only one change at a time. In reality,
many updates will typically happen at the same time.

Thanks to the Novell eDirectory Core Development
Team for providing critical information for this
column.

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(12) Server B time(11) time(12) time(0)

time(13) Server C time(11) time(12) time(13)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(12) Server B time(11) time(12) time(0)

time(0) Server C time(0) time(0) time(0)

Time Vector Timestamp Server Replica A Replica B Replica C

time(11) Server A time(11) time(0) time(0)

time(12) Server B time(11) time(12) time(0)

time(13) Server C time(11) time(12) time(13)

Time Vector Timestamp Server Replica A Replica B Replica C

time(13) Server A time(11) time(12) time(13)
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Rebuilding NSS Storage Pools 
and Volumes

Paul Thompson
Novell, Inc.

To repair storage pools and logical volumes, Novell
Storage Services (NSS) provides the VERIFY and
REBUILD utilities. The VERIFY utility checks the file
system integrity for an NSS pool by searching for
inconsistent data blocks or other errors. This utility
checks to see if there are problems with the file system.

The REBUILD utility verifies and uses the existing
leaves of an object tree to rebuild all the other trees in
the system. You need to deactivate pools (and all the
volumes in the pools) before you run REBUILD so
users cannot access the volumes you are rebuilding.
When you deactivate a storage pool, all the volumes in
the pool will automatically deactivate.

REBUILD also copies errors and transactions into an
error file called volume_name.rlf at the root of the
DOS drive on your server. Every time you rebuild a
particular NSS volume, the previous error file is over-
written. If you want to keep old error files, move them
to another location. You can check the error file when-
ever an NSS volume does not come up in active mode
after a rebuild.

REBUILD is not equivalent to VREPAIR. You should
use REBUILD only as a last resort to recover the file
system. If you use the REBUILD utility to recover
from data corruption, you will likely lose some data in
the process.

When you use the REBUILD and VERIFY utilities,
these utilities both generate a log file at the root of the
DOS drive. To run REBUILD, enter the following
command at the server console prompt:

nss/poolrebuild=<poolname>

This verifies and accounts for all blocks in the system.
If the volume has errors, the errors appear on the
screen. The NSS volume remains in maintenance
mode; otherwise, it reverts to the active state. You then
need to mount the volume again.

You can also verify a pool by entering: nss /verify
<Enter> at the server console prompt. This brings up a
list of pool names, and you can then select the pool.
The VERIFY utility is a read-only assessment of the
pool.

iManager Questions and 
Answers

Michael Spong
Novell, Inc.

Why Won’t My iManager Updates Show up?
As an iManager developer, you will naturally want to
test template changes in your .HTT files. After you
have copied your edited .HTT files to the \webapps\
eMFrame\WEB-INF\classes\templates\browser\ndps\
gatecfg directory, you will want to use a Web browser
to view your changes.

The end of Chapter 4 of the iManager Developer Kit
manual has a section on Caching Templates. The docu-
mentation incorrectly indicates that template files are
not cached. By default, the template files are cached.
You will need to disable caching on your Web server
in order to view the changes you made to your template
files.

To change the cache setting on the Web server, edit the
\webapps\eMFrame\WEB-INF\eMFrame.cfg file.
Change the cache enable parameter to the following:

Templates.Cache.enable=false

You will need to restart your Web server and Tomcat
for the changes to take effect. To do this, perform the
following steps at the server console prompt:

NSWEBDN
TOMCAT33 -STOP
NVXADMDN

NSWEB
TOMCAT33
NVXADMUP
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How do I add a picture
to an iManager tem-
plate?
How Do I Add an Input Field to an 
iManager Template?

1. Edit the .properties file to include the strings for
the prompts that you want to give. For example,
add the following line to the DSResources.
properties file:

DS.PrinterType=Printer Type:

2. Edit the .htt file to prompt for the data. In the
DSGatewayTemplate.htt file enter the following
lines after the <!-- 3rd party input fields place
below --> line:

<BR>{STRING DS.PrinterType}<BR>
<input type=text name=“CreatePrinterType”

value= “” size=35 maxlength=80>

3. Edit the .java file to retrieve the parameters from
the .htt file.

Declare the variable. In the public class DSGate-
wayTemplate of the DSGatewayTemplate.java file
add the following declaration:

STRING printerType

Read the data from the .htt file. Under the com-
ment //Retrieve parameter(s) that are set in the
DSGatewayTemplate.htt, add the following line:

printerType = req.getParameter(“CreatePrinter
Type”); ).

Now the variable “printerType” can be used in
your Java code.

How Do I Add a Picture to an iManager 
Template?
For example, you may want to add a company logo or
a picture of your product. Note that you have access to
all of the graphics in the SYS:\WebApps\Images direc-
tory and below. This is strictly HTML coding, but here
is an example of putting a picture of a question mark:

1. Bring up the .htt file in an editor.

2. Add the following line:

<IMG src=‘{VAR Templates.Images.url}/ndps/
printercontrol.gif’ alt=‘{STRING ndps.Printer
Control.alt}’ border=“0”>

How Do I Add a Web Page to the Flow of 
the User Interface in an iManager 
Template?

1. Open the .htt template file that you want to launch
your new interface window.

2. Remove the following line:

<input type=hidden name="nextState" value=
"ConfigureGateway">

iManager is based on a state-machine design. The
line above issues the command to go to the next
state (ConfigureGateway). In this example we
want to collect more data from the user before we
configure the gateway. The states for NDPS are as
follows:

• ConfigureGateway

• doCreateBroker

• doCreateManager

• doCreatePrinter

• doDeleteObject

• doEnableIPP

• doListPrinters

• doSetDrivers

• initialState

• showEnableIPP

• showListPrinters

• populateDrivers

• showListPrinters

• done

3. Add the following line:

<input type=hidden name="merge"
value="ndps.gatecfg.DSGatewayTemplate1">

The line above identifies which is the next JavaScript
file to execute after this one. The parameter “merge” is
the parameter that defines the next step if the current
step is successful.

You may also add another line like this one to define
which JavaScript file to execute in the event that this
step is not successful; instead of the “merge” param-
eter, use the “error” parameter.

The value parameter identifies the name of the file to
load. The complete path to the file is:

SYS:\WebApps\eMFrame\WEB-INF\classes\tem
plates\browser\ndps\gatecfg\DSGatewayTemplate1.htt

Notice that part of the path is missing from the param-
eter. This is because the Web server considers every-
thing from the following directory and down as view-
able by web browsers:

SYS:\WebApps\eMFrame\WEB-INF\classes\tem
plates\browser\

Also notice that the parameter replaces the back
slashes with dots, and does not include the extension
(.HTT) in the file name.
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NUI is the organization
of Novell users.
Finally, notice that the name of the file is the new Java-
Script file that you created in Step 1.

How Do I Get User Input from Multiple 
iManager .HTT Template Files to a Single 
Java File?
This question is easiest to explain by example. In this
example, there is an iManager template file called
Template1.htt that is using JavaScript with a variable
called VAR1. Template1.htt then follows with
Template2.htt and has a variable called VAR2.

We want to send both VAR1 and VAR2 to a .java file.
To do this, Template2.htt must contain the following
line in order to get VAR1 from the Template1.htt:

<input type=hidden name="VAR1" value="{VAR
VAR1}">

The .java file uses the following lines to retrieve the
data from the .htt file:

String value1, value2;
value1 = req.getParameter("VAR1");
value2 = req.getParameter("VAR2");

Editing the Products Database 
Using PRODSYNC

Paul Thompson
Novell, Inc.

At the server console prompt, run PRODSYNC
<Enter> with no switches to force the Products Data-
base (products.dat) to synchronize with the NW
Registry (NetWare Configuration Database Engine).
To add records to the products.dat file, at the server
console prompt, type:

PRODSYNC ADD <RECORD ID> <RECORD TYPE>
<RECORD DATA>

To delete records from products.dat, type:

PRODSYNC DEL <RECORD ID>

This is available only with NW51SP3 and NW6SP1
and later.

NUI—Be a Part of It

David Heath
President, Sydney Novell Users Group
Australia

I’d like to ask a rhetorical question. What is the core
component of your computing infrastructure? Is it the
servers? The desktop PCs? Your database? Perhaps
even the users.

My own suggestion is two-fold: the core component is
a combination of the NOS and the directory. When
considering the best support structure for your infra-
structure, it is wisest to base it fundamentally on this
same component—the NOS + directory. In our case,
we know and love eDirectory and NetWare—the
greatest products known to man or computer!

Within this environment, it is easy to choose front-line
support. It comes from your reseller or a contracted
support group, backed by Novell’s own excellent
support team. However, these people are typically
focussed on two specific aspects of support:

• Making it work the first time

• Fixing identifiable problems

These people are much less efficient at the more vague
problems, ones that have no specific description and no
specific answer. Questions like: “If I upgrade product
X to the latest version, what other upgrades will I need
to make to products Q, Y, and Z?”

Sure there are “sales” answers, such as “upgrade
everything–here’s my quote!” Or even some
seat-of-the-pants technical answers, such as “it should
be fine, just upgrade whatever breaks.”

So, how do we address such problems without being
inflicted with either of these ‘solutions?’ I’d like to
re-introduce an old concept—the Users’ Group.

Back in the (good old) days of the one-vendor site
where things that moved were operators and things that
didn’t were painted blue, we all joined the appropriate
user group. There was DECUS, Common, or even the
Wang user group.

We liked to think that these groups held some sway
over our anointed supplier (particularly true in the case
of DECUS) and we all felt good about the camaraderie
of fellow users. But the real reason behind the users
groups was that they were the only place we could get
good support–we needed them!

The users groups provided us with professionally
produced publications and a real source of information
about the system we had purchased, from people who
were blazing a train ahead of us.

Nowadays, things are a little different, and there are
three major reasons why user groups are on the
decline. Whereas we once joined a single user group to
service all our needs, a multitude of specific groups
now address single facets of our computer environ-
ments. Additionally, vendors are very willing to offer
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high quality support at competitive prices. Also, the
Web has made it easy to distribute information and
updates (bug-fixes to you and me) to all users.

Which takes me back to where I started. By under-
standing which components form the core of your
infrastructure, you can quickly identify where your
support requirements should be focussed and also how
to deal with those vague questions. Join Novell Users
International. It’s as simple as that!

What NUI Is About
NUI is the organization of Novell users. There are over
200 local groups throughout the world, approximately
one half of which are located in North America. Gener-
ally they meet monthly with presentations on a variety
of topics—Novell-based products and third-party prod-
ucts.

But the key benefit of membership is the other
members. You will meet and mingle with your
peers–people who have seen the same problems and
issues that you’re experiencing; people from technical
and management backgrounds.

Every group I’ve meet or been part of has an active
“Q&A” session, where members raise problems, issues
or concerns in front of the other members. Often
they’re solved right there in the room, without the need
for expensive support incident lodgement.

The benefits are clear. To quote from the NUI Web
site:

“Bring up-to-date, relevant, technical resources from
Novell departments such as Technical Services,
Consulting, and Education, to NUI members. Often,
these resources are specially prepared for NUI and not
available to any other group.

“Allow NUI members to have direct contact with tech-
nical experts from Novell and Novell’s Vendor Part-
ners.

“Help IT professionals work more efficiently in
complex, multi-platform network environments.

“Provide NUI members with education and certifica-
tion opportunities. These opportunities are available at
significant savings and offer study programs that are
created and presented by experts that developed the
technology.

“NUI has evolved from the need for IT professionals to
have an organization that keeps them abreast of the
technological advances that occur on a near-daily
basis. New technology brings both opportunities and
challenges. To help maximize the former and minimize
the latter, NUI offers educational, networking and
social events that help its members manage their
careers and reap the benefits that come with being a
trained professional in this highly specialized and
complex field. NUI members receive?

“Access to an extensive online library of technical
resources that are regularly prepared and updated by
Novell engineers, Novell partner engineers, indepen-
dent consultants, and other NUI members.

“Comprehensive career management resources
including a searchable Novell Career Center (hosted by
NUI and powered by Dice.com); links to external,
industry specific job banks; online Q&A sessions with
human resource experts; and a searchable library of
career management articles.

“Opportunities to network with other industry profes-
sionals on a regular basis at local meetings and via the
Internet in the NUI community chat room and forums.

“In addition, as a benefit of membership, you’ll receive
the popular magazine Novell Connection. This
contains a wealth of product reviews on new releases
from Novell along with occasional material on
third-party products and regular columns for the
network professional.”

So, how do you join NUI? Just visit the Web site at
http://www.nuinet.com and choose the membership
area. From the “Local NUI” page, locate your nearest
group and contact the listed e-mail address–it’s as easy
as that! They’d love to have you aboard, and you’ll
begin to reap the benefits almost immediately.
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The NetWare Internal 
Debugger: Walking the Stack

Tom Buckley
Senior Software Engineer
Novell, Inc.

NetWare has a power tool available for debugging
problems that occur, and it is called the internal
debugger. This tool, while intimidating at first, has
several advantages going for it:

• It is available on any NetWare server.

• It can always show what’s going on.

• It is powerful enough to find the root cause for
almost every problem that occurs.

Additionally, when a coredump is taken from a server,
the virtual debugger (VDB) gives a lot of the same
functionality.

I want to discuss how to use the NetWare debugger and
the technique of “walking the stack” to determine the
root cause of some typical Abends that occur.

Abend Terminology
To begin, we must discuss some Abend terminology.
There are two basic types of Abnormal-Ends, or
Abends: the processor-detected Abnormal Ends and
code-detected Abnormal Ends.

A processor-detected Abend is known by the words
“Processor Exception,” following the type of Abend.
This would include “Page Fault,” “Machine Check,” or
any other combination that includes “Processor Excep-
tion.” These Abends occur when the processor detects
some error, such as reading from or writing to
non-existent memory. An example of this would be a
function referencing [EAX] when EAX = 00000000.

A code-detected Abend typically has a bit more infor-
mation and does not mention the processor. The
messages include “Free Detected a Corrupt Trailing
Red Zone” or “CsleepUntilInterrupt Called on a
Processor Other Than 0” (have to check that one out).
They indicate a problem the software has found
through one of its numerous checks that are in place.
When these errors occur, the server halts so you can
perform further debugging, allowing you to determine
the root cause of the corruption.

Assembly Instruction and “Walking the 
Stack”
The internal and virtual debuggers both display their
information in Assembly instructions. Being able to
use them effectively will require a good knowledge of
the Assembly language in order to navigate through the
instructions. As a person spends more time in the
debugger, it becomes easier to understand how C code
is translated into Assembly, which will help greatly in
using the debugger.

One of the most useful tasks a person can do in the
debugger is to learn how to “walk the stack,” which
consists of removing from the stack what has been
already been done. You do this “unwinding” of what
has already occurred in order to bring the server to the
state of when it stopped running.

The stack itself is a lot like a bread trail, with the
processor leaving behind a line of bread crumbs on the
trail showing where it has been. Walking the stack is
the ability to walk back along that trail, picking up the
bread crumbs.

When Working with the Stack
There are two things to keep in mind when working
with the stack. The first is counting in hexadecimal.
Hex counts from 0 to F then 10. When walking through
the stack trail, it is important to remember that each
long on the stack counts as 4 hex digits. So when you
look at a paragraph on the stack, you would count 4, 8,
C, 10 (see Figure 1).

The second thing to keep in mind is ESP, which is the
register that holds that current stack pointer. This is the
starting point to help you determine what has occurred.

Figure 1: Counting by 4 across a line of code (the 1 line is considered a paragraph). There are 4 paragraphs shown 
in this example.
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Also, there are six typical instructions that change the
stack: PUSH, POP, ADD, SUB, CALL, and RETURN.
Their functionality goes like this:

• PUSH pushes a value onto the stack

• POP removes a value from the stack

• ADD when done to ESP removes items from the
stack

• SUB when done to ESP adds items to the stack

• CALL PUSHes a RETURN address onto the stack

• RETURN POPs a return address off the stack

What Happens on the Stack When a Call Is 
Made
When troubleshooting an Abend, the first thing to
understand is what happens on the stack when a call is

made. At the time of the call, the instruction that
follows the call is PUSHed onto the stack. This is
known as the RETURN address and is always the
instruction immediately following the CALL
command.

At the point of the CALL, execution is moved to the
new function. Most C functions then preserve some of
the registers’ values. The registers that hold the infor-
mation include EBX, ESI, EDI, and EBP. By being a
preserve, they will be restored to their value after the
function is finished (see Figure 2).

After the register value preserves, any space on the
stack for local variables will be reserved by using the
SUB ESP, X command where X is any amount of
space.

Figure 2: What the beginning (or top) of a typical function looks like in the debugger. Each compiler does its own, 
but this example shows the typical function.

As you continue down through execution of the func-
tion, you will see that one function will eventually call
another function. This is also preceded by PUSHing
the parameters to the function onto the stack, then

CALLing the function, which then PUSHes register
value preserves and SUBs locals (see Figure 3).

Figure 3: Two separate calls being made. The first is the parameters being PUSHed on the stack, the actual CALL 
opcode, then the ADD ESP, C call that cleans up the stack.
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When walking the stack, these items need to be
removed.

• PARAMETERS

• CALL (RETURN ADDRESS)

• PRESERVES

• LOCALS

By going through this list, it is possible to walk back
through the stack far enough to determine which appli-
cation function sent in bad parameters.This will help
you find the culprit at the point of the problem.

Next time, we’ll take a walk through the F dump that
you can generate through the ABEND.NLM.

TIDs of the Month

The Technical Information Documents (TIDs) are
brought to you by Novell’s Support Connection site,
which you can find at http://support.novell.com. We’ll
be looking at a selection of TIDs from several catego-
ries, giving you a brief summary of the issue the TID
addresses, along with its TID number and corre-
sponding URL for your quick perusal.

The categories for this month include Novell Directory
Services (NDS) or eDirectory, Novell Small Business
Suite 6, NetWare 5, NetWare 6, ZENworks for Desk-
tops, Novell Client for Windows 2000, GroupWise,
Novell BorderManager 3.7 VPN Client, and LDAP
Services for NDS 3.0.

Novell Directory Services (NDS) or 
eDirectory
Have you ever wanted a nice little catch-all document
for all of those Directory Services procedures that you
knew you were supposed to do but never got around
to? Well, there is such document available in TID
#10064019.

It’s called “Various NDS Guidelines” and it gives you
step-by-step instructions on how to perform the
following functions:

• NDS Health Checks

• NDS Background Processes

• Replica Guidelines

• External References and Backlinks

• Replica Sync in NW 4 v NW 5

• Replica Transition States

• Steps to NDS Troubleshooting

• Tools used to Investigate and Resolve NDS Issues

• Performing Replica Operations

• Dsrepair

• Server Maintenance Tasks

• Disaster Recovery Strategies

• Identify and Resolve Inconsistencies Between
Containers
J u n e  2 0 0 2 109



net
support

w w w
110

Se
ct

io
ns
• Time Synchronization in the NetWare
Environment

• Server-to-Server Communication

• Identify and Repair Corrupted Objects

• Troubleshooting Obituaries

• Upgrading to NDS8

To get to the procedures found TID #10064019, see:
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/10064019.htm.

Novell Small Business Suite 6
Did you know that you can put two Novell Small Busi-
ness Suite 6 servers in the same tree? Well, you can,
and TID #10067268 is here to tell you about it.

According to the TID, “the Novell Small Business
Suite 6.0 product is sold with intent that the server base
license should work in a two node tree. The following
applies to full version NetWare 6 as well.” The TID
goes on to explain how to perform this (rather easy)
feat, but it also shoos you over to TID #10064501—
The NetWare 6 Readme Addendum for further infor-
mation on this process.

To learn the steps for how to install a two Novell Small
Business Suite 6.0 servers in the same tree, see
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/10067268.htm

NetWare 5
Do you know the steps necessary to rename a NetWare
4/5 Directory Services tree? While not especially diffi-
cult, there are some steps you need to keep in mind
when performing such a task, and TID #10011028 can
walk you through this.

Formerly known as TIDs #2943068 and #2912490,
TID #10011028 is now known as “How to Rename a
Directory Services Tree.” This TID gives you the steps
necessary to complete the task at hand.

See TID #10011028 at http://support.novell.com/
cgi-bin/search/searchtid.cgi?/10011028.htm.

NetWare 6
You have just changed the IP address on your NetWare
6 server, but now a number of applications won’t work.
Do you know all of the places in NetWare to reflect the
new IP address?

If you don’t, TID #10067853 can be of some help.
Entitled “What Do I Need To Modify when I change IP
Address on NetWare 6?” this TID lays out all of the
places that store IP address information. This list can
be a big help when you need to get a different IP
address for your NetWare 6 server.

See TID #10067853 at http://support.novell.com/
cgi-bin/search/searchtid.cgi?/10067853.htm.

Novell iChain
You are running Novell iChain 1.5 or 2.0 and you
cannot import VeriSign certificates. Instead, you
receive the following error:

Error: “Failed to store the public key certificate into the
object (name).
Returned error code is: -1,417 NICI E DATA LEN
RANGE
Input data length is out of range

If you are getting such errors, TID #10063650 may
have the cure for what ails you. Entitled “Cannot
import VeriSign certificates,” this TID suggests that
the root cause is a bug in the PKIWrap.dll and that the
ConsoleOne snapin will fix the problem. It also gives
you four steps to get around this problem.

Go to TID #10063650 at http://support.novell.com/
cgi-bin/search/searchtid.cgi?/10063650.htm.

ZENworks for Desktops
There is an updated ZISWIN Service for ZENworks
for Desktops 3.x that you can download. This updated
ZISWIN.EXE correctly handles scripted images,
meaning they should no longer be continually
re-applied on the target machine.

TID #2962178 contains the patch file
ZD3XZISW.EXE which contains files to overlay the
new ZISWIN.EXE file into the client installation
directory. See TID #2962178 to download this file at
http://support.novell.com/cgi-bin/search/searchtid.
cgi?/2962178.htm.

Novell Client for Windows 2000
If you have Windows 2000 Professional running the
Novell Client for Windows NT/2000 v4.8, you can set
up Windows 2000 to not require users to press
Ctrl-Alt-Del before logging on. However, in this
version of the Novell client, when the system locks or
goes into screen saver mode, users are confronted with
having to press Ctrl+Alt+Del.
. n o v e l l . c o m / a p p n o t e s



net
support

Se
ct

io
ns
TID #10062210 looks into this problem and tells you
that updates to NWGINA.DLL (4-24-2001 or later)
and NWGINAR.DLL (4-24-2001or later) will solve
this particular problem. At the writing of this docu-
ment, these updated files are in the 48SP3.EXE file
that is available from http://support.novell.com/
filefinder/.

To view TID # 10062210 see http://support.novell.
com/cgi-bin/search/searchtid.cgi?/10062210.htm

GroupWise
Suppose you have users with two objects (same object
names/ different containers): one is the user’s NDS
entity and one is the GroupWise external entity. What
can you do to merge (associate/connect) a GroupWise
external entity with an existing NDS account?

If you would like to know the steps for such an action,
take a look at TID #10065507. This TID will help you
merge an existing NDS user object with an existing
GroupWise External entity account.

To access TID #10065507 see http://support.novell.
com/cgi-bin/search/searchtid.cgi?/10065507.htm.

Novell BorderManager VPN Client
You can now download the new the Novell Border-
Manager 3.7 VPN client software. According to TID
#2962151, “the Novell BorderManager VPN client
software allows a Windows XP, Windows ME,
Windows 2000, Windows 98 or NT 4.0 workstation to
communicate securely to a network protected by a
Novell VPN server over the Internet.

“Even though this client will work with BorderMan-
ager 3.5 and BorderManager 3.6, the Novell VPN
server should be running Novell BorderManager 3.7
for full support. Refer to the Virtual Private Network
Configuration and Management guide at
http://www.novell.com/documentation for details on
installing and configuring your VPN server and VPN
client software.”

To find out more on TID #2962151 and to download
the BM37VPN1.EXE file, see http://support.novell.
com/cgi-bin/search/searchtid.cgi?/2962151.htm.

GroupWise
You’ve just migrated a NetWare 5.1 to NetWare 6 and
the Certificate Server didn’t install properly. Now you
are receiving messages similar to the following:

• Error: “Can’t generate the certificate signing
request. Error Code: -603”

• SETTREENAME Java errors

• The certificate server did not create correctly a
SAS, CA, KAP, KMO, etc.

• SSL problems in general

• SAS_Register failed. “KMO/key=SSL
Certificate! (-13)” (see also TID #10025503)

• SAS failed to initialize with KMO/key=SSL
Cdns! “-11” (also covered in TID #10025503)

• Module MOD_JK.NLM (10022) unknown error:
Make_Secure_Socket. Address x.x.x.x Port 2200
(SO_SSL_Set_Server)

According to TID #10050254 that is entitled “Rein-
stalling the Certificate Server,” migration to
NetWare 6 does not install the Certificate Server auto-
matically. The problems may also be caused by DS or
NICI problems during the installation of the Certificate
Server.

Also according to the TID, if you have BorderMan-
ager, GroupWise, or Webserver configured for SSL,
then you will need to reconfigure the SSL portion after
you reinstall the Certificate Server.

TID #10050254 outlines the steps needed to reinstall
the Certificate Server. For BorderManager users, the
TID has them read TID #10024283, “Invalid KeyId for
SSL.”

To access TID #10050254, see http://support.novell.
com/cgi-bin/search/searchtid.cgi?/10050254.htm.

You Want Some More?
If you want to find more TIDs in these several catego-
ries or on any other Novell products, perform the
following steps from your browser at
http://support.novell.com.

In the list of Support Links that appear either along the
left-hand side or in the middle of the screen, click on
the “Product-Specific Support” link.

From the resulting list of Novell products, select the
product of your choice.

Under the “What’s New” category, click on “Last 7
days” to see the technical documents that were created
or have been updated in the last 7 days for the product
you selected. You can also look at documents that have
been created in the last 14 or 30 days (14 days may be
the new default—only time will tell).

Choose the TIDs that apply to your circumstances.
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How do I install an
externally-signed certif-
icate in a NetWare
Enterprise Web Server?
Slow Printing with the HP4100n/j4169 
JetDirect Printer Module
Dear Ab-end: I’m running a Hewlett-Packard
HP4100n /j4169a JetDirect printer module that is very
slow to pick up jobs from the NetWare NDS print
queue. What can I do to speed things up?

—Plenty Slow in Pembroke

Dear Plenty: First try updating to the latest firmware
from Hewlett-Packard at http://www.hp.com/
cposupport/software.html.

If that does not fix your problem, call Hewlett-Packard
and ask about the firmware file CR16690F.DLD. This
firmware may be applicable to other JetDirect models,
but you should first check with HP before using it.

NW51SP4 Abends HP’s HPGATE.NLM
Dear Ab-end: I have updated my NetWare 5.1 server
to Support Pack 4 and now I am getting abends when
the server loads the HPGATE.NLM. I am running the
latest version of HPGATE from Hewlett-Packard.

—Gating Abends in Gadsden

Dear Gating: HP and Novell are aware of this issue;
Novell’s recommendation is to convert the gateways to
use Novell’s gateway rather than HPGATE.
Hewlett-Packard has a beta HPGATE available that is
supposed to correct this problem. If you want to try it,
contact HP to obtain it at: http://www.hp.com/.

Copying File from Server to Server
Dear Ab-end: How do I copy files from one server to
another?

—Server-Talk in Sao Tome

Dear Server-Talk: From any workstation DOS
prompt, there is always the NCOPY utility (use
NCOPY /? for details in how to use the utility). There
is also the Toolbox from Novell at: http://support.
novell.com/servlet/filedownload/pub/etbox7.exe/.

and the NWCOPY utility, which you can find at
http://ourworld.compuserve.com/homepages/
nick_payne/nwcopy.htm.

There is also the Taskmaster utility at
http://www.avanti-tech.com/.

Installing a Third-Party Certificate on a 
NetWare Enterprise Web Server
Dear Ab-end: How do I install an externally-signed
certificate in a NetWare Enterprise Web Server?

—Certifiable in Cherwell

Dear Certifiable: Follow the steps as outlined in TID
#10051597 at http://support.novell.com/cgi-bin/
search/searchtid.cgi?/10051597.htm.

Entitled “How to Install a Certificate Signed By a
Third Party For Use By NetWare,” the TID gives you
ten steps to perform the operation. This should be a
good place to start.

A Problem with GroupWise Web Access 
and GWEPSP4.EXE
Dear Ab-end: I have GroupWise Web Access running
remote from my POA. I have applied
GWEPSP4?.EXE and now Web Access abends my
server. Where to from here?

—Can’t Access in Chester

Dear Can’t: Make sure that you have created a
secondary domain on the server. To do this, follow the
steps as outlined in TID#10007559 that is entitled
“How to Create a Secondary Domain in GroupWise.”
You can find this TID at: http://support.novell.
com/cgi-bin/search/searchtid.cgi?/10007559.htm.

Conflict with NW51SP4 and Veritas 
Backup Exec
Dear Ab-end: I have applied NetWare 5.1 Support
Pack 4 to my server and now Veritas Backup Exec Job
Manager keeps showing the tape drive as failing. Is it?

—Backing Out in Belize

Dear Backing: Back rev the AHA2940.HAM file to
v7.20 that is found in NW51SP2A and your problem
should be solved.
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On my NetWare 5.1
servers, I applied Sup-
port Pack 4 and now
there appears to be a
memory leak related to
my use of NWPA (Net-
Ware Peripheral Archi-
tecture). What’s the best
way to fix this problem?
Current Patch List for NetWare 6
Dear Ab-end: What is the current patch list for Net-
Ware 6?

—Patching Things Up in Palmdale

Dear Patching: This is a list that is current as of April
10, 2002. (Expect things to change a bit by the time
you read this in printed form.)

• NetWare 6 Support Pack 1 (NW6SP1.EXE)

• NW6NSS1A.EXE file

• Copy the Filesys file from NW6FS1A.EXE into
C:\NWUPDATE prior to installing the NetWare 6
Support Pack 1 files.

• Keep the original TIMESYNC.NLM file. Be sure
to keep a backup copy of NetWare when you run
Support Pack 1. Then copy the TIMESYNC.NLM
file from the BACKSP1 directory into the
SYS:\SYSTEM directory. Use the file whose
revision number is 6.01.01 rather than 6.01.10.

Check the TZ definitions for errors. Several are wrong.

NW51SP4 and Memory Leak in NWPA
Dear Ab-end: On my NetWare 5.1 servers, I applied
Support Pack 4 and now there appears to be a memory
leak related to my use of NWPA (NetWare Peripheral
Architecture). What’s the best way to fix this problem?

—Leaking in Lansing

Dear Leaking: Support Pack 4 contains
NWASPI.CDM v3.22, which causes a memory leak in
NWPA. If you are using NWASPI.CDM 3.22, then
going back to NWASPI.CDM v3.21 will fix the
memory leak. Note that NWASPI.CDM 3.21 is not
part of NW51SP3, but it is part of NW51SP2a and
NW50SP6a.

Updates when Applying NW50SP6A
Dear Ab-end: Are there any updates that should I
apply along with deploying Support Pack 6A for Net-
Ware 5.0?

—Upping the Ante in Utrecht

Dear Upping: Before applying service packs to
NetWare 5.0 servers, issue the following SET
command at the server console prompt:

Set dirty disk cache delay time =0.1 seconds

The current released Support Pack for NetWare 5.0 is
Support Pack 6A. Here are some additional changes to
deploy after installing this Service Pack:

1. Add the command “set client file caching
enabled=off” to the STARTUP.NCF file.

2. If you have not done so previously, type the
parameter SET dirty disk cache delay time= 0.1
seconds at the server console prompt. The new
setting will be added to the NetWare
Configuration Database engine (CDBE) and will
therefore be used the next time the server boots.

3. Load the NICID157.EXE file from:
http://support.novell.com/servlet/filedownload/
pub/nicid157.exe.

4. For NetWare 5.0, download the OS5PT2A.EXE
file from: http://support.novell.com/servlet/
filedownload/pub/os5pt2a.exe.

For Small Business Suite 5, download the
SBS5PT2A.EXE file from: http://support.novell.
com/servlet/filedownload/pub/sbs5pt2a.exe.

5. If you are running Directory Services 7 (as of
04/02/2002) download the DS758.EXE file from:
http://support.novell.com/servlet/filedownload/
pub/ds758.exe.

If you are running Directory Services 8 (as of
04/02/2002) download the DS878.exe file from:
http://support.novell.com/servlet/filedownload/
pub/ds878.exe.

If you are running eDirectory 85.23 (as of
04/02/2002) download the edir8523.exe file from:
http://support.novell.com/servlet/filedownload/
pub/Edir8523.exe.

6. If you are running the Novell Distributed Print
Services, download the file NDP2XP7.exe from:
http://support.novell.com/servlet/filedownload/
pub/ndp2xp7.exe.

Note that this is a consolidation of all the latest
NDPS version 2.x Post CSP5 updates.

7. If you are running SLP, you may also need the
SLP107F.EXE file (as of 3/28/2002).

There are two additional field test patches you may
also want to install:

• FLSYSFT3.EXE

• WSOCK4F.EXE.
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I am looking into the
possibility of replacing
the GroupWise Client’s
change password to
allow it to also update
an LDAP Directory for
this information. Can
this be done?
Wsock4f.exe is highly recommended, while
flsysft3.exe is optional, and in some circumstances, it
introduces problems. All of the files mentioned here
are available from http://support.novell.com/filefinder.

Change GroupWise Client’s Password to 
Update LDAP Directory
Dear Ab-end: I am looking into the possibility of
replacing the GroupWise Client’s change password to
allow it to also update an LDAP Directory for this
information. Can this be done?

—Changing With The Times

Dear Changing: When you bring up the Security
Options Dialog in the GroupWise client to change your
GroupWise password, there is no token that is thrown
that you can catch as a user. You could verify this
yourself by using a Third Party Handler (see the
GroupWise token component) to see what tokens are
passed when you change your password. Hence, I
don’t see how you could replace this GroupWise func-
tionality.

Getting NAM to Work with AD Upgrade
Dear Ab-end: I am currently trying to get the Novell
Account Manager (NAM) to work with my recently
upgraded Windows NT servers to Windows 2000, but
with no luck. Any chance you know the steps to make
this work?

—Frustrated in Fontana

Dear Frustrated: Michael Subasic, a Senior Tech-
nology Account Manager at Novell, Inc., recently sat
through a lab experience along this subject’s lines.
While his response was for a “Microsoft NT 4 with
NAM upgrade to Windows 2000 AD with DirXML”
question, there may be some pertinent information to
answer your question as well. Here’s his report:

“I’m in a lab this week working on NAM with Active
Directory, and you must first uninstall NAM, then
upgrade to Windows 2000 AD, then you can install
NAM for Windows 2000 (NAMw2k). To get the
workstations moved over to AD, there should be a
utility on the Windows 2000 Resource Kit, but I
haven’t had a chance to look at it yet. In the lab I’ve
been doing it the manual way for the five workstations
we are dealing with.

Some notes from the trenches....

1. Install Active Directory and get it working
properly with DNS sites and DHCP if you are
running it for SLP. Install Service Pack 2 or better
on the Windows 2000 servers and Novell’s Client
4.83.

Also create the various OUs in AD that you’ll use
to synchronize users into various parts of NDS. In
my case, I’ve created in AD an OU called ADlon-
don, ADcalgary, etc. These will later be tied to
eDirectory with corresponding geographic OUs
called: london, calgary, etc.

2. Install eDirectory 8.6.1 (there was no way to
install 8.6.2 directly—you have to upgrade to it).

3. Now upgrade to eDirectory 8.6.2 and install
ConsoleOne v1.3.3.

4. Download the DirXML patch file called
DXNTP1.exe which you can get from
http://support.novell.com/cgi-bin/search/
searchtid.cgi?/2961207.htm.

In NDS services, run install, and only install the
schema file in the DirXML Schema directory (if
you don’t, you’ll get an error starting up XML,
and you’ll have to do it then!)

5. Now you can install NAMw2k. You can get the
Novell Account Management for Windows 2000
v1.1 Update and install patch from the following
location: http://support.novell.com/cgi-bin/
search/searchtid.cgi?/10068147.htm.

Plan your tree design before you do the installa-
tion; otherwise you’ll end up with more partitions
and replicas than you know what to do with. Keep
in mind that any user that you want “synchro-
nized” must be in a partition that must be on the
Windows 2000 machine. This can make for some
really interesting replicas in a large network.

6. You’ll also need to install NICI 1.5.7 right after
you do the NAM install or else your XML service
won’t start, and it doesn’t give you a reason as to
why....but NICI is the reason. You can download
the NICI Crypto Upgrade Version 1.5.7 -
Domestic file from http://support.novell.com/
cgi-bin/search/searchtid.cgi?/2959570.htm and
the International version from http://support.
novell.com/cgi-bin/search/searchtid.cgi?/
2959571.htm.

During the installation of NAM, it will offer to
perform the user creations and associations. You
can opt not to do it here and you can perform this
later. If that’s the case, you can run the entire
installation again, or you can just run
. n o v e l l . c o m / a p p n o t e s
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DIRLINK.EXE utility from the
/WINNT/SYSTEM32 directory.

7. Install password synchronization on one server at
a time. If you blow this, you’ll have to clean the
registry as per the information found in the
following TID: http://support.novell.com/cgi-bin/
search/searchtid.cgi?/10064788.htm.

You will then need to refer to the readme from the
patch (amw2ksp1), which will point you deep
within the directory structure to a SETUP.EXE
that you run with /pwdsync as an option. This will
trigger the password sync installer.

8. Now head over to your driverset in ConsoleOne,
and set the synchronization interval to 0 so you
can watch the sync process in real time.

Note: In a multi-site AD environment, the minimum 
synchronization interval is 15 minutes (this is not the 
default). Check all of your AD site to site connections 
to make sure they have been tuned down (at least for 
testing).

Only one Windows 2000 AD server should be a
bridgehead server for each end of a link. This will
reduce AD traffic significantly by only allowing
the two servers to handle replication over the link
instead of every DC in AD. Think of it as a Z4S
proxy server.

9. This would also be a good time to increase your
XML trace information that you’ll want to see in
DSTRACE. You can get this information from a
Cool Solution tip found at http://www.novell.com/
coolsolutions/dirxml/features/tips/t_dstrace_dirx
ml.html.

10. If you made it this far, everything should be
working. You’ll have an AD object representing
the Active Directory “domain” in Novell
eDirectory.

11. Now in ConsoleOne, go into the properties of
each of the AD OUs you’ve created earlier and
associate that context with a corresponding
eDirectory OU. This tells the XML driver to place
your AD-created users in the proper eDirectory
OUs.

Now you can go to one of your eDirectory con-
texts, like calgary or london, and create eDirectory
users. You’ll be prompted to create them in the
AD domain, and you’ll have to select which OU
to create them in every time (I haven’t found a
way to automate or template this, although I’m
sure it’s possible). If you choose to define addi-
tional properties, you can make the user a member
of the various Active Directory groups they need
membership in.

And if you create a user in AD via MMC in any of
the “linked” OUs, they will appear where they are
supposed to.

One final comment: eDirectory 8.6.2 rules! I’ve been
partitioning, merging partitions into parents, as well as
performing tons of eDirectory and partition activity.
eDirectory 8.6.2 is fast, stable and robust. It’s very
impressive. All directory activity completes in mere
minutes, even over a 64kb WAN link.
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The Novell Developer
Kit is organized into
information zones
according to your devel-
opment level and intent,
your development plat-
form, and your pro-
gramming goals.
Apache Web Server Is the 
Number One HTTP Server on 
the Net

Apache has been the most popular Web server on the
Internet since April of 1996. The March 2002 Netcraft
Web Server Survey (http://www.netcraft.com/survey)
found that 54% of the Web sites on the Internet are
using Apache, thus making it more widely used than
all other Web servers combined.

The Apache HTTP Server Project is an effort to
develop and maintain an open-source HTTP server for
various modern desktop and server operating systems,
such as UNIX and Windows NT. The goal of this
project is to provide a secure, efficient and extensible
server which provides HTTP services in sync with the
current HTTP standards.

The Apache HTTP Server Project is a project of the
Apache Software Foundation.

Apache 2.0.35 Released
The Apache Group is proud to announce the first
general access release of Apache 2.0. Apache 2.0 has
been running on the Apache Web site since
(http://www.apache.org) December of 2000 and has
proven to be very reliable.

Apache 2.0 offers numerous enhancements, improve-
ments and performance boosts over the v1.3 codebase.
The most visible and noteworthy addition is the ability
to run Apache in a hybrid thread/process mode on any
platform that supports both threads and processes. This
has shown to improve the scalability of the Apache
HTTP Server significantly in our testing. Apache 2.0
also includes support for filtered I/O. This allows
modules to modify the output of other modules before
it is sent to the client. We have also included support
for IPv6 on any platform that supports IPv6.

This version of Apache is known to work on many
versions of Unix, BeOS, OS/2, Windows, and
NetWare. Because of many of the advancements in
Apache 2.0, the initial release of Apache is expected to
perform equally well on all supported platforms.

There are new snapshots of the Apache httpd source
available every 6 hours at http://cvs.apache.org/
snapshots/.

Download and test if you feel brave. We don’t guar-
antee anything except that it will take up disk space,
but if you have the time and skills, give it a spin on
your platforms.

With the release of version 2.0 of Apache, users now
have a Windows-based production-level Web server.
Unlike previous versions of Apache, where Windows
versions were ported from a Unix base, version 2.0 has
been built from the ground up as a native Windows
application.

Excellent Security Track
A big plus for Apache is its excellent security track
record. Unlike other popular Web servers, most of
which have recently been bombarded with security
problems, Apache remains solid and robust.

A second plus is that Apache runs on practically every
flavor of UNIX, as well as Macintosh.

If there is a down-side to Apache, it would be a
non-graphical user interface. Apache uses configura-
tion files to administer the server, although version 2.0
has significantly streamlined the process compared to
earlier versions.

You can download Apache from http://apaceh.org or
http://www.apache.org/dist/httpd/binaries/netware/ for
the NetWare specific modules.

Match Your Style with the 
Novell Developer Kit (NDK)

The Novell Developer Kit (http://developer.novell.
com) is organized into information zones according to
your development level and intent, your development
platform, and your programming goals. Take a look,
get acquainted with the NDK landscape, then start your
journey.

If you are looking for Java demonstrations and are
familiar with Java interfaces, but new to NetWare or
other Novell Services, check out our newest demos at
http://developer.novell.com/ndk/qstart/demo_java.htm.

Highlights for Tomcat for NetWare are at
http://developer.novell.com/ndk/tomcat.htm.

Beans for Novell Services are at http://developer.
novell.com/ndk/bns.htm and Metrowerks CodeWarrior
is at http://developer.novell.com/ndk/cwpdk.htm.

What Type of Developer Are You?
No matter who you are, Novell has the technologies
and products you need to develop applications. For
. n o v e l l . c o m / a p p n o t e s
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Are you a Rapid Appli-
cation Developer who is
interested in visual
development and com-
ponents?
example, the NDK covers and provides the following
services:

eBusiness. Are you an ASP or ISP? Do you write
corporate Web applications for integrated customer,
supplier, partner, and enterprise deployment? If so,
we’re here with eDirectory and other open standard
interfaces that secure, simplify, and accelerate your
eBusiness development. Then the NDK provides these
modules for you:

• eDirectory and LDAP Services

• Apache Modules for NetWare

• iChain User Services

• Novell Portal Services SDK

• XML Integration Services

Rapid Application Development. Are you a Rapid
Application Developer who is interested in visual
development and components? Then these modules are
for you:

• ActiveX Controls for Novell Services

• Beans for Novell Services

• Delphi Libraries for Novell Services

• GroupWise Controls for ActiveX

• IBM Visual Age for Java

Scripting. Is scripting your bag? Are you a Web
master or server administrator who uses scripts to auto-
mate processes and develop for the Web? Then these
modules are for you:

• Novell Script for NetWare

• Perl 5 for NetWare

• Nimbas ScriptEase Web Server Edition for
NetWare

• Halcyon Instant ASP Developer Edition

• Beans for Novell Services

• eCommerce Beans

• IBM WebSphere Studio

• JRun from Allaire Corporation

Software Vendors and Providers. Are you an
Independent Software Vendor (ISV) or Commercial
Software Provider (CSP) that wants to develop at the
lowest code level possible to produce the speediest
shrink-wrapped applications on the market? Then these
modules are for you:

• Certificate Server Libraries

• Classes for Java and JNDI Providers (NJCL)

• Classes for Java and JNDI Providers (NJCL) -
Clientless

• ConsoleOne Developer Kit

• eDirectory Libraries for C

• iManager Developer Kit

• LDAP Libraries for C - NetWare and Windows

• Libraries for C (LibC)

• Message Tools for NetWare

• NLM and NetWare Libraries for C

• NDPS Libraries for C and Gateway Developer Kit

• Novell Modular Authentication Service

• Novell SecretStore Developer Kit for C

• Server Protocol Libraries for C

Hardware and Drivers. Do you want to make your
hardware work with a NetWare server or integrate an
application into the NetWare server environment?
Then these modules are for you:

• ODI LAN Driver Components

• ODI LAN Test Tools

• Storage Architecture Components

• Storage Test Tools

• WAN Driver Components

• WAN Driver Test Tools

In addition, the NDK focuses in on developers who
develop to specific platforms. Whether you want to use
the NetWare Server platform, NetWare Client, Java,
Windows, Linux or Solaris platforms, the NDK has
your module. For more information, see:
http://developer.novell.com/ndk/qstart/platform.htm.

Lastly, the NDK provides a functionality matrix for
your project. Check out http://developer.novell.com/
ndk/qstart/function.htm to take advantage of this
unique tool.

“Leading Edge” Update 
The Novell Internet Messaging System (NIMS) team
has released their SDK to the “Leading Edge” area of
the NDK. The NIMS SDK includes documentation and
usable sample code for the Networked Messaging
Application Protocol (NMAP), an ASCII RFC-style
protocol. NMAP provides full control over the NIMS
queuing system and full access to the NIMS message
store. Look for Leading Edge #162.

Get the first look at the Novell Cluster Services SDK.
This Kit supports resource information, node informa-
tion, and control. You can use it online or offline to
migrate resources, find out which nodes are in a
cluster, get resource details, find resources based on
load script information, and retrieve a list of
cluster-enabled pools and volumes. Also, the
 J u n e  2 0 0 2 117



codebreak 

w w w
118

Se
ct

io
ns

Novell now provides
convenient lab facilities,
engineering assistance
and related resources
for developing and port-
ing your strategic prod-
ucts to Novell
eDirectory, NetWare 6
and other direc-
tory-enabled Novell
platforms.
NetWare 6 version is able to handle distributed locks
and memory sharing. Look for Leading Edge #161.

You can download these and other Leading Edge
components here: http://developer.novell.com/
ndk/leadedge.htm.

NetWare 6 Evaluation Now 
Available

You can now get NetWare 6 evaluation software free
of charge. You will be able to try out all the hot new
features such as iPrint and iFolder that are available in
NetWare 6. Novell provides a documentation site at
http://www.novell.com/documentation/lg/nw6p/
index.html to aid in installation and deployment.

The NetWare 6 demo can be downloaded at
http://support.novell.com/products/nw6zip.jsp.

You will be required to subscribe to Novell’s Web site
through eLogin to download NetWare 6.

The download is a 525 MB zip file that contains an
ISO image. You will need to unzip it and burn the
image to a CD.

If you would like to order a prepackaged CD-ROM,
this can be done by choosing one of the two Web links
below:

• For Europe, Middle East and Africa, use this URL
to order the evaluation https://emeaproductorder.
novell.ie/evals/orderform.html?prog_code=NW6
EV. The cost is $20.00 US. The evaluation
incorporates 128-bit encryption and is not
available in France.

• For North and Latin America and Asia Pacific,
use this URL to order the evaluation: http://shop.
novell.com/dr/v2/ec_MAIN.Entry16?SP=10024&
PN=29&xid=27477&V1=30006977&V2=30006
977. The cost is $20.00 US, but shipping will be
added to the total cost.

Novell Developer Labs

Novell provides convenient lab facilities, engineering
assistance, and related resources for developing and
porting your strategic products to Novell eDirectory,
NetWare 6 and other directory-enabled Novell plat-
forms.

If you desire technical assistance to fully integrate with
Novell products and technologies such as eDirectory,
single sign-on, and others, here’s the easy, cost-effec-
tive opportunity you have been waiting for. Now you

can work side-by-side with Novell engineering experts
in one of our technical facilities to develop and deliver
new directory-enabled solutions, as well as move your
current products from other platforms.

We can also assist you in integrating new features and
functionality into your existing products, with
designing, testing, and debugging on all current Novell
software. Now you can make an early (and elegant)
entry into the directory-enabled solutions marketplace.
From design to completion, you can leverage the
expertise of senior Novell engineers, and all hardware
and Novell software products are ready to ensure the
rapid completion of your project.

Features of Novell Developer Labs include:

• All Novell software fully configured

• Scalable LAN and WAN topologies

• Automation tools for large, complex setups

• On-site Novell engineering resources

Benefits of Novell Developer Labs include:

• Fastest time to market

• Better overall application performance and
reliability

• One-on-one eDirectory training with expert
Novell engineers

• Fastest access to Novell engineering resources

Novell Developer Labs mission is to ensure the success
of developers who create solutions that run on Novell
products. Each location is staffed by two Novell engi-
neers trained in eDirectory, LDAP, NLMs, with exper-
tise in a wide range of software tools.

These senior-level programmers also have access to
engineering resources at Novell, which means if they
don’t know the answer to a particular issue, they can
find someone who does—often within seconds. And
your secrets are safe with us: all facilities are secured
by you and attending Novell engineers, who also
complete non-disclosure agreements that are negoti-
ated in advance of your visit. For more information see
http://developer.novell.com.

DeveloperNet and PartnerNet 
Novell Press Discount 

DeveloperNet and PartnerNet subscribers qualify for a
30% discount on Novell Press titles. To take advantage
of this offer visit the Novell Press Book Rack at:
http://education.novell.com/books/ and select your
book(s).
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There is a new way to
create NetWare Load-
able Modules (NLMs)
utilizing existing com-
piler technology and
Novell’s C-based NDK.
Call Hungry Minds at 1-800-762-2974, or outside the
U.S. call 1-317-596-5530.

Identify yourself as a DeveloperNet or PartnerNet
member and request the 30% discount off the
suggested retail price on English editions. Provide the
representative with your DeveloperNet or PartnerNet
PIN and the promotional code of 700960.

Free Alternative Available for 
Creating NLMs

There is a new way to create NetWare Loadable
Modules (NLMs) utilizing existing compiler tech-
nology and Novell’s C-based NDK. Best of all, it is
free. NLMSTUFF, which is a port of the GNU C
compiler at http://gcc.gnu.org/ and BinUtils, can be
used to compile NLMs on the Win32 platform.

Windows 2000 and NT have been used successfully as
platforms of choice for the technology. Note that this
technology is not for the faint of heart. It is estimated
that download and setup time for the GNU compiler
and supporting technology would be at least one hour.
For more information visit http://yes.feld.cvut.cz/pn/ to
get the required downloads from the author’s Web site.

Also see http://developer.novell.com for the Novell
NDK. This same technology may be used to compile
Apache 1.3 and 2.0 scripts. For more information on
this technology see http://yes.feld.cvut.cz/pn/
apache-1.3/ and http://yes.feld.cvut.cz/pn/httpd-2.0/.

Lastly, there are some newsgroups for NLMSTUFF
located at news://nntp.wiserlabz.com/
support.nlm_dev_gcc.

Answers to Your Developer 
Questions

Q. I am working on a program that accepts a user’s
credit card. I have fields for the user’s name, credit
card number, and credit card expiration date. I have
programmed this using JSP and LDAP.

Everything works fine if the user enters their credit
card information, but if the user re-enters the credit
card information, a Java exception is thrown. The
exception indicates that an attribute already exists.
Here is the guilty code:

// Get the current connection object

LDAPConnection connection =
(LDAPConnection)session.getValue
(“Connection”);

String course =
request.getParameter(“course”);

String userdn = (String)
session.getValue(“userdn”);

String name = (String)
session.getValue(“name”);

LDAPAttribute attrToModify = new
LDAPAttribute(
“aspenRegisteredCourses”, course);

LDAPModificationSet modificationSet =
new LDAPModificationSet();

modificationSet.add(
LDAPModification.ADD, attrToModify );

connection.modify( userdn,
modificationSet );

Should I check to see if the credit card attribute
existed, when the user attempted to resave it, and then
delete the attribute values? This would allow me to be
able to create the new credit card data. Do you think
my solution is appropriate, or is there a better way?
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How is it possible to
establish an SSL con-
nection from a client
(running Windows xxxx)
to a server running a
Corba object on a Net-
Ware 5.1 server using
100% Java?
A. I am sure that your solution would work, but
fortunately there is a simpler way to solve your
problem. Look at the modificationSet.add line in your
code. Here you are doing an LDAP modification to the
credit card attribute. A modification/add will expect to
be able to create the attribute. If the attribute already
exists, you get the exception thrown. Modify the line
that contains the modificationSet.add to do a
REPLACE instead. Your code will look like this:

modificationSet.add(
LDAPModification.REPLACE,
attrToModify );

Using REPLACE instead of ADD will replace the
current credit card information with the new
information. This will solve your problem in a nutshell.

(Thanks to Alan Clark of the Novell eDirectory
Development Team for the idea of this question.)

Q. How is it possible to establish an SSL connection
from a client (running Windows xxxx) to a server
running a Corba object on a NetWare 5.1 server using
100% Java?

The first question is: Is this possible at all? If yes, then
the next question is not what APIs can/should be used,
but which components (Certificate server, PKI, etc.)
are required to do so and where can I find further
information?

A. Yes, this is possible, provided that your ORB
supports a socket factory mechanism. If it does, all you
need to do is to create JavaSSL sockets in place of
standard sockets. On the server, PKI, NICI and SAS
are required. See the Novell SSL NDK at
http://developer.novell.com.

Q. I am a avid user of Novell’s Active X controls.
How do I correctly declare NwccopenConnByName in
Visual Basic? I know this much:

Declare Function NWCCOpenConnByName Lib
“clxwin32”

But I forget the parameters list and can’t seem to
locate it.

A. If you go to the Novell developer Web site
athttp://developer.novell.com/ (or any Novell Web site
under the novell.com domain) and click the search
option, you can type NWCCOpenConnByName into

the “Search For” field. Select “in Developer” from the
drop-down list and find the documentation for this
API. The first hit should be:
http://developer.novell.com/
ndk/doc/clib/cmgnxenu/data/sdk645.html.

Only the C and Pascal syntax are included, but you
should be able to work out what is required for Visual
Basic syntax.

Note: Although the above document appears to be the 
CLIB documentation it is, in fact, the XPlat doc and the 
page states Windows NT and 9x are supported plat-
forms.

(Taken from the Active X Controls DeveloperNet
Newsgroup.)

Q. According to a PowerPoint presentation from
Brainshare 2002, you can run PHP on apache for
NetWare. Do you have details or a link to info on how
to get PHP running on Apache for NetWare?

Note: PHP is a widely-used general-purpose scripting 
language that is especially suited for Web development 
and can be embedded into HTML. If you are new to 
PHP and want to get some idea of how it works, try the 
introductory tutorial. After that, check out the online 
manual, and the example archive sites and some of the 
other resources available in the links section. All are 
available at: http://www.php.net/.

A. mod_php and mod_perl areplanned to be made
publicly available around May 2002. It isn’t quite
finished yet and the ship date may yet slip.
phpmyadmin can be used as a test, and this should
work before you will see PHP released.

(Taken from the Apache Modules for NetWare
DeveloperNet Newsgroup.)

Q. I have some code I would like to port to
NetWare, but I can’t find any details in the Novell
NDK regarding the use of asm (assembly language
programming) on the NetWare platform?

All I need is some details regarding register use and
the passing of parameters between C functions and
ASM.

A. The ASM NDK was dropped from the supported
NDKs because it’s technically outdated. Novell makes
the ASM NDK available for those developers that still
want the functionality. However, the NDK will not be
. n o v e l l . c o m / a p p n o t e s
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updated. Likewise, the Developer Support newsgroup
that supports the ASM NDK is user supported and not
Novell supported.

Since the most popular compilers for development to
Novell technologies are Metrowerks CodeWarrior
(CW) and the dated Watcom compiler, I will give a
brief discussion here. For your information, I
understand that the call interface stack handling for
Watcom and CW are significantly different. Exported
APIs should probably always protect all CPU states not
used in the interface (although no NLM compilers that
I’m aware of allow this to be enforced in source).

It should be possible to achieve this with auxiliary
pragmas in Watcom C/C++ and with __declspec
(naked) in CodeWarrior Professional Development Kit
(PDK) for NetWare, but protecting all CPU states will
not make exported APIs absolutely compatible with all
imaginable compilers. I suspect that the only way to
achieve true compatibility is to agree on a standard and
follow it.

In my debugging efforts, I did see some assembler in
the debugger today that depended on called export
functions preserving state in EBX and EDI although
the documentation reported in this thread don’t claim
EBX should be preserved. I have also seen Watcom
generate code to preserve EBX, ECX, and EDX.

Below is an excerpt from “Watcom C/C++ User’s
Guide:”

“All used 80x86 registers must be saved on entry and
restored on exit except those used to pass arguments
and return values.” So apparently Watcom wants you
to be on the safe side and save everything before
calling your routine.

So yes, Watcom can generate code that preserves EBX
and even EAX registers, but it does this only for the
register-based calling convention that cannot be used
for NLMs; they use the stack-based calling convention
instead, and it does not require that EBX must be
saved. By the way, some versions of NLM SDK
(issued approx. 10 years ago) contained header file
CDECL.H that allowed developers to use the
register-based convention for NLMs. It explicitly
declared all functions as __cdecl and consisted of
hundreds of declarations similar to these:

...
#pragma aux (cdecl) fmod;
#pragma aux (cdecl) fopen;
#pragma aux (cdecl) fprintf;
#pragma aux (cdecl) fputc;
...

So in summary, save all of the CPU state that you need
to, and then some, before calling your assembly
routine. If you are not sure what needs to be saved,
save it all.

(Taken from the ASM DeveloperNet Newsgroup.)

Q. Using Java Beans for Novell Services, I’ve
created a Home Directory, restricted the directory’s
size, and added a trustee to the directory, all without
any problem.

But when I set the Home Directory property to the
user, I get the error, “NWNamingException.” I’m not
sure if it’s a syntax error with NWValuePath object or
not.

The code looks like this:

NWValuePath hd = new
NWValuePath(nwdirbean1,"NDS:\\\\tree_

name\\context\\volume_name",
"dir1\\dir2", (long)com.novell.
beans.NWDir.NWValuePath.DS_OS2);
entry.setFieldValue("Home
Directory",hd);

entries.addElement(entry);
// NWNaming exeption.

A. This is just a syntax issue. The correct syntax of
the Volume name must be given in DOT format. It can
be fixed as follows:

NWValuePath hd = new NWValuePath
(nwdirbean1,"context.volume_name",
"dir1\\dir2", (long)com.novell.
beans.NWDir.NWValuePath.DS_OS2);
entry.setFieldValue("Home
Directory",hd);

(Taken from the Beans for Novell Services
DeveloperNet Newsgroup.)

Q. I’ve written a module for Netscape Web Server
in a Windows NT environment. What do I need to do to
have it work on Netware v5.1 server running what
seems to be a Netscape-compatible Web server?

I’ve purchased the Novell NDK and am awaiting its
arrival. My understanding from Novell Support was
that until the NDK subscription CDs arrive, everything
needed can be downloaded from the Novell developer
site.
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How can I catch the
event of adding new
record to an audit file.
Have you any source
code or sample code? Is
there a special event in
NDS for addition or
should I scan con-
stantly audit file to
catch new record?
Please tell me what modules I need, and what process I
need to follow to successfully run my current modules
in the Novell environment.

A. That’s a good question. You may also want to
test the NLM version of your product on NetWare 6
since it also comes bundled with the same Web server
software.

One other thing to consider, if your code isn’t too
tightly tied into the Netscape servers, is that Apache
v1.3 and v2.0 have less overhead and so you could
consider developing your NLM(s) as an Apache
Module instead.

The DeveloperNet Web site at http://developer.
novell.com provides you with information that doesn’t
come included on the CD subscription, such as the
Master API list (something I refer to constantly).
Here’s the link to the Master API, just in case you’re
interested: http://developer.novell.com/ndk/doc/
general/index.html?list_enu/data/listfront.html.

As for which modules you will need, I would suggest
the NetWare Enterprise Web Server Developer
Components available at http://developer.novell.com/
ndk/nscomp.htm.

Also visit http://developer.novell.com and look around.
There’s a lot of information to keep the average
developer quite busy.

(Taken from the Cross-Platform API DeveloperNet
Newsgroup.)

Q. I’m trying to delete a User Object using the
DirXML driver for delimited text through the publisher
channel. The input transform xsl leaves the following
in DSTrace:

Publisher processing delete for GivenName Surname
[05/03/02 17:00:55.239]: %14C
DirXML Log Event -------------------

Driver = \DIRXMLTREE\aztec\DriverSet1\Delete Delimited
Text Driver

Channel = publisher
Object = GivenName Surname
Status = warning
Message = Operation vetoed on unassociated object

A. You either need to have an object that has been
previously associated with this driver that is using the
same association value (in this case, the value of the

“field” would likely have been associated through an
add or modify), or you need to know the DN of the
object and specify it in dest-dn.

If you are looking to delete the user with a given e-mail
address, regardless of whether or not it has been
associated, you’ll have to search for it using
destQueryProcessor to get the DN and then put that
DN in as the dest-dn of the delete.

(Taken from the NT DirXML DeveloperNet
Newsgroup.)

Q. Can anyone tell me where I can find out how to
send e-mail using Visual Basic and Object API? I’m
brand new to this type of programming. What I am
trying to do is find an e-mail address for a person and
then send that person an e-mail.

I also have a question about finding the correct match
for a name. I have this code so far:

Set GWFoundAddresses = GWABEntries.Find
("(Name contains """ & sFirstName &
""")")

but what I’m trying to do is find the entry with both the
FirstName and the LastName to match.

A. For starters take a look at the numerous (simple
and complex) samples at
http://developer.novell.com/support/sample.htm.

The filter syntax is shown in: http://developer.novell.
com/ndk/doc/gwobjapi/gwobjenu/data/ht78bg9o.html.

Use filters like:

( MATCHES “John”)
( CONTAINS “Smi*”)
( MATCHES “John Smith”) OR
( MATCHES “Smith, John”)

Note: In large address collections, CONTAINS will be 
much slower than MATCHES. Use Chr(34) to represent 
the " in building filter expressions, such as: sFlt = “( 
MATCHES ” + Chr(34) + sName + Chr(34) + “)”

This should help you.

(Taken from the GroupWise Tokens DeveloperNet
Newsgroup.)
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eDirectory 8.7 Authorized 
Extended Beta

Novell is pleased to announce the eDirectory 8.7
Authorized Extended Beta. This version of eDirectory
supports NetWare 6 and Windows (NT, 2000). Support
for Linux, Solaris, and AIX is slated for the Public
Beta later this year. The software is ready for down-
load on the Authorized Extended Beta site
(http://beta.novell.com/extended.html).

There is no support provided for the Authorized
Extended Beta. If you need a PIN number to download
this Beta, send an e-mail request to
devsup@novell.com.

Note: This is not your DeveloperNet PIN.

The updated LDAP libraries for C are available for
download in the Leading Edge section of the NDK and
they support the new features in the beta version of
eDirectory 8.7, such as:

• Enhanced LDAP Authentication Mechanisms
(Digest MD5, External, NMAS)

• Start TLS / Stop TLS

• eDirectory Event Services

Look for Leading Edge #163 through #166 to down-
load the LDAP libraries for your target Server OS plat-
form.

Novell NetWare 6 and 
eDirectory Named Network 
Magazine 2002 Products of 
the Year 

Novell, has announced that Network Magazine, a top
global networking publication, has selected Novell’s

NetWare 6 and eDirectory as 2002 Products of the
Year for best server operating system and best direc-
tory service, respectively. The awards underscore
Novell’s continued excellence and innovation in soft-
ware development, as well as the important role
NetWare and eDirectory play in Net business solutions
that simplify the complexities of enterprise networks,
secure corporate resources and extend business
processes to the Net.

In its Product of the Year issue, Network Magazine
praised Novell’s NetWare 6, writing, “In 2001, Novell
came back with NetWare 6, beating all its rivals in the
network’s core function of resource sharing. NetWare
is … designed to work with other OSs and NetWare 6
takes this approach to a new level. The NetWare server
understands the native filing protocols that Windows,
Macintosh, UNIX, and Linux use, enabling seamless
and secure data transfer between otherwise incompat-
ible systems.”

The publication also noted the excellence of Novell’s
cross-platform directory service, which has been
named best directory service three years running.
“Novell’s eDirectory has come a long way from its
roots as an administrative foundation for sites with
many NetWare servers. … Native versions of eDirec-
tory for Windows NT/2000, Solaris, Linux, and other
OSs are now available,” Network Magazine stated.
“Despite eDirectory’s maturity and the network infra-
structure’s changing circumstances, Novell continues
to increase its flagship product’s power and applica-
bility.”

Network Magazine’s annual Product of the Year
Award is one of the networking industry’s longest-
running awards programs. Award winners are evalu-
ated on broad appeal of the product or service to the
reader community; competitive enhancements;
price/performance advantages; technical ingenuity;
new features and applications; and serviceability to the
market. Product of the Year Award winners were
honored May 8 during NetWorld+Interop Spring 2002
in Las Vegas and were featured in the May 2002 issue
of Network Magazine.

For more information about NetWare, eDirectory and
Novell’s Net business solutions, see http://www.novell.
com.
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Over the years we’ve
seen a lot of changes,
and that seems to be the
only constant we’ve
had.
AppNotes: Twelve Years and 
Going Strong!

Gamal B. Herbon
Editor-in-Chief
Novell AppNotes

It’s hard to believe that this is the twelfth anniversary
of the first issue of the Novell AppNotes magazine.
Well, okay, so it started out as NetWare Application
Notes. Then it became Novell Application Notes. Then
we had Novell Application Notes and spun off our
Developer Notes section into a separate magazine.
Then we became Novell AppNotes and recombined the
two magazines back into one.

Over the years we’ve seen a lot of changes, and that
seems to be the only constant we’ve had. From this
group we also started DeveloperNet University and
have experienced many transitions with it as well.

Our magazine and its name have transitioned over the
years to provide you with the technical information
you need, and to reflect the delivery of that informa-
tion. That’s how we came to the point of being known
as “AppNotes” and even received a registered trade-
mark on the name.

Many of you know that our staff has grown over the
years (at one time we had as many as 21 people on
staff) and has shrunk as well (sometimes to as few as
five). While that might not make much difference to
you, when you realize that most publications that
provide the amount of content we do each month have
an average staff of between 32-46 full-time employees,
it becomes quite impressive. I guess it’s time to brag
the staff up and give them all a pat on the back, don’t
you think? Feel free to do so at any time as well!

Our Hard-Working Staff
The consistency of our team can be credited in no
small part to the core team. Ken Neff, our Managing
Editor, has been on the AppNotes team for 11.5 of the
12 years, and all of those years as Managing Editor.
Ken does a wonderful job of keeping the magazine on
schedule and the articles up to the quality you’ve come
to expect. Prior to joining the AppNotes staff, Ken was
on staff at the NTJ (NetWare Technical Journal) and

LAN Times, which Novell spun off to McGraw-Hill
and were eventually discontinued by McGraw-Hill.

Next we have our Senior Editor, Edward Liebing. Ed
was the Editor-in-Chief of the AppNotes prior to my
taking over those responsibilities. That allowed Ed to
refocus on his love of research and writing. This has
definitely been to the benefit of all our readers. Ed, too,
came from LAN Times and the NTJ (where he was once
Editor-in-Chief) and has been on the AppNotes team
for over 10 years. Ed is responsible for writing, gath-
ering, and editing the Net Management, Net Support,
Code Break, and Viewpoints sections.

Also on the team we have our Senior Research Engi-
neer, Kevin Burnett, who has been with Novell in
various capacities for over 14 years, and has been part
of the AppNotes team for the past three years. Kevin is
responsible for gathering the Code Break Section, as
well as being the person behind gathering Dear
Ab-end, Developer Q&A and writing Network Novice
and Directory Primer.

We also have the extremely talented Rebecca
Rousseau as Production Editor, eBook and file
conversion specialist. Rebecca has been with us for
over four years, first serving through internships and
finally coming on board full time two years ago.
Rebecca is the one we rely on to make sure all our
templates work properly and that our magazine is put
together and goes out both electronically and in hard
copy.

Recent valuable additions to our team are Robert
Rodriguez (our Web guru) and Wes Heaps (our
graphics guru). These two have been recently rehired
as staff (both of them have worked with our team for
almost four years). They make sure our Web site works
and that you can find what you need fairly easily. Wes
creates our graphics to help you better understand the
concepts presented in our articles and sections. Robert
also works with Rebecca to get our eBooks working
and all the file formats online for your perusal. Robert
keeps adapting the Web site to your feedback, so keep
those suggestions coming!

I am honored to work with such a fine staff, as well as
all the other wonderful people we’ve had on staff and
worked with over the years. All of these people can be
proud of the wonderful work they have done to provide
you with AppNotes in its various iterations. If you’d
like to see pictures of us, visit: http://developer.
novell.com/research/masthead.htm.

I truly hope we can keep meeting your expectations in
the future. Here’s hoping for another 12 years! In the
meantime, I’ll just keep rambling...
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Celebrating Palindromes

Since the next palindrome year after 2002 won’t
happen for another 110 years, we thought we’d digress
a bit from technology-related trivia and present some
of these bizarrely intriguing words and phrases that
read the same forwards and backwards.

Let’s start off with some better-known palindromes:

• Madam, I'm Adam. (perhaps the first palindrome
ever spoken) Able was I ere I saw Elba.
(something Napoleon might have said)

• Rise to vote, sir. (originated in 1925)

• A man, a plan, a canal: Panama! (Leigh Mercer’s
tribute to Theodore Roosevelt)

Palindromes range from short one-word varieties
(“racecar” and “rotator”) to extremely long permuta-
tions: “T. Eliot, top bard, notes putrid tang emanating,
is sad. I’d assign it a name: gnat dirt upset on drab pot
toilet.” (composed by Alastair Reid)

Some palindromes actually sound normal:

• Was it a rat I saw?

• Never odd or even.

• Evil, all its sin is still alive.

• Are we not drawn onward, we few? Drawn
onward to new era?

Others almost seem to make sense, but not quite:

• Amen, icy cinema.

• Cigar? Toss it in a can. It is so tragic.

• I roamed under it as a tired, nude Maori.

Political commentary, anyone?

• O naughty me, tut! It’s Bush—substitute, myth,
guano.

• Flog sad loser Al. Gore, zero, glares, old as golf.

Here’s one from Peter Hilton, a noted palindromist
who helped the Allies crack Nazi codes during World
War II: “Doc, note. I dissent. A fast never prevents a
fatness. I diet on cod.”

There are palindromes that have to do with music, such
as “Satan, Oscillate My Metallic Sonatas” (a new
heavy metal anthem), “Men, I’m Eminem” (a rapper’s
introduction), and the oft-heard lament, “If I had a
hi-fi....”

How about this for a palindromic party menu:

• Ham—ah!

• Salad, alas

• No lemons, no melon

• Naive Evian

• Yo, bro! Free beer for boy!

Top 20 Oxymorons
According to http://www.oxymoronlist.com, these were
the most popular self-contradicting phrases in May
2002:

20. Government Organization

19. Alone Together

18. Personal Computer

17. Silent Scream

16. Living Dead

15. Same Difference

14. Taped Live

13. Plastic Glasses

12. Tight Slacks

11. Peace Force

10. Pretty Ugly

9. Head Butt

8. Working Vacation

7. Tax Return

6. Virtual Reality

5. Dodge Ram

4. Work Party

3. Jumbo Shrimp

2. Healthy Tan

1. Microsoft Works

Disclaimer: Lightweight Access brings you humorous 
observations and refreshing diversions to give you a 
break from the daily grind. Opinions expressed here 
do not reflect Novell’s official position on anything.
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Novell Education PEP/ATT Training
Novell Education’s PEP/ATT courses assume experience with the subject matter. These courses are 
delivered on an engineering level. Topics covered include support issues, in-depth architectural reviews, 
and advanced enterprise solutions. Advanced Technical Training is fast-paced, highly technical training that 
consists of both lecture and hands-on labs. For the most recent list of courses and to register for a course, 
visit the PEP/ATT registration Web site at http://www.novell.com/education/pep/register.html.

Course and Dates Location Cost

Advanced DirXML - PEP/ATT
July 30-August 2, 2002 New York City, NY $3500

Novell eDirectory Specialist Bootcamp - PEP
June 3-7, 2002
June 10-14, 2002
June 17-21, 2002
July 8-12, 2002

Minneapolis, MN
Boca Raton, FL
Seattle, WA
Washington, DC

$3495
$3495
$3495
$3495

ZENworks for Desktops 3.2 + iFolder & OnDemand Services 1.5 - PEP/ATT
June 3-7, 2002
June 17-21, 2002

Springfield, IL
Richmond, VA

$2495
$2495

Advanced NetWare 6 Services and Troubleshooting - PEP
June 4-6, 2002
June 11-13, 2002 
June 18-20, 2002
June 25-27, 2002
June 24-26, 2002
July 9-11, 2002 
July 16-18, 2002
July 17-19, 2002
July 23-25, 2002 
July 23-25, 2002 
July 30 - August 1, 2002
July 30 - August 1, 2002
August 13-15, 2002
August 20-22, 2002
September 4-6, 2002

Los Angeles, CA
Minneapolis, MN
Houston, TX
Columbus, OH
Provo, UT
Memphis, TN
Boca Raton, FL
Washington, DC
Austin, TX
Boston, MA
New York City, NY
San Francisco, CA
St. Louis, MO
Dallas, TX
Atlanta, GA

$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595

 Novell Portal Services with iChain
July 23-25, 2002 Los Angeles, CA $1595



Order Form

Use this form to order subscriptions to Novell AppNotes (now including Novell Developer Notes), and back issues of 
AppNotes and Developer Notes (subject to availability). Please type or print.

Payment   All orders must be prepaid.

 Check or money order enclosed.

 Bill credit card number: Expiration date ________________

 VISA  MasterCard  American Express

Cardholder signature ______________________________________

Cardholder name (printed) _________________________________

Mail or fax this completed form to: or call:

Novell AppNotes Order Desk Fax Number: (800) 395-7135 (U.S. & Canada)
PO Box 14530 (510) 657-1473 (925) 463-7391 (other locations)
Fremont, CA 94539 Please have your order and credit card information ready.

Novell, Inc. • 1800 South Novell Place • Provo, Utah 84606-6194 • 801-861-6000         Pcode=APNOR
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 APPNOTES SUBSCRIPTION
Qty Description Unit Price Total Price

One-year subscription to  Novell AppNotes (now includes Developer Notes) US$99.00*

 BACK ISSUES
Qty Part Number (required) Month/Year or Report Title Unit Price** Total Price

 All prices are subject to change without notice. TOTAL

*Shipping and taxes are included in subscription price.

**Back Issue Prices

1–9 copies US$15.00 each plus shipping & handling

10–49 copies US$ 9.00 each plus shipping & handling

50–99 copies US$ 7.00 each plus shipping & handling

100+ copies US$ 5.00 each plus shipping & handling



Novell AppNotes Feedback Form June 2002

To help us give you the kind of information you need to better design, configure, install, and maintain your network, 
please take a moment to answer a few questions about the Novell AppNotes. Fax the completed form to 801-861-4123. 
Thanks—we value your feedback.

1. How useful is each article in this issue?

2. I would like to see more articles on:

 Network design and optimization  Network management  Other____________________________
 Novell product implementation  NetWare theory and internals
 Third-party product integration  NetWare programming

3. The type of article that is most useful to me is:

 Theory/conceptual  Tutorial  Troubleshooting/support  Technical case study

4. My affiliation with Novell is:

 CNE/ECNE/MCNE  Programmer  Systems Integrator  MIS
 CNI  Reseller  Systems Engineer  Network Supervisor
 CNA  Consultant  Technical Support  Other ____________________________

5. I use the following Novell-related products:

 NetWare 6  ZENworks for Desktops  Novell eDirectory  ManageWise
 NetWare 5  ZENworks for Servers  DirXML  Novell Portal Services
 NetWare 4  GroupWise  NetWare for SAA  iChain
 NetWare 3 or 2  BorderManager  NetWare NFS  Developer Tools
 Other_______________________________________________________________________________________

6. General comments about the Novell AppNotes: 

____________________________________________________________________________________________________
____________________________________________________________________________________________________
____________________________________________________________________________________________________
____________________________________________________________________________________________________

Article Title Indispensable Very useful
Somewhat 

useful Not at all useful

Technical Considerations for Choosing the Best Directory

Authenticating Users to UNIX Systems with Novell eDirectory and 
LDAP

Accessing Data on Multiple eDirectory Trees with a Single Login Using 
Novell NetStorage

Novell BorderManager Filter Configuration through iManager

Update on the Centralis AXE Utility: What’s New in Feature Release 1?

How to Build J2EE Applications Using Novell Technologies: Part 2

Net Management (Beyond the Basics, Network Novice, Directory 
Primer, Tips & Tricks)

Net Support (Network Troubleshooter, TIDbits, Dear Ab-end)

Code Break (Developer Scene, Developer Q&A, DeveloperNet News)

Viewpoints (Ramblings, Lightweight Access)



Quick Guide to Novell Information

 

Resource URL

Novell
For the latest news, solutions, and success stories on Novell 
net services software.

http://www.novell.com/

Novell DeveloperNet
Your direct connection to everything you need to deliver 
secure, scalable business-to-business (B2B) and e-commerce 
solutions—or any directory-enabled solution you have in 
mind—quickly and economically. 

http://developer.novell.com

Novell Support
To open an electronic incident, download the latest patches, 
and find additional technical resources.

http://support.novell.com

Novell Cool Solutions
Provides helpful articles, downloads, manuals, programs, 
demos, and answers to your questions.

http://www.novell.com/coolsolutions/

Novell Product Documentation 
For documentation about all Novell’s net services software. http://www.novell.com/documentation/

Novell Connection
Published monthly by NetWare Users International (NUI), the 
independent professional society for NetWare user groups 
worldwide.

http://www.novell.com/nwc/

Novell Consulting 
Need help putting it all together? See our Web site for more 
information on bringing in Novell experts to make your 
technology work as one net.

http://www.novell.com/programs/ncs/

Novell Solutions Search
Find Novell and "Yes, Tested and Approved" Partner product 
solutions.

http://developer.novell.com/nss/

Novell Education
Up-to-the-minute training on Novell products in whatever 
format meets your needs: Instructor-led training, computer-
based training, on-line training, Advanced Technical Training, 
and customized training.

http://www.novell.com/education/
http://www.novell.com/education/locator
http://www.novell.com/registernow

Novell PartnerNet
Programs to support Novell’s resellers, OEMs, distributors, 
and partners. Find valuable tools such as Novell 
advertisements, sales presentations, video presentations, 
and other resources.

http://partner.novell.com/servlet/partners/

Novell Press
Need a little more information or don’t have time for a class? 
See all the hot new Novell Press titles on Shop Novell.

http://www.novell.com/shopnovell

Novell Advantage
This is the place to go for Novell competitive information: 
head-to-head product comparisons, reality checks, and 
positioning of Novell products against those from other 
vendors.

http://www.novell.com/advantage
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