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Letter from the Editor

1

Dear AppNotes Readers:

Welcome to the May 2002 issue of Novell AppNotes! As summer is quickly approaching in the Northern 

Hemisphere, many of us are turning our minds towards thoughts of outdoor activities rather than being 

hidden in a window-less data center. Take a break from work now and then and see what nature has to 

offer. Enjoy life!

This month we have numerous articles to fulfill your needs. You’ll notice that this month’s focus is on 

security. As we get requests for these topics, we will continue to provide you the information you are 

asking for. First off this month Marcus Gould checks in with “Understanding and Troubleshooting 

Novell’s Security Infrastructure.” Next we have an interesting article by Keith Lewis entitled, “Using 

Novell SecureLogin to Enable Web Applications for Single Sign-On.” Another article dealing with 

security this month is a developer-focused “How-To” article from Karl Bunnell entitled,  “How to Build a 

Personalized, Secure Web Portal Using eDirectory, iChain, and Corporate Yahoo! Enterprise Portal.”

For you BorderManager fans we have “Interoperability of Novell BorderManager with Other Novell 

Products,” from Sundar Swamy. Finally,  popular contributor Jeff Hanson introduces a new multi-part 

series, “How to Build J2EE Applications Using Novell Technologies: Part 1.”

Be sure to check out our sections and columns this month. These continue to be a popular and useful 

portion of our magazine, and many readers have let us know how much they’ve come to rely on them.

As a reminder to those of you who have not seen them yet, the AppNotes issues are now available in 

Adobe eBook format. In response to the positive feedback we’ve been getting on the eBooks, we have 

converted all of our issues back to September of 2001 into the eBook format for download. If you don’t 

have the eBook reader yet, there is a link on our eBook download page to get the latest version. The reader 

allows you to view an eBook, navigate through the content, and print it out if you so desire. 

Last month I told you about our e-mail notification service. Since that time we found out that the service 

was set up improperly, and that anyone who signed up prior to April 1 of this year was removed from the 

system. I encourage you to go out and sign up for it again, if you tried to sign up earlier.  I apologize for the 

inconvenience, but these things do happen. For those of you wondering about this service, it’s free! Just 

visit our sign-up page for the AppNotes notification list at http://developer.novell.com/email. After you do 

this, you will receive e-mail notifications when the AppNotes Web site has been updated with the new 

monthly issues. You can also sign up for the DeveloperNet University e-mail list, as well as others!

As always, I appreciate your feedback and look forward to hearing from you!

Until next time,

Gamal B. Herbon

Editor-in-Chief

May 2002



w w w . n o v e l l . c o m / a p p n o t e s
2

F E A T U R E  A R T I C L E S  ( S p o t l i g h t  o n  S e c u r i t y )

4 Understanding and Troubleshooting Novell’s Security Infrastructure-

Marcus Gould

Provides information about Novell’s Public Key Infrastructure (PKI) and the Novell International 

Cryptographic Infrastructure (NICI), and offers tips and procedures for troubleshooting issues related 

to these network security components.
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Keith Lewis

Details an example of using Novell SecureLogin 3.0 to enable a Web application (MyRealBox) for 

single sign-on functionality.
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Sundar. N. Swamy

Presents information to help readers understand the interactions of Novell BorderManager with other 

services, along with tips and hints for common BorderManager upgrade scenarios.
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63      How to Build a Personalized, Secure Web Portal Using eDirectory, iChain, and 
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Contents May 2002



M a y  2 0 0 2
3

S E C T I O N S

 93 Net Management

Network Novice - Object Interaction with ConsoleOne

Directory Primer - Related Synchronization Processes in eDirectory

Tips and Tricks - Using xBrowse to Replace Server References, NDS Context Handles in 

NDPS Libraries, Programatically Registering ActiveX Controls, Changing the Default Printer 

on a Windows Workstation, NDS Health Check Procedures, Are You a Member of Novell 

Users International (NUI)? You Should Be!

102 Net Support

Network Troubleshooter  - Excerpts from “TCP/IP on NetWare 6 - Frequently Asked 

Questions”

TIDbits  - Technical Information Documents of the Month

Dear Ab-End  - Answers to technical questions about NW51SP4 Abending ArcServe 6.6 

or 7, NetWare 6 looping problems, NW51SP4 and server memory issues, ConsoleOne utility 

downgraded after applying NW51SP4, high CPU utilization because of XCONSSVR.NLM 

in NW51SP4, bulk-load potential of eDirectory, questions concerning iChain, NetWare 6 

ships with Apache, not the Novell Web Server, DirXML Development Kit 1.1 does not work 

correctly with eDirectory 8.5, international version of the NetWare Client 4.80, proxying from 

GroupWise 6 to 5.x and back again, performance monitoring multiple CPUs, and a correction 

from an alert reader.

114 Code Break

Developer Scene  - News items of interest to the developer community: Novell Provides 

BrainShare Developer Courses Online, Novell BrainShare 2002 Bigger and Better Than Ever, 

Novell ZENworks for Servers 3 Manages Cross-Platform Servers as One Net, Spring to Offer 

Powerful Java Technology Wireless Development Tools, A Better ICE Is Now NetWare 6 

and GroupWise 6 Compatible, Key Directory Protocol LDAP Set for Tune-up

Developer Q & A  - Answers to developer-related questions about NSS hooks, samples of 

programs using the Cross-Platform Auditing Library, driver load failure in VRTest, hiding an 

NLM file from Windows Explorer, GroupWise-enabling a product, token 398 in the 

GroupWise Message Login API, using tokens in GroupWise programming

DeveloperNet News  - Review of BrainShare 2002, Condrey Consulting and DeveloperNet, 

eDirectory PlugFest, and SAP Portals and eDirectory

123 Viewpoints

Ramblings  - KISS Has a New Meaning

Lightweight Access  - Computer Terms for Rednecks, San Jose School Board Designates 

“Geekonics” as a Second Language



Feature Article

NOVELL APPNOTES

w w w . n o v e l l . c o m / a p p n o t e s
4

Understanding and Trouble-

shooting Novell’s Security 

Infrastructure

Marcus Gould

CNE, MCNE, CDE

Primary Support Engineer
Novell Technical Services
mgould@novell.com

This AppNote provides information about Novell’s security infrastructure, 

including the Public Key Infrastructure (PKI) and the Novell International 

Cryptographic Infrastructure (NICI). After a brief overview of basic security 

concepts, it offers tips and procedures for troubleshooting issues related to these 

network security components. (Because this AppNote was written in the U.K., it 

retains the British spelling used by the author.)

Contents:

• Introduction

• Overview of Novell’s Security Infrastructure

• NICI Component Descriptions

• Troubleshooting NICI and PKI Issues

• Conclusion

Topics network security, NIKI, PKI, architecture, troubleshooting

Products Novell International Cryptographic Infrastructure (NICI), 
Public Key Infrastructure Services (PKIS)

Audience network administrators, support technicians

Level intermediate

Prerequisite Skills familiarity with basic security concepts

Operating System n/a

Tools none

Sample Code no



M a y  2 0 0 2
5

Introduction

Novell’s one Net vision holds the promise of a world in which all types of 

networks work together to provide the power and flexibility organizations need to 

succeed in the Net economy. The benefits of one Net are to simplify the 

complexities of the Net, to securely extend and integrate applications and 

networks between companies, and to accelerate eBusiness transformations. 

The products discussed in this AppNote are involved with delivering the “secure” 

part of this vision. Novell has combined best-of-breed security components from a 

variety of vendors with the ability to control policies and privileges for all Net 

resources. These provide a foundation for integrating business-critical information 

and automating intranet- and extranet-based business functions between trusted 

supply-chain partners. Using this secure foundation, users can connect, 

communicate, and collaborate from anywhere through the Internet.

This AppNote offers an overview of the Novell International Cryptographic 

Infrastructure (NICI) and Public Key Infrastructure (PKI), which will serve as a 

foundation for the troubleshooting methodologies which are also presented.

Overview of Novell’s Security Infrastructure

This section provides a brief overview of basic security concepts such as 

cryptography, public/private keys, and certificates. If you are already familiar 

with these concepts, you can skip ahead to the troubleshooting section. For 

additional background information on these topics, visit Novell’s security Web 

site at http://www.novell.com/info/security.

Cryptography and the Public Key Infrastructure (PKI)

Cryptography is the practise and study of encryption and decryption. Encryption

refers to the action of transforming plaintext into a seemingly unreadable form 

(ciphertext) by applying a mathematical function (algorithm), part of which is 

held in a key. Decryption is the reverse: when ciphertext is transformed back into 

readable plaintext by a mathematical function using a key. Complex mathematics 

are used so that, without the right key, it is very difficult to figure out how to 

decrypt ciphertext—even if you know how it was encrypted!

A key is simply a long string of digits that, when pushed through a formula along 

with some data, encrypts that data into a form that cannot be understood by 

anybody who does not have the appropriate key to decrypt it. A key’s strength is 

proportional to the number of binary bits that comprise the key file. Generally, the 

greater number of bits, the greater degree of security—depending on the 

algorithm used and whether the key is symmetric or asymmetric.
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A symmetric key is one where the decryption key can be deduced from the 

encryption key, and vice versa (in fact, it is the same key). This is analogous to a 

conventional car key: you can use it to lock your car, but if a thief steals your key 

he can easily unlock your car. Thus symmetric keys are great as long as you keep 

them very safe. Popular symmetric key algorithms include DES, RC2, and RC4.

An asymmetric key is analogous to a combination lock. You can lock it, but unless 

someone knows the combination, it cannot be unlocked. Asymmetric keys come 

in pairs: a Private Key and a Public Key. One key can be used to encrypt, but a 

different one must be used to decrypt. By using these key pairs, how to decrypt 

cannot be worked out from analyzing how to encypt. This is the principle behind 

Public/Private Key encryption. One popular asymmetric key algorithm is RSA.

Novell’s Public Key Infrastructure Services (PKIS) implementation uses 

Public/Private Key cryptography. PKIS is a Novell product component that 

allows you to request, manage, and store public key certificates and their 

associated key pairs in the eDirectory tree. It also allows you to establish a 

Certificate Authority that is specific to your organization. PKIS is a consumer of 

services provided by NICI.

Certificates

The whole PKI system relies on the widespread availability of Public Keys, which 

are used to encrypt and verify signatures. To prevent these keys themselves from 

being forged or tampered with, we use certificates. A certificate is much like a 

physical passport; it proves the identity of the holder and is issued by a trusted 

source. In the digital world, a certificate can belong to a user or a server. The 

certificate holds such information as the certificate owner, the Public Key, and the 

encryption algorithm it uses, which information can be used to encrypt or digitally 

sign data. The current standard for digital certificates is X.509 v3, and it is 

controlled by the Internet Engineering Task Force (IETF).

Certificate Authority (CA).  In computer systems, if the same person creates two 

servers that interact, that person can set up a direct trust relationship. This is 

analogous to two individuals who already know each other and have established a 

personal trust relationship between themselves.

PKI requires access to users’ public keys, but every user in an organisation can’t 

be expected to know about everybody else. There has to be a method of proving 

that any given Public Key belongs to the person who claims it as theirs. One 

method is that any two users would trust each other because they both trust a 

third party who will vouch for both of them. This third party is known as the 

Certificate Authority (CA). The CA is analogous to a country’s passport office. 

Because it is the only legitimate source for passports, the passport office is trusted 

and the documents it issues to individuals certify that the bearers are who they 

say they are.
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Cross-Certification.  The CA signs all the certificates and says they are trust- 

worthy. But how do you know that the CA itself is trustworthy? Consider the 

following logic that explains how Bob, a UK Immigration Officer, would trust 

Alice, a US tourist, whom he has never met before:

• Bob trusts the UK government. 

• The UK government trusts the US government. 

• The US government issued Alice’s passport. 

• Alice’s passport has her photograph and signature on it. 

• Bob trusts Alice. 

In this example, Bob doesn’t have to make a decision as to whether or not to trust 

the US government. He trusts them because his own government trusts them. This 

is known as cross-certification. Cross-certification is actually an extended form of 

third-party trust in which two CAs can vouch for each other.

Certificate Chain and Root CA.  With passports, there are various methods to 

prevent and detect forgery and tampering; for example, a photograph, signature, 

serial number, watermarks, and even the kind of ink used. In the digital world, one 

can ensure that a certificate has not been tampered with by using cross- 

certification. But how is this actually implemented in practice? And if a certificate 

becomes untrustworthy or out of date, how can it be revoked?

When a message is sent, it may include a hierarchy of certificates where one 

certificate certifies the authenticity of the previous one. At the very top of this 

hierarchy is a Root CA. For each pair of certificates, one validates the other by 

making sure the subject and issuer names match, the certificates are still valid, 

neither certificate is revoked, and the Public Key in the issuer’s certificate 

validates signature on other certificate. The Root CA is self-signing. As there is 

nobody else to verify it, you can’t authenticate the source of the signature, so you 

can only rely on the integrity of the certificate’s contents. This means you just 

have to trust it, because somebody told you to, or because you agree with their 

published practices. For example, an employee of Novell would trust a Root CA 

Certificate issued by a Novell Root CA. An External CA is managed by a third 

party outside of your organization, such as Verisign, Entrust, and others.

The Security Domain Infrastructure (SDI). The Security Domain Infrastructure, 

or SDI, is initialized the first time any of the following products is installed into 

the tree: 

• NetWare 5.1 

• Novell Certificate Server 2.x 

• Single Sign-on v1.x 

• Novell Modular Authentication Services (NMAS) 
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The SDI has three main components:

• Machine Unique CA and SDI Key.  In order to encrypt and decrypt the Tree 

CA, Server Certificates, and User Certificates, each server’s Machine Unique 

Certificate Authority uses the Security Domain Key (SDI Key) and its Unique 

Machine Key (which is generated from the NICI Foundation Key). One 

specific server (usually the first one to be installed with NetWare 5.1, 

Certificate Server, NMAS, or SSO) is the Security Domain Key Server. 

• Server Certificates.  When browsing your tree, you may have seen objects 

with a class of NDSPKI:Key Material. These are Server Certificates. SSL 

CertificateDNS and SSL CertificateIP are two such server certificates created 

by default when you install the server. Also known as Key Material Objects 

(KMOs), Server Certificates are primarily used for secure communications 

over SSL.

• User Certificates.  With sufficient rights, users can create their own 

certificates. This essentially allows one user to distribute his or her own 

Public Key to various other users. That user can then send encrypted e-mails 

to other users and digitally sign these e-mails, which the recipients can verify 

as authentic.

Novell International Cryptographic Infrastructure (NICI)

NICI is not really a product in itself; rather, it is a base set of cryptographic 

services for NetWare 5.x and above. It includes a number of modules that provide 

security functionality, and a consistent interface that application developers can 

write to. Applications or services that use NICI services are called consumers.

PKIS, eDirectory Secret Store, and NCP Packet Signatures are examples of NICI 

consumers.

NICI is designed to facilitate putting together a global network without having to 

worry about local cryptography laws. Different countries have different laws on 

such things as cryptography strength. Many regard encryption as a dual- or 

military-use technology or claim that criminals could use it cover up their 

activities. For this reason, governments place restrictions on encryption 

technology. The United States, for example, may not export any encryption to 

certain countries (Afghanistan, Cuba, Iran, Iraq, Libya, North Korea, Sudan, or 

Syria). France may not import or use any encryption with a key strength greater 

than 56 bits. Within the last few years, US export laws have relaxed somewhat 

and larger key sizes are now legitimately available for use.

NICI’s modular approach allows the cryptography strength, or even the 

underlying algorithms, to be changed easily by Novell or by third parties. At no 

time do the applications or services that use NICI have to be changed, thereby 

simplifying network management. All you need is a slot in the relevant 

cryptography module and off you go. As laws or requirements change, NICI's 

modular architecture can be modified to suit, without any change to the 

applications using it and without even having to restart the server.
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There is a potential drawback to NICI's building-block approach to cryptography. 

Suppose you are in a country where strong cryptography is not allowed, in which 

case the necessary modules for strong cryptography would not be supplied. It 

would be relatively simple for anyone to write their own cryptography module 

and plug it into the NICI architecture. This is known as “crypto-with-a-hole.” The 

drawback is that countries such as the United States deem this type of system 

illegal to export.

NICI Architecture.  NICI’s logical architecture is depicted in Figure 1.

Figure 1: NICI architecture.

MABLE.   MABLE stands for Module Authentication and Binding Library 

Extensions. When NICI initializes, its MABLE authenticates the upper part of 

NICI to the application by using a public key challenge-response mechanism. It 

then maintains a dynamic link between the two. Challenge-response is a 

technique whereby an individual is prompted (the challenge) to provide some 

private information (the response). It is analogous to scenes in spy stories where 

one spy (Bob) says, “The rain in Spain falls mainly on the plain” and the other spy 

(Alice) knows that only the real Bob will reply, “But the water in Majorca don’t 

taste like how it oughta!”

With MABLE, the application can be sure that it is talking to the real NICI and 

not a forged one because as the binding process is continually running, the NICI 
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Keys Used by NICI.  The following keys are all used by NICI and are created in a 

variety of key sizes, depending on where you are in the world:

• Data Confidentiality and Integrity Keys. These keys are used to encrypt/ 

decrypt and sign/verify user data. They can be symmetric or asymmetric. 

• Key Management Keys.  Sometimes keys themselves have to be sent to a 

different server or to a third party entity. Key Management Keys are used to 

encrypt other keys in order to protect them while they are in transit. They can 

be symmetric or asymmetric. 

• Key Archival Keys.  All NICI modules are signed by Novell’s NICI Module 

Signer (XIM.XLM) to ensure that they are genuine modules and not modified 

in order to get round local cryptography laws. The NICI Module Signer also 

generates the Key Archival Keys and keeps a copy for itself. When XMGR 

generates the server’s machine-specific key sets, it makes an archive copy for 

disaster recovery purposes. This archive copy is encrypted using the Key 

Archival Public Key. Novell keeps the private key on its B3-rated system. 

• Public Key Certification Keys.  The Public Key Certification Keys are used to 

sign and verify all the public key certificates that are generated by the local 

server’s CA. Like the Key Archival Keys, Public Key Certification Keys are 

generated on Novell’s B3 NICI Module Signer. 

• NICI Operational Keys.  These keys are also generated on the Module Signer 

and embedded in the .XLM modules (XIM.XLM). NICI Operational Keys are 

used internally by NICI itself, for such things as signing and verifying NICI 

modules, policies, public key certificates, and the keys mentioned above.

A Quick Example of How NICI Works.  As a quick example of how all of the NICI 

modules work together, here is the process that takes place when an application 

wants to encrypt some data. 

• The application asks to use the Data Encryption Service via the CCS API 

(XLIB).

• XLIB asks an XMGR to encrypt the data. 

• XMGR checks to see what encryption policies are in place, which will 

determine what XENG to use: In the USA or Canada, it uses the U.S. & 

Canada XENG with key sizes up to 2048 bits; in the rest of the world, it uses 

the Import Restricted XENG with key sizes up to 512 bits; in areas where 

encryption is not allowed, it uses the Null XENG (which effectively plugs the 

“crypto-with-a-hole”).

• The appropriate XENG is used to encrypt the file according to whatever 

algorithm and key size is specified therein (if the XENG needs to use specific 

Operating System services, it will access these via XSUP). 

• The resulting encrypted file is passed back to the XMGR. 

• The XMGR passes this back to the application via the CCS API in the XLIB. 

The “NICI Component Descriptions” section below describes each of these 

components in more detail.
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NICI Component Descriptions

This section builds on the architectural information described above. It details the 

NICI components, including physical things such as files and logical things such 

as eDirectory objects. 

Server Modules

The following server modules are involved with NICI. Note that the extension for 

NICI modules is XLM, not NLM. XLM modules have a NICI-signed loader to 

ensure that they are real Novell NICI modules and have not been tampered with or 

forged.

XIM.XLM.   The XIM is part of the NLM Loader and ensures that only genuine 

NICI modules are loaded by checking their built-in digital signatures at load time. 

Each NICI module’s built-in certificates are signed by a NICI Module Signer that 

runs on a system held in a highly restricted area within Novell. This system has 

been evaluated by the US National Computer Security Center (NCSC) who have 

rated it at a B3 security level. (B3 is very high security. Only A1 systems are more 

secure, and the US government seems to have all of those!) Therefore, each 

module’s sender can be identified and verified as Novell via the CA hierarchy. 

The root certificate is trusted by virtue of its being produced by the trusted NICI 

Module Signer. There’s a great deal more math involved, with hashing and all 

sorts of cross-checking going on. But the important thing to know is that if a NICI 

module says it comes from Novell, it comes from Novell.

XIM.XLM is loaded from the DOS boot directory (typically C:\NWSERVER).

CCS.XLM (The XLIB).  The XLIB is CCS.XLM, which stands for Controlled 

Cryptography Services. CCS is Novell’s current generic XLIB, which provides 

most of the services that might be required. However, anyone can develop their 

own if they want (provided that it does not break import/export rules). 

At the “top,” CCS provides access to an API that applications can use, with calls 

such as: Encrypt/Decrypt, Create/Verify Certificate, and Generate Random 

Number. (This API is fully documented in the Novell Developer Kit (NDK), 

available for download at http://developer.novell.com.)

At the “bottom,” CCS interfaces with the rest of NICI proper, specifically the 

XMGR module(s). CCS also provides the MABLE components. 

Note: There is no XLIB.NLM in NICI. If you see an XLIB.NLM loaded on a server, it is 
actually part of the X-Windows GUI used by ConsoleOne! 

CCS.XLM is loaded from the DOS boot directory (typically C:\NWSERVER).
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XMGR.XLM.  XMGR’s main job (apart from marshalling requests to and from the 

XLIBs) is to enforce the NICI policies. These policies, which control exactly how 

the cryptographic algorithms therein can be used, are bound to the XENGs. When 

an XLIB makes a request, XMGR decides which is the appropriate algorithm to 

use and which cryptography engine (XENG) to call upon.

XMGR.XLM is loaded from the DOS boot directory (typically C:\NWSERVER). 

XENGxxxx.XLM (The XENG).  The XENG is the Cryptography Engine, and this is 

where the hard work is done. XENG provides the actual algorithms used and the 

cryptographic services (such as encryption, decryption, digital signature 

verification, and so on) that NICI can use. By default, NICI is supplied with 

multiple XENGs: 

• XENGNUL.NLM.  This is the NICI Null XENG from Novell, which provides 

support for applications that depend on NICI. Such applications don’t have to 

be rewritten for countries that cannot use cryptography. The actual module 

name is NULXENG.XLM (renamed to NOVXENG.XLM). This module will 

always be loaded. If XENGNUL.NLM is loaded, but not XENGUSC or 

XENGEXP, the server will run with no cryptography. (Novell’s PKIS will not 

run with just the Null cryptography NLM installed.)

• XENGEXP.NLM. This is the NICI worldwide (listed as “Import Restricted” in 

NetWare 6) XENG from Novell, and it includes XENGNUL. It allows 

cryptography to run with key sizes up through 512 bits. The actual module 

name is EXPXENG.XLM (renamed to NOVXENG.XLM).

• XENGUSC.NLM. This is the NICI U.S./Canada (listed as “US/Worldwide” in 

NetWare 6) XENG from Novell, and it includes XENGEXP and XENGNUL. 

It allows cryptography to run with key sizes up through 2048 bits. The actual 

module name is DOMXENG.XLM (renamed to NOVXENG.XLM).

Simply renaming one of the xxxXENG.XLM files to NOVXENG.XLM allows 

the cryptography algorithms to be upgraded. To upgrade from Export to 

Domestic, simply copy DOMXENG.XLM (instead of EXPXENG.XLM) to 

NOVXENG.XLM and reboot. A server can be upgraded to a higher level of 

cryptography, but it cannot be downgraded.

The XENGs are effectively isolated from the rest of the operating system; access 

is available only via XMGR or XSUP.

The above modules (which must be renamed to NOVXENG.XLM) are loaded 

from the DOS boot directory (typically C:\NWSERVER).

XSUP.XLM.  XSUP provides access to operating system functions. It is effectively 

an abstraction layer. If NICI were ported to a different OS platform (such as 

Windows NT or UNIX), only the XSUP would need to be rewritten. It also 

ensures that the interface to the XENGs is closed. 

XSUP.XLM is loaded from the DOS boot directory (typically C:\NWSERVER). 
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SAS.NLM, SASDFM.XLM, SASI.NLM, and the SAS Service Object.  The SAS 

Service Object identifies the NDSPKI:Key Material objects (server certificates) 

that belong to any given server. If anyone needs to know what KMOs a server 

created, they can look at the SAS Service Object.

SAS.NLM (Secure Authentication Services) is the module that actually 

implements and runs the SSL encryption protocol. SASDFM.XLM (SAS Data 

Flow Manager) sets up the session key for encryption between a client and server. 

SASI.NLM is the SAS install routine. It performs the following tasks:

• Creates the SAS Security Object 

• Creates the SAS Service Object 

• Links KMOs to the SAS Service Object (but does not re-create any KMOs) 

• Updates AUTOEXEC.NCF with the relevant LOAD lines (LOAD SAS and 

LOAD PKI)

Therefore, SASI can be used at any time to re-create or re-link any part of the SAS 

infrastructure. 

Note: SASI.NLM is not provided with all versions of NetWare 5.x and its Service Packs. 
As of this writing, it ships with service packs NW50SP6a and NW51SP3.

PKI.NLM.  PKI.NLM is the Novell Certificate Server. Remember that each server 

needs to be able to make its own certificates for internal use. Therefore, PKI.NLM 

needs to be loaded on every server, not just on the tree CA.

NICKSDI.XML.  NICISDI.XLM is the NLM at the center of SDI Key management 

and distribution. In other words, it ensures that the tree key is available on the 

server you are communicating with.

eDirectory Objects

The following eDirectory objects are also involved with NICI.

Note: For these eDirectory objects, if LDAP clients access this class, the LDAP server 
must map this class to a name that does not contain spaces or colons.

The Security Container.  The SAS:Security Object (also known as the Security 

Container) identifies a container object that holds tree-wide security configuration 

information, such as the DN of the tree’s Organisational CA. It also contains other 

security objects, which are detailed in later sections. This Security Container must 

always be named Security and must exist under [Root] in the tree. It must not be 

renamed or moved. Obviously, there can’t be more than one of them. In a WAN 

environment, replicas of the partition containing this object need to be widely 

distributed.

Organisational CA Object.  This object defines the Certificate Authority (CA) for 

the entire eDirectory tree. The Host Server attribute contains the distinguished 

name of the NCP server that hosts the Certificate Authority Service (PKI.NLM). 

This attribute was added for NetWare 5. NDS/eDirectory 8 replaces this class 

with the pkiCA class. 
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Trusted Root Object.  This is a container object for holding Trusted Root 

Certificate Objects from a Certificate Authority that is trusted. 

Trusted Root Certificate Object. This object holds a Trusted Root Certificate 

from a Certificate Authority that is trusted. These Trusted Root Certificates could 

have been minted by anyone: the tree’s Organisational CA itself, an external CA, 

or even certificates exported by users. But the bottom line is, if they’re here, 

they’re implicitly trusted by whoever uses them.

KAP Object.  The Key Access Partition (KAP) object contains the Key objects for 

the Security Domain. The default Key Object is W0.

NICI SDI Key and W0 Object.  The Security Domain Key (NICISDI.KEY), which 

is shared among all the servers, is at the heart of the Security Domain 

Infrastructure (SDI). The SDI Key is created, encrypted, and stored on that 

server’s local hard disk in the SYS:SYSTEM\NICI directory. This server is 

known as the Security Domain Key Server. Its job is to distribute the Security 

Domain Key to other servers that need it but don’t already have it. The SDI Key is 

used in many encryption operations. All servers in the tree must have the same 

SDI Key so that any server that holds a replica of the User object can decrypt the 

data for the user. This is why you must never change the SDI Key or allow 

different versions in the tree. 

When the second (and all subsequent) instance of one of the above products is 

installed into the tree, it asks the first server (which it knows about through the 

W0 object) for a copy of the Security Domain Key. This is how all servers obtain 

the same key. 

In addition, the W0 Key List Object (also known as the NDSPKI:SD Key List) is 

created in the tree and points to the server that holds the Security Domain Key. 

The W0 object does not hold any information about the key itself, just the DN of 

the server where it is held.

Files and Certificates

Several other files and certificates are involved with NICI, as listed in this section.

NICI Foundation Key, License File, and Other Hidden NICI Files.  The NICI 

Foundation Key (NICIFK.NLM) is created from files on the License Disk. In 

normal operation, you should never see the NICIFK file on a server’s hard disk, 

unless you are recreating it manually:

• With MLA Licenses, rename and copy xxxxxxxx.NFK to SYS:\SYSTEM\ 

NICIFK.

• With non-MLA Licenses, use the Install Licenses option in NWCONFIG.
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NICIFK is a Foundation Key seed; this is what’s mathematically known as a 

unique highentropy random value. (Again, you don’t need to worry about the 

math. Just know that this seed is needed because computers are not very good at 

truly random behaviour. Without such a seed, it is possible that two machines 

could generate the same random number.)

During the boot process, XMGR.XLM scans for SYS:SYSTEM\NICIFK. If it is 

present, it creates a number of files and then deletes the NICIFK file itself. The 

five files created in this process are: 

• SYS:\_NETWARE\XMGRCFG.INF 

• SYS:\_NETWARE\XMGRCFG.DS0 (or .KS0 if MLA licenses are used) 

• SYS:\_NETWARE\XMGRSEED.INF 

• SYS:\SYSTEM\NICI\XMGRCFG.DS1 (or .KS1 if MLA licenses are used) 

• SYS:\SYSTEM\NICI\XARCHIVE.000 

These files comprise the Machine-Specific Key, other base keys, the seed for 

random number generation, and critical information that can be used to try to 

recreate the security configuration in the event of a disaster—assuming they have 

been backed up! NICI will load only when these files are present.

In NetWare 6, all of the above NICI files are stored in the SYS:SYSTEM/NICI 

directory, which means they can be backed up just like any other files.

Warning: Machine-Specific Keys are used in the generation of certificates. If NICIFK is 
replaced, so will the Machine-Specific Keys. Thus, certificates minted by the 
server using the previous keys will no longer be usable! 

Key Material Objects (Server Certificates).  Key Material Objects (KMOs) are 

the same thing as Server Certificates. A KMO is an object that stores the 

following information:

• Public Key

• Private Key

• Public Key Certificate

• Certificate Chain

Two KMOs are created by default: SSL CertificateDNS and SSL CertificateIP. 

These are the certificates used by LDAP or Web servers to ensure secure 

client-server SSL communications.

Admin-equivalent users can create as many Server Certificates as they want for 

use with products such as Novell BorderManager and other security applications. 

Remember that KMOs are server-specific—you can’t create a KMO on one server 

and use it on another server. 
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User Certificates and Certificate Console.  Normally the network administrator 

creates User Certificates with ConsoleOne. The certificates are stored as part of 

the User object itself. Users can create their own certificates using the Novell 

Certificate Console (see Figure 2). This utility can be installed on a workstation 

by running SETUP.EXE from SYS:PUBLIC\mgmt\CertConsole.

Figure 2: Creating a user certificate in the Novell Certificate Console.

In order to create certificates, users must have the following rights:

• Read to the attribute NDSPKI:Private Key on the Organisational CA object 

• Read and Write to the attribute NDSPKI:userCertificateInfo on the User 

object

• Read and Write to the attribute SAS:SecretStore on the User object 

• Read and Write to the attribute userCertificate on the User object 

Once users have a certificate, they can export it as a file and access their public 

and private keys which they can then use to encrypt or sign e-mails. User 

Certificates can also be downloaded (exported) via ConsoleOne.

The Big Picture

How do these NLMs, files, and objects all fit together? Figure 3 shows where all 

of these components are located and the relationship between them. It is not a 

flow diagram!
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Figure 3: Location of and relationships between NICI components.
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• The current architecture of NICI and PKI relies on a single server. This can be 

regarded as a single point of failure, as the server could become unavailable 

for reasons such as hardware failure, software failure, network failure, 

sabotage, and so on. You would do well to ensure that your Certificate Server 

is on a dedicated server that is fault-tolerant and is in a physically secure 

location.

Beware the Domino Effect

It should be reasonably clear by now that there are many interdependencies in a 

NICI-based network. Therefore, you need to be aware of what will result from any 

diagnostic or remedial action you take. Just the simple act of “rebuilding” a server 

could cause problems across the entire network.

For example, the Security Domain Key (NICISDI) is a single entity from a single 

source that is used in all user certificate operations on the network. If you lose or 

change this key, all user certificates could end up useless. At best, you will have to 

re-create your certificates; at worst, you will be unable to decrypt previously- 

encrypted data. 

Before changing or removing a component, review the component information in 

this AppNote to ensure that you understand the consequences. Don’t just charge 

in and start reinstalling things!

General Troubleshooting

Identifying problems with NICI starts off just like any other troubleshooting 

exercise. You should first determine the answers to basic questions such as: 

• Has the system ever worked or is it a new installation? 

• Is the problem random or predictable? 

• What is the scope of the problem: the entire network/tree, a server, a segment, 

a workstation, or a user? 

• What was happening at fail-time, and what has changed recently? 

• Have the latest versions and software patches been applied? (Generate a 

CONFIG report to help determine this.)

• What is the general health of the system? (Check by running utilities such as 

Vrepair and DSRepair, and by performing standard network checks.)

NICI-Specific Troubleshooting

From here on, you should investigate the following NICI-specific issues. 

• Check NICI and PKI objects with ConsoleOne (use DSBrowse for a 

server-centric view): 

• Verify that the W0 Object exists and points to the Security Domain Key 

Server.
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• Verify that the SAS Security, SAS Service, and KMO objects exist. 

• Verify that the SAS Service object correctly points to its Host Server and 

KMO objects. 

• Verify that the Organizational CA object correctly points to the SAS 

Security Object and Host Server.

• Verify that the NICI and PKI modules are actually loaded (use the 

MODULES console command with wildcards, such as MODULES PKI* and 

so on). 

• Obtain a CONLOG report of the server booting up and check it for error 

messages. (Some error messages occur only at boot-time; some are displayed 

before you can load CONLOG, so you'll have to watch the server to catch 

those.)

• Check for expiration or revocation of certificates via ConsoleOne. 

• Verify that the necessary key files exist (you may need to use NetBASIC or 

similar utility to see hidden files):

• SYS:\_NETWARE\XMGRCFG.DS0 (or .KS0 if MLA licenses are used) 

• SYS:\_NETWARE\XMGRCFG.INF 

• SYS:\_NETWARE\XMGRSEED.INF 

• SYS:\SYSTEM\NICI\XMGRCFG.DS1 (or .KS1 if MLA licenses are 

used)

• SYS:\SYSTEM\NICI\XARCHIVE.000 

• SYS:SYSTEM\NICI\NICISDI.KEY 

Note: SYS:SYSTEM\NICIFK should not exist immediately after a reboot.

• Check for correct cryptography strength using the MODULES XENG* 

console command. Remember that cryptography strength on a server can not 

be downgraded, only upgraded. 

Deleted or Corrupted eDirectory Objects

If one of the necessary eDirectory objects is deleted (or becomes corrupted and 

has to be deleted), the following sections detail how to re-create them. Where 

possible, use the Organizational CA object, W0 object, and SAS Service objects 

to understand your infrastructure.

KMO (Server Certificate) Objects.  If a KMO object needs to be replaced, 

re-create it with ConsoleOne. Remember that KMOs are server-specific and must 

be recreated for the correct server. Anything that used the deleted KMO will need 

to obtain the new one. 
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SAS Service Object.  The SAS Service Object can be re-created by using 

SASI.NLM. 

SAS Security Object.  The SAS Security Object can be re-created by using 

SASI.NLM. Bear in mind that if this object is replaced, you will need to recreate 

the KAP and W0 objects.

KAP and W0 Objects.  Before proceeding here, it is imperative to determine 

whether NetWare 5.1, Novell Certificate Server 2,x, Single Sign-On v1.x, or 

Novell Modular Authentication Services were installed into the tree after W0 was 

deleted. If they have, another server will have a copy of NICISDI.KEY.

Scenario 1 - No Products Installed After Deleting W0

If none of the products listed above has been installed, first try to restore W0 from 

a backup. If that is not possible, use ConsoleOne to carry out the following steps:

1. Find a server on which NICISDI.KEY exists (the server which hosts the 

Organizational CA is a good place to start). This server will become the 

Security Domain Key Server.

2. In the Security Container, create an NDSPKI:SD Key Access Partition 

container named KAP (if it doesn’t already exist).

3. In the KAP Container, create an NDSPKI:SD Key List object named W0.

4. Add an attribute named NDSPKI:SD Key Server DN (under the Other tab) 

and browse to the server identified in the first step.

Scenario 2 - Products Installed After Deleting W0 or 

No Other Servers Have a Copy of NICISDI.KEY

If the KAP and W0 objects don't already exist, they will be created when you 

install one of the products listed above. If KAP and W0 did exist but were deleted, 

creating new ones in an uncontrolled way is bad because of the following:

• The original Security Domain Key Server creates and distributes the original

SDI Key to all other servers. 

• The new Security Domain Key Server creates and distributes the new SDI 

Key to all other servers subsequently installed, as well as having a copy itself.

• Eventually the tree will consist of servers with mismatched keys and 

decryption will succeed or fail depending on which server is involved.

Note that the Security Domain Key only affects user data and not the 

Organisational CA, Key Material Objects, and so on. 

If you could be 100% certain that none of the original servers had been involved 

in encrypting anything, you could just delete the SDI Key from all of them and 

reinstall one of the above products so that they obtain the new key. However, it is 

unlikely that you could ever be absolutely sure! Follow these steps instead.
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1. Check all User objects in the tree and delete the following attributes:

• Certificates created by Novell Certificate Server 

• User Secrets created by Single Sign-On 

• Authentication Data created by Novell Modular Authentication Services 

2. Delete the W0 object.

3. Delete NICISDI.KEY from all servers in the tree. The SDI Key should only 

exist on servers with one of the above products installed; however, you 

should still check that it is removed from all servers in the tree. Make a note 

of which servers you removed the key from and which products they were 

running.

4. Install a new instance of one of the products listed above. Certificate Server 

is a good choice—except for the changes we want it to make here, it is 

reasonably unobtrusive, quick to install, and can be installed on an existing 

server.

5. Reinstall the products on the servers from which NICISDI.KEY was deleted. 

They will get their new key from the server created in the previous step. 

6. Recreate the attributes you deleted in the first step. 

Organizational CA Object.  Do not attempt to recreate the Organizational CA 

until you are certain that you have a good Security Domain Key Server and that 

the W0 Object correctly points to it. Then follow these steps.

1. Make a detailed note of all the details from all Server Certificates (KMOs) 

that were signed by the Organizational CA. Then delete these objects.

2. Make a detailed note of all the details from all User Certificates that were 

signed by the Organizational CA. Then delete these certificates.

3. Reinstall the Certificate Server product for that server. It is not possible to 

merely recreate the object as it has public and private keys associated with it. 

4. Using the detailed notes made previously, recreate the deleted Server 

Certificates using ConsoleOne. (Reinstalling Certificate Server only 

recreates SSLCertificateIP and SSLCertificateDNS.) 

5. Using the detailed notes made previously, replace the deleted User 

Certificates with ConsoleOne. (Remember to tell the users that their 

certificates have changed.)

6. Any users who imported the original Organizational CA’s certificate into 

their browsers as a trusted root must delete that certificate and replace it with 

the self-signed certificate of the new Organizational CA.
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Server Object.  The only way to recreate a deleted server object is to remove 

eDirectory from that server and reinstall it. The side effect of this is that the 

Security Objects will subsequently all be disabled. Remember, NICI 

configuration details are held on SYS:SYSTEM\NICI and in the hidden 

SYS:_NETWARE directory. Removing and reinstalling eDirectory has no effect 

on these files, but the loss of an entire server or SYS volume will. If it is likely the 

NICI files have been lost, see “SYS Volume (Physical Server)” below.

Some procedures require some attributes to be edited directly; however, it is not 

possible to edit certain attributes unless ConsoleOne is loaded without the security 

snap-ins. The following procedure effectively disables the security snap-ins. Note 

that <ConsoleOne Root> is wherever ConsoleOne is installed (for example, 

SYS:\PUBLIC\mgmt\ConsoleOne\1.2). 

• If it exists, rename <ConsoleOne Root>\SNAPINS\REGISTRARS.SER to 

REGISTRARS.SAV.

• Rename <ConsoleOne Root>\SNAPINS\SECURITY\PKI.JAR to PKI.SAV. 

• Attributes will now be listed under the Other tab and can be edited. If the 

attributes do not exist, they can be added.

• Remember to rename the modules back to their original names when your 

task is completed!

The following steps assume that the replaced Server object has been deleted and 

recreated (that is, eDirectory was removed and replaced):

1. (This must be the first step.) If the replaced server object was the Security 

Domain Key Server, edit the W0 object’s NDSPKI:SD Server DN attribute 

to point to the correct server. If the replaced server object was the 

Organisational CA, edit the Organisational CA's Host Server attribute to 

point to the correct server (this requires the security snap-ins to be disabled). 

2. If the replaced Server object had Server Certificates (KMOs), edit the 

KMO’s Host Server attribute to point to the correct server (this requires the 

security snap-ins to be disabled). 

3. Link the SAS Service Object back to the replaced server. Edit the SAS 

Service object’s Host Server attribute to point to the correct server (this 

requires the security snap-ins to be disabled). 

SYS Volume (Physical Server).  If the SYS volume fails, it will take the NICI- 

specific files, license file, and other hidden NICI files with it. To recover from 

this, first remove the Server Object and clean up the replica rings. Then follow the 

appropriate procedure below.

• If the failed server was the Security Domain Key Server, find another server 

on which the NICISDI.KEY exists. This server will become the new Security 

Domain Key Server. Edit the attribute named NDSPKI:SD Key Server DN 

(under the Other Tab) and browse to the server identified as having the key.
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• If the failed machine was the only Security Domain Key Server in the tree, 

delete the KAP and W0 objects and follow the procedure outlined in Scenario 

2 above for recreating them. 

• If the failed server was the Organizational CA and was not recreated in the 

previous step, delete the Organizational CA Object and reinstall the 

Certificate Server. 

Directory Services.   The loss of Directory Services from a server is dealt with 

the same way as the loss of a Server object, as described above.

Deleted or Corrupted Files

If one of the following files is deleted or becomes corrupted and has to be deleted, 

the following sections detail how to recreate them. 

*.XLM Files.  Since none of the .XLM modules are server-specific, they can be 

replaced by copying them from a backup, from a known good server, or from the 

product CD—just ensure you have the right versions. The NOVXENG.XLM file 

in the server’s DOS directory (usually C:\NWSERVER) is a copy of one of the 

region-specific XENGs; you should replace like-with-like. If you accidentally 

upgrade cryptographic strength, you will not be able to downgrade it.

PKI.NLM, SAS.NLM and SASDFM.NLM.  Since none of these modules are 

server-specific, you can copy them from a backup, from a known good server, or 

from the product CD. Make sure you have the right versions!

Hidden and Key Files.  The following Machine Specific CA files cannot be 

recreated with the same contents; they can only be regenerated with new, different 

contents: 

• SYS:\_NETWARE\XMGRCFG.DS0 (or .KS0 if MLA licenses are used) 

• SYS:\_NETWARE\XMGRCFG.INF 

• SYS:\_NETWARE\XMGRSEED.INF 

• SYS:\SYSTEM\NICI\XMGRCFG.DS1 (or .KS1 if MLA licenses are used) 

• SYS:\SYSTEM\NICI\XARCHIVE.000 

To recreate these files, copy the xxxxxxxx.NFK file from a license disk to 

SYS:\SYSTEM\NICIFK and reboot the server.

Note: If these files become badly corrupted, they sometimes must be manually deleted 
before you can re-create them. This can be done with NRepair (see TID 2958511), 
NetBASIC, or a similar utility. 

Once you have re-created these files, any Server Certificates (KMOs) created on 

that server need to be recreated. If the server on which these files were recreated 

was the Organisational CA, information encrypted by that CA can no longer be 

decrypted. You will also need to re-request the Security Domain Key, as the 

previous one will have been encrypted using the old version of the above files.

SYS:SYSTEM\NICIFK.  The only time this file is supposed to exist is immediately 

after it has been created from the license disk and before the server is rebooted. 
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Security Domain Key (NICISDI.KEY).  The NICISDI.KEY file is distributed 

around servers that require it by the Security Domain Key Server. If this file 

becomes corrupt or inconsistent throughout the tree, carry out the appropriate 

procedure below. 

Scenario 1 - From Security Domain Key Server 

An Organisational CA must already exist for this procedure to work. 

1. Re-create the NICISDI.KEY file by using INITSDI.NLM (these commands 

are case-sensitive).

Syntax: INITSDI -new <log file> <error file>

Example: INITSDI -new sys:system\nici\initsdi.log 

sys:system\nici\initsdi.err 

INITSDI does not return any feedback to the screen. If the log file contains a 

“0”, the procedure was successful.

2. You must copy the new NICISDI.KEY to all the other servers, as described 

in Scenario 2 below. 

Scenario 2 - From Any Other (Non-SDI Key) Server 

An Organisational CA must already exist for this procedure to work. 

1. Copy the NICISDI.KEY file from the Security Domain Key Server by using 

INITSDI.NLM (these commands are case-sensitive).

Syntax: INITSDI -get <log file> <error file> <SDI Server DN>

<tree name>

Example: INITSDI -get sys:system\nici\initsdi.log 

sys:system\nici\initsdi.err .srv1.uk.emea secure_tree

INITSDI does not return any feedback to the screen. If the log file contains a 

“0”, the procedure was successful.

2. INITSDI does not return any feedback to the screen. Check to see that the log 

file contains a “0”, which means the procedure was successful.

Note: An alternative method of replacing NICISDI.KEY is described in “KAP and W0 
Objects” above. The methods described here only replace the file; none of the 
eDirectory objects are updated.

Rebuilding PKI Objects with PKIDIAG.NLM

PKIDIAG.NLM is a tool available from Novell that allows parts of the PKI to be 

reconstructed as per the following information (taken from TID 2961343):

• Verify the Link to the SAS:Service Object. This option checks that either a link 

exists, or an object with the correct naming scheme exists, in the container. If 

the link exists, it checks the name. If the name exists, it fixes the link. If 

neither exists, it creates the object and links it.

• Verify the SAS:Service Object. This option checks the link from the 

SAS:Service to the host server and gives rights, if necessary.
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• Verify the Link to the KMO Objects. This option checks that the names are 

correct, and moves or renames them if needed.

• Verify the KMO Objects. This option checks all of the KMOs in the container 

to see if the server can use the key. If a KMO is linked to a different server, it 

just logs that and goes on. If the KMO is linked to this server, it makes sure 

that this server can use it; if not, it unlinks it. If a KMO is unlinked and this 

server can use it, it links it (and also checks the name).

• Verify the SSL Certificates. This option checks to see if the SSLCertificateIP 

and the SSLCertificateDNS exist. If they don’t, it creates them. If they do, it 

checks to see if their subject names match the current default IP and DNS 

names of the server. If not, the user is given the choice to either leave things 

alone, rename and replace the existing objects, or re-key the existing objects. 

It also verifies the validity dates, and gives the user the same three options if 

they are out of date or nearly out of date.

Conclusion

This AppNote has presented both conceptual and practical information to help 

you understand and troubleshoot issues relating to Novell’s PKI and NICI security 

infrastructures. For more information, refer to the following AppNotes:

• “Taking Advantage of NetWare’s Public Key Infrastructure with Novell 

Certificate Server 2.0” - January 2000 

(http://developer.novell.com/research/appnotes/2000/january/05/)

• “Assessing the Business and Technical Aspects of Public Key Infrastructure 

Deployment” - October 1998 

(http://developer.novell.com/research/appnotes/1998/october/04/)

• “New Security Features in NetWare 5” - September 1998 

(http://developer.novell.com/research/appnotes/1998/septembe/06/)

Other Useful References

The following are some of the many references that may be helpful as you try to 

understand and troubleshoot security-related issues:

• Novell documentation (http://www.novell.com/documentation/)

• Novell TIDs - search the Knowledgebase for security-related topics 

(http://support.novell.com)

• Entrust “Security 101” paper (http://www.entrust.com/security101)

• RSA Labs Cryptography FAQ (http://www.rsasecurity.com/rsalabs/faq)
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This AppNote details an example of using Novell SecureLogin 3.0 to enable a 

Web application for single sign-on functionality. The application used to illustrate 

the key features of this product is MyRealBox.
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Introduction

In today’s computing environment, Web applications provide a cross-platform, 

clientless method of delivering information to corporate users. This information is 

sometimes sensitive, and therefore users must authenticate to Internet applications 

for access. As the demand for this type of application rapidly increases, users will 

have to remember more and more username/password combinations. But herein 

lies the dilemma. When users are forced to remember varying username and 

password combinations for each Internet site they access, they often write their 

credentials on calendars, on paper placed in a desk drawer, or on sticky notes 

hidden under the keyboard. Stringent password policies requiring special 

characters, non-repeating characters, and case-sensitive passwords characters add 

complexity, which often introduces a greater security risk due to the increased 

chance of human error. As a result, security is compromised.

The ideal solution for sites that require this added layer of security is to provide a 

method to automatically furnish the required credentials when prompted by the 

Web application, with the usernames and passwords being based on the users’ 

initial network authentication. Such a solution is especially attractive if it provides 

policies that enforce stringent usernames and passwords, while reducing the total 

cost of ownership. 

Novell’s single sign-on solution, Novell SecureLogin, enables administrators to 

reduce the total cost of ownership normally incurred when adding applications to 

an environment that requires high levels of security. SecureLogin harnesses the 

power of Novell eDirectory through its use of inheritance in its corporate scripts. 

When placed near the top of the directory tree, these scripts provide instructions 

for a particular application that flow down to single sign-on enable all users below 

the Organization or Organizational Unit level.

SecureLogin enables administrators to set and enforce stringent password policies 

for the username ($Username) and password ($Password) variables. Thus you can 

enforce existing policies or quickly introduce new policies customized for each 

Internet page that requires authentication. This component-based solution 

includes the SecureLogin client, a scripting language, a Window Finder tool, and 

the Prolauncher and Terminal Launcher applications. The inclusion of these 

components provides a feature-rich solution for enabling a wide range of 

environments—from the simplest Windows or DOS-based applications to the 

most complex Citrix, mainframe emulation, and Telnet applications—to be 

enabled for single sign-on. 

This AppNote introduces some of the key features of SecureLogin, including the 

SecureLogin client, the scripting language, and other tools, by looking at a 

real-world example scenario. The scenario is to single sign-on enable the 

authentication to MyRealBox, an Internet application that provides an e-mail 

account to users, much like Yahoo or HotMail. This scenario highlights many of 

the advantages of the SecureLogin solution.
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Overview of the Process

The overall process of using SecureLogin to totally automate the authentication 

process of a Web application is outlined below.

1. Evaluate the behavior of the application. This involves the following items:

• Identify the platforms (such as the Internet, Microsoft Windows, and so 

on) that are used by the application for entering user credentials.

• Identify the initial authentication page for the application.

• Determine whether a URL (or portion of the URL) is used to identify the 

individual Internet page or the entire Web site. If the URL identifies the 

entire site, you must identify some text that uniquely identifies the 

Internet page.

• Determine if the URL is the same each time the page is displayed. If so, 

each URL can be used as a platform and be tied together with the 

“SetPlat” command. If the URL changes, the root portion of the URL 

must be used. When the root portion of the URL is used, each page is 

identified by some unique text on the page. This information is needed 

when setting up the initial script with the wizard.

• Identify the Internet page and unique identification text or Windows 

dialog box that indicates the user has successfully authenticated to the 

application.

• Identify the Internet page or Windows dialog box that indicates an 

unsuccessful attempt to authenticate to the application.

• Identify the Internet page and unique identification text or Windows 

dialog box used to allow the user to change the password. Also determine 

if the user will need to access other information on this page.

• Determine whether or not the application expires passwords, and if so, 

identify the page and process involved.

• Determine whether or not the application revokes accounts, and if so, 

identify the page or dialog box presented and the message within the page 

or dialog box.

2. Generate an initial script using the SecureLogin wizard.

3. Customize the script generated by the SecureLogin wizard to include 

commands to handle incorrect initial password entry and to allow users to 

change their passwords once they have successfully authenticated to the 

application.

4. Test the script to ensure correct operation based on the application’s features.

The remaining sections in this AppNote show how to perform each of these steps 

for the MyRealBox application scenario.
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Evaluating Web Application Behavior

Due to certain behavior of Internet pages, it can be challenging to enable 

Web-based applications for single sign-on. Unique obstacles arise due to the use 

of frames, Java, or CGI scripting, and may require the use of the URL to identify 

the Internet page being displayed. Another obstacle is when an Internet page 

changes to a different page to display errors, without providing a place to enter 

user credentials. In this case, the user must change back to the original URL to 

re-enter the username and password. Additionally, some Web sites present a 

Windows message to indicate that incorrect credentials have been entered or to 

prompt the user to re-enter credentials. This presents a problem because the focus 

is switched to the message box and not returned to the original Internet page, and 

yet the two platforms must alter the same credential set.

To evaluate Web application behavior for SecureLogin purposes, you need to 

identify the following: 

• Entry points into an application that require credentials to be entered

• Error or informational messages that need a response

• Actions necessary to execute proper password changes 

Application Entry Point

For MyRealBox, the application’s initial entry point occurs when the user sets the 

browser to the http://www.myrealbox.com URL and the initial page shown in 

Figure 1 is launched.

Figure 1: Initial entry point for the MyRealBox application.
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This page provides information to both prospective and current users, giving 

prospective users the opportunity to sign up for the new service and existing users 

a place to enter credentials. Users who already have MyRealBox accounts can 

enter their username and password and click the Logon button. After a successful 

authentication to the MyRealBox Internet service, the Internet page shown in 

Figure 2 is displayed.

Figure 2: Page displayed upon successful authentication to MyRealBox.

Incorrect Entry of Credentials

If the user incorrectly enters the credentials, the dialog box shown in Figure 3 is 

displayed.

Figure 3: Dialog box displayed for invalid credentials.
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This is a Windows dialog box that prompts the user for the User Name and 

Password.  Once these are typed in, the user clicks the OK button to present the 

new credentials to the application. This dialog box is displayed repeatedly until 

the user either enters the correct credentials or clicks the Cancel button.

Password Change Function

The password change function of the MyRealBox application may occur only 

after a user has successfully authenticated. To change the password, the user 

clicks the “Preferences” link from the MyRealBox page. The page shown in 

Figure 4 is then displayed. 

Figure 4: Users can change theri MyRealBox passwords from this Preferences page.

In the Change Your Password portion of this page, users must enter their current 

password, type a new password, and type the new password again to verify that 

the passwords entered are the same. The user must then click “Apply” at the top 

right of the change password section of the page. If the user enters an incorrect 

password in the “Old Password” input box or the password entered into the “New 

Password” and “Retype Password” input boxes do not match, the application 

re-displays the dialog box shown in Figure 3 above.

This completes the evaluation of the MyRealBox application, as we have 

reviewed the entry point, the error or informational message when users enter 

invalid credentials, and the change password functionality. The following table 

lists the pertinent information we have gathered for the myrealbox.com 

application.
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Again, some Internet applications may have fewer things to consider, while others 

may have more, such as expired passwords or revoked accounts. If you are 

unfamiliar with these aspects of the application you are working with, gather the 

information from someone who is familiar with the application.

Creating the Initial Script

You use the SecureLogin wizard to create the initial script. The wizard captures 

the platform used and identifies the Web page presented. Using the wizard begins 

exactly like manually entering the credentials on the initial MyRealBox Web page 

that is presented when the user sets the browser to http://www.myrealbox.com.

Choosing the “Save” Option

After you enter the username and password and click the Logon button, 

SecureLogin recognizes that credentials have been entered and launches the 

dialog box shown in Figure 5.

Figure 5: The SecureLogin wizard’s first dialog box.

Platforms involved in completing the solution Internet, Windows

URL used to identify the individual Internet page or the 
entire Web site

myrealbox.com

Text to uniquely identify the Internet page if the URL 
identifies the entire site

“MRB Statistics”

Text to indicate the user has successfully authenti-
cated to the application

none

Internet page or dialog box that indicates an 
unsuccessful attempt to autenticate to the application

Generic Windows dialog box 
with input boxes for 
credentials

Internet page and unique identification text or 
Windows dialog box used to allow the user to change 
the password - also if the user will need to access 
other information on this page

Page contains other user 
functions

Determine if there is a need to script for revoked 
accounts

Accounts are not revoked

Determine if the application expires passwords Passwords are not expired
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This dialog box presents you with two options. When you choose the “Save for all 

pages at this web site” option, the URL for the Internet page is reduced to the 

portion of the URL that is common among all pages in the Web site (in our case, 

myrealbox.com). The “Save for only this page” option is applicable only when the 

URL is unique within the entire Web site and the URL remains constant each time 

the page is launched. This option causes SecureLogin to store the entire URL to 

identify the Internet page. 

In MyRealBox, a portion of the URL following the base URL changes each time a 

user launches the initial Internet page. For example, the first time the initial page 

is opened the URL is:

http://www.myrealbox.com/a?AQAAAAEAAAAAAAAAAAAAAAAAAABj
AAAASBMAAAAAAAAAAAAAAAAAAAAAAAAAAAAA

After the page is closed and opened again, the URL changes to: 

http://www.myrealbox.com/a?AQAAAAEAAAAAAAAAAAAAAAAAAACN

AAAASBMAAAAAAAAAAAAAAAAAAAAAAAAAAAAA

(The two-character difference in the URLs is indicated in boldface type.) Because 

of the changing URL, the second option cannot be used to uniquely identify the 

Internet Page. So you should accept the first option and click “Yes” to continue. 

Before looking at that option, however, it is helpful to review what happens when 

you select the other command buttons:

• No. If you choose “No”, the application does not create a platform for the 

URL, create a script for the application, or store the credentials provided for 

the authentication to the application. The wizard also stops its execution. The 

next time the application is launched, the user is presented with the choices 

once again.

• Never. Clicking “Never” causes SecureLogin to create a platform name for 

the entire Web site, create a script containing only a comment (“# do no login 

to this platform”), and then stop the execution of the wizard. Any time the 

Internet page or any page within the site is launched, this SecureLogin script 

runs. Since the script consists of only a comment, nothing happens.

• Details. This option is described under “Viewing Details” below.

To view the default script created when you select “Never,” right-click on the 

Secure Login icon found in the system tray and select “Manage logins” to see the 

dialog box shown in Figure 6. 
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Figure 6: SecureLogin’s Manage Logins dialog box.

Choose the application name and click the Edit button to see the dialog box 

shown in Figure 7.

Figure 7: SecureLogin’s Application dialog box.

Click on the Script tab to display the default script, as shown in Figure 8.
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Figure 8: SecureLogin’s default script when “Never” is chosen.

The “#” sign is used to denote a comment. This script means that any site having 

“myrealbox.com” in it will do nothing since its only command is a comment, 

which is ignored by the script processor. Although the script will execute each 

time an Internet page with “myrealbox.com” is launched, the user will not notice 

any delay.

Viewing Details

Going back to the Manage Logins dialog box (Figure 5), when you click on the 

Details >> button the dialog box in Figure 9 is displayed.

Figure 9: SecureLogin’s Details dialog box.
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This dialog box displays the URL SecureLogin will use to identify the application 

as a platform using the current settings. It also identifies the Username and uses 

asterisks to indicate that the password has been received. Should you desire to use 

a different URL to identify the application, click the down-arrow at the right of 

the URL box to display other choices as shown in Figure 10.

Figure 10: Selecting alternate URLs.

Since the URL for MyRealBox is not the same each time the Internet page is 

launched, the only other choice the wizard gives you for this application is 

“www.myrealbox.com”. For this example, leave the default of “myrealbox.com” 

selected.

Accept the first option by clicking Yes to continue. Now the MyRealbox mail 

application will be launched with the user automatically authenticated to the 

MyRealBox site.

Reviewing the Generated Script

Review the SecureLogin application by right-clicking on the icon in the system 

tray and selecting the “Manage Logins” option. Notice that “myrealbox.com” is 

listed for the application. To view the script generated by the wizard for 

MyRealBox, highlight “myrealbox.com” in the list and click Edit. The dialog box 

in Figure 11 is displayed.
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Figure 11: SecureLogin’s Application dialog box with username filled in.

Click on the Script tab to display the script generated by SecureLogin (see 

Figure 12).

Figure 12: Generic script generated by the SecureLogin wizard.

The script shown here is a generic one without any custom features added. Here’s 

what it does. When a URL is launched with “myrealbox.com” in it, the Secure- 

Login script will send the username stored in the $Username variable and the 

password stored in the $Password variable using the Type command. The 

“password” keyword that follows $Password tells SecureLogin to encrypt the 

password when displaying it to ensure that if the password is placed in a wrong 

field, security is not compromised.
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This script enables SecureLogin to input the username and password into the 

Internet application for the user. Should a user initially enter an incorrect 

password, the default script will store this invalid password and present it each 

time the Internet page is launched. The user will then have to change the password 

within the SecureLogin application. To prevent the user from having to perform 

these steps and to handle other errors and future password changes, you will need 

to make customizations as described in the next section.

Customizing the Script

Because the script produced by the SecureLogin wizard provides no error 

checking, it will repeatedly provide the incorrect credentials if the user enters an 

incorrect password during the initial script creation. So the first step in 

customizing the script is to provide some error checking.

Handling Incorrect Password Entry

Start this script customization by identifying the initial page and setting the script 

to execute the commands only if this page is detected. This is done by identifying 

the URL and using it as a platform name, or by identifying text that is unique to 

the initial screen.

In MyRealBox, “MRB Statistics” is text that can be read from the initial page for 

identification. You can use this in an “if  -text” script command as follows:

if -text "MRB Statistics"

type $Username

type $Password password

endif

This amended script presents the dialog box in Figure 13 to the user when no user 

credentials exist.

Figure 13: Dialog box that prompts the user to enter Single Sign-on variables.
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You can further enhance the script by adding control ID numbers to identify 

which input box the credentials should be placed into. Adding “#1” to the end of 

the “type $Username” command tells the script to place the username into the first 

input box found on the page. Likewise, “type $Password #2” tells the script to 

place the password in the second input box on the page. When using control IDs, 

you must use the “click” command to identify the proper button to execute. Thus, 

placing the command “click #1” after the “type $password #2” command tells the 

script to click on the first button (the OK button).

One last customization step is needed to complete this portion of the script. To 

change the generic prompt for the user to enter credentials to a more meaningful 

prompt for the application, use the “setprompt” command. This command is 

followed by the desired prompt text enclosed within quotation marks. By 

specifying “Please enter your MyRealBox credentials” in the “setprompt” 

command, you can have the script prompt the user for credentials when none exist 

and display display a customized prompt, as shown in Figure 14.

Figure 14: The same dialog box with a customized prompt.

The script customization so far is as follows:

if -text "MRB Statistics"
type $Username #1
type $Password #2
click #1
setprompt "Please enter your MyRealBox credentials."

endif

Now that you have customized the initial script to identify the initial Internet page 

and the presentation of the dialog box has been modified to capture the initial 

credentials, the next step is to identify the dialog box displayed should the user 

initially enter an incorrect password.
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Using the Window Finder Tool

When a user enters an incorrect password, the Internet application presents the 

user with a Windows dialog box to allow the user a chance to enter the correct 

credentials. Figure 15 shows the Windows dialog box presented to the user when 

an incorrect password is entered in MyRealBox.

Figure 15: Dialog box displayed when an incorrect password is entered.

For Windows applications, Novell SecureLogin provides a “Window Finder” tool 

to uniquely identify a Windows dialog box. This tool provides information needed 

to identify the dialog box, input boxes, buttons, and any other text that the dialog 

box displays. It can be used to identify the site information, the username dialog 

box, the password dialog box, and the OK button within a dialog box.

To launch the Window Finder tool, click Start | Program Files | Novell Secure- 

Login | Window Finder. The dialog box shown in Figure 16 is displayed.

Figure 16: SecureLogin’s Window Finder dialog box.
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To use the tool, right-click the SecureLogin icon in the middle of this dialog box 

and drag the icon to the Windows dialog box you have open from your 

application. By varying the target area that is enclosed by the circular line, you 

can select a complete dialog box, an input box, or a label. 

For MyRealBox, the information shown in Figure 17 is gathered by dragging the 

icon until the entire dialog box is selected.

Figure 17: Information gathered by selecting an entire dialog box.

Since this same dialog box is used for many applications, you can use the Window 

Finder to identify the exact location of the text via the dialog ID/control ID. This 

information will be read from the Windows dialog box to determine if it should be 

used for the MyRealBox application.

Dragging the SecureLogin icon over the “Site” text results in the captured 

information shown in Figure 18.

Figure 18: Information gathered by selecting an area of text.

You can also use the Window Finder tool to capture the dialog ID/control ID 

information to place text into an input box. For example, the information gathered 

for the “User Name” input box is shown in Figure 19.
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Figure 19: Information gathered by selecting the “User Name” input box.

You can gather the dialog ID/control ID information from the Password input box 

in the same way, as shown in Figure 20.

Figure 20: Information gathered by selecting the “Password” input box.

Finally, you can capture the dialog ID/control ID information for the OK button, 

as shown in Figure 21.
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Figure 21: Capturing the information for a button.

Windows dialog boxes are identified using the Windows titles and control ID 

numbers.  The “Dialog” and “EndDialog” commands enclose the “Title” and 

“Ctrl” commands used to identify the Windows Title and control ID numbers 

respectively. The title for the Windows dialog box presented when the user enters 

an incorrect password is “Enter Network Password”. The control IDs for the 

username and password are 1218 and 1219, respectively. The control ID of 1041 

represents the site text “mail.myrealbox.com”. 

The following script commands identify the Windows dialog box:

Dialog

Title "Enter Network Password" 

Ctrl "#1218" 

Ctrl "#1219" 

ctrl #1041

EndDialog 

Using Control ID to Identify Applications

Again, the Windows dialog box used to prompt users to re-enter their credentials 

is a generic dialog box used by many applications. However, the dialog box does 

contain text that can identify the application using it. This text can be used to 

determine which application the Windows dialog box is representing. The text is 

obtained by reading the control ID number 1041 as determined above by the 

Window Finder tool. The script determines if the dialog box is to be acted upon 

using the following command:

readtext #1041 ?website
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This command reads the text located by the dialog ID/control ID “1041” and 

stores this text into the temporary variable “?website”. After this information is 

read from the dialog box, the script tests the value of the variable using an “if” 

statement to compare the temporary variable holding the text read from the dialog 

ID/control ID to “mail.myrealbox.com”. If the values match, the user will be 

prompted to re-enter the credentials using the “DisplayVariables” command, and 

the script will pass the username and password data entered by the user to the 

username and password fields identified by dialog/control IDs 1218 and 1219, 

respectively. SecureLogin then clicks at dialog ID/control ID 1 to resubmit the 

credentials. Otherwise, the script is halted with the “EndScript” command.

The following script demonstrates this process:

if ?website eq "mail.myrealbox.com"
displayvariables

else
endscript

endif
Type "$Username"#1218
Type "$Password"#1219
Click #1

Using the “SetPlat” Command

At this point two separate scripts exist: the Internet script which writes its 

credentials to the platform “myrealbox.com”, and the Windows script which 

writes its credentials to “iexplore.exe”. Since this is actually just one application, 

you need to unify the functioning of the scripts via the “setplat” command. This 

command should be the first command in the Internet script and the first 

command following the “enddialog” command in the Windows script. 

The “setplat <“platform name”>” command tells the script to use the credentials 

stored in the platform name. For this example, “myrealbox” is used as the 

platform name. The following command sets the platform to “myrealbox”:

Setplat "myrealbox"

Password Change Scripting

The final step to complete the SecureLogin script customization is to add the 

change password functionality. In MyRealBox, the Internet page to change 

passwords is reached by clicking on the “Preferences” link after the user has 

successfully authenticated to the MyRealBox mail account (see Figure 22).



M a y  2 0 0 2
45

Figure 22: MyRealBox page for allowing users to change their passwords.

This Internet page allows users to perform tasks other than changing their 

password. Therefore, once the page is identified, the script should ask users if they 

want to change their password. 

Since the URL/platform name for the application represents the entire site, you 

use the “if -text” command to identify the page. Again, it is necessary to choose 

text that does not exist on another Internet page. For example, you might choose 

“Old Password:” for the text, as shown below:

if -text "Old Password:"

endif

Once the page is identified, you use the “MessageBox” command to inform the 

user by presenting a dialog box containing a message and an OK button. Or, in the 

case of MyRealBox, you can use the “-yesno” switch and a temporary variable 

like “?ans” to elicit a response from the user to determine if the user wants to 

change passwords or perform some other task. This response allows the script to 

determine how the user should navigate through the script. 

The use of this command is demonstrated below:

messagebox "Would you like to change your password?" -yesno ?ans

The execution of this command presents the user with a dialog box containing the 

message “Would you like to change your password?” and Yes and No buttons, as 

shown in Figure 23.
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Figure 23: Prompting the user to make sure they want to change the password.

In this case, the “MessageBox” command records the user’s response in the 

temporary “?ans” variable. The script uses an “if” statement to determine the 

user’s response by evaluating the value of the temporary variable as shown below:

if ?ans eq "no"
endscript

else
type $Password #3
changepassword $Password
type $Password #4
type $Password #5
submit

endif

If the value of “?ans” is “no”, the endscript command terminates the execution of 

the script so that the user will be able to perform other functions. Otherwise, the 

script will type the current MyRealBox password into the “Old Password” input 

box using the “type $Password #3” command. The script then executes the 

“changepassword” command, which is followed by a variable to act on. In this 

case, it is a permanent variable, $Password, and the dialog box in Figure 24 is 

presented to the user.

Figure 24: Dialog box presented for changing the user password.
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Once the user enters and confirms the new password and clicks OK, SecureLogin 

will verify that the password typed in the “New Password” and “Confirm 

Password” input boxes are the same. The script will place the password into the 

“New Password” and “Re-Type Password” fields on the Internet page. It will then 

send the Tab and Enter keys to the Internet application via the “submit” 

command.

Note: The “submit” command is new to SecureLogin 3.x and was introduced to 
eliminate the need to Tab to a button to set the focus prior to sending the Enter 
key or Space Bar to execute.

Instead of a permanent variable, you could use a temporary variable such as ?Pass, 

thus allowing the script to determine if the user successfully authenticates to the 

application prior to changing the password. If this option is chosen, use the “Set” 

command (Set $Password ?Pass) to set the permanent password equal to the 

temporary password.

The entire script necessary to perform the password change is shown below:

if -text "Old Password:"
messagebox "Would you like to change your password?" -yesno ?ans
if ?ans eq "no"

endscript
else

type $Password #3
changepassword $Password
type $Password #4
type $Password #5
submit

endif
endif

Testing the Script

You should test SecureLogin scripts in a phased approach. The SecureLogin 

wizard generates the initial script; the other functions should be performed to 

determine if the script will place the credentials on an Internet page other than the 

one intended. These other functions may include invalid password entry, change 

password, expired password, or expired account pages. Following this approach 

ensures that the script only performs for the Internet page it is written for. 

The MyRealBox application only needed testing for the change password Internet 

page. After the SecureLogin wizard created the initial script, this testing process 

revealed that the initial script places credentials on the change password Internet 

page. Therefore, it was necessary to use the “if -text” command to identify text 

unique to the initial page. Although this testing process may seem unnecessary for 

simple applications like MyRealBox, following this methodology ensures that a 

script accurately captures each Internet page or message even when tackling 

complex applications.
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The Complete Solution

The complete solution for this application requires two scripts. The first (Internet) 

script identifies the initial Web page, stores the credentials into the SecretStore 

using the “myrealbox” platform, retrieves the credentials from the SecretStore 

using the “myrealbox” platform, delivers them to the application, and processes 

password changes.  The second (Windows) script executes if the initial credentials 

entered by the user are incorrect, re-displaying the credentials so that the user can 

change them. The second script also stores the credentials into the SecretStore 

using the “myrealbox” platform.  The complete scripts are shown below by 

platform name.

Myrealbox.com

setplat "myrealbox"
if -text "MRB Statistics"

type $Username #1
type $Password #2
click #1
setprompt "Please enter your MyRealBox credentials."

endif

if -text "Old Password:"
messagebox "Would you like to change your password?" -yesno ?ans
if ?ans eq "no"

endscript
else

type $Password #3
changepassword $Password
type $Password #4
type $Password #5
submit

endif
endif

IExplore.exe

Dialog 
Title "Enter Network Password" 
Ctrl "#1218" 
Ctrl "#1219" 
ctrl #1041
EndDialog 
Setplat "myrealbox"
readtext #1041 ?website
if ?website eq "mail.myrealbox.com"
displayvariables
else
endscript
endif
Type "$Username"#1218
Type "$Password"#1219
Click #1
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Conclusion

Novell SecureLogin provides a customizable suite of applications capable of 

securely enabling application for single sign-on in the most challenging of 

enterprise environments. The scripting language enables an organization to 

maintain a similar look and feel for all user messages throughout all applications, 

without sacrificing ease of management and security. Through the use of 

corporate scripts, SecureLogin creatively utilizes the inheritance of the directory 

to quickly distribute the solution to users within the organization. With 

unparalleled manageability, users can effortlessly access their data and securely 

manage their passwords. SecureLogin is an industry-leading software solution for 

multiple operating system environments and hardware platforms, yielding 

superior performance and easy administration for password administrators and 

less headaches and frustrations for users company-wide.

For Further Reference

For more information about Novell SecureLogin, visit the product home page at 

http://www.novell.com/products/securelogin.

Product documentation can be found in the \Docs\en directory of the product CD. 

The NSLADM30.PDF file contains additional information about installation and 

configuration, as well as a list of commands with a description of their functions.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.
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Introduction

Novell BorderManager (NBM) is one of Novell’s premier access and security 

solutions. With its powerful directory-integrated features, you can control, 

accelerate, and monitor your users’ Internet activities. Because NBM leverages 

identity-based access control and forward proxies, you can safeguard your 

network against undesirable Web content while maintaining exceptional 

performance levels. NBM also integrates VPN services, an industry-standard 

firewall, and a scalable content-filtering service. Ultimately, these features ensure 

that your network is protected and your users are productive. 

NBM reduces the risk of internal users accessing or downloading Internet content 

that can jeopardize your network or expose your organization to liability. It is 

especially handy in situations where a single product may not fulfill all the needs 

of a customer, especially large organizations. NBM is a suite of products that 

offers solutions to our customers’ most common problems.

NBM leverages the tight security and scalability of NetWare, and works with 

Windows NT/2000/XP and UNIX networks. (Some NBM components also work 

with Linux and Macintosh networks.) It is tightly integrated with the Novell 

Internet Access Server (NIAS) that provides RAS (Remote Access Services) and 

WAN (Wide Area Networking) services.

Technical Overview

To achieve a total access management solution, the NBM suite contains various 

modules. NBM is designed so that it can extend the required information and its 

related products and services to a large number of users without exposing its 

resources to unauthorized use.

Modules that Ship with Novell BorderManager

This section lists the modules that ship with NBM, all of which are vital to its 

proper operation.

Novell BorderManager Modules. The following table lists the NLMs that are 

part of NBM itself, divided into functionality areas.

Install/Configure/Monitor Modules BRDCFG.NLM 
BRDNON.NLM
LICINST.NLM
NISETUP.NLM 
PINSTALL.NLM 
BRDSRV.NLM
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TCP/IP and IPX/SPX Stack Modules. NBM is tightly coupled with the secure 

version of the TCP/IP stack and also with various encryption formats of the 

TCP/IP stack. These modules provide security solutions for VPN users of NBM. 

They are listed in the “TCP/IP Interaction with Novell BorderManager” section.

To provide packet filtering and gateway functionality on IPX platforms, NBM 

should have enough information about the IPX/SPX stack. The IPX/SPX modules 

include:

• IPXCFG.NLM

• IPXCON.NLM

• IPXF.NLM

• IPXFLT.NLM

• IPXPING.NLM

• IPXRTR.NLM

• IPXRTRNM.NLM

Proxy/Gateway Modules PROXY.NLM 
PROXYCFG.NLM
NBMALERT.NLM
IPXIPGW.NLM 
CSATPXY.NLM 
CSSYSMSG.NLM
CVPREDIR.NLM

Virtual Private Network (VPN) and Network Address 
Translation (NAT) Modules

VPMASTER.NLM 
AUTHGW.NLM 
AUTHCHK.NLM 
VPNCFG.NLM 
VPSLAVE.NLM 
VPTUNNEL.NLM
VPNINF.NLM
NAT.NLM

BorderManager Authentication Services (BMAS) BMALMGR.NL 
BMASEXT.NLM 
RADCLNT.NLM 
BMSFLOG.NLM 
RADIUS.NLM
ADM.NLM
BMLICMGR.NLM

Firewall Modules IPFILT.NLM 
IPFLT30.NLM 
IPFLT31.NLM
FILTCFG.NLM
FILTSRV.NLM 
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DNS/DHCP and ManageWise Modules. NBM provides proxy functionality for a 

variety of services such as DNS, HTTP, FTP, Telnet, multimedia, mail, and so on. 

For host name resolution, it talks to the DNS/DHCP modules. NBM comes with 

its own statistics to provide information to users. To come up with its statistics 

and to provide BorderManager alert messages, NBM interacts with ManageWise- 

related modules. These modules include:

• BOOTPFWD.NLM

• DHCPD.NLM

• DNLIB.NLM

• DNLOAD.NLM

• MWISE.NLM

• NTREND.NLM

• NWTRAP.NLM

• SNMP.NLM

• SNMPLOG.NLM

• VGADISP.NLM

Security and Remote Management Modules. NBM leverages Novell 

eDirectory, the Proxy/Cache technology, and a variety of security services to 

provide improved productivity, faster and more secure access, and accelerated 

network performance. To provide these high-performance caching solutions, 

NBM leverages the Traditional File System functionality. For efficient 

authentication, NBM is integrated with Novell International Cryptographic 

Infrastructure (NICI) modules. The remote management modules ship with NBM 

to provide host resolution and remote management/alert services. These include:

• NETDB.NLM

• TELNETD.NLM

• XCONSOLE.NLM

• XCONSSRV.NLM

WAN and RAS Connectivity Modules. To provide support to third-party 

products, NBM has interfaces to talk with third-party hardware and software. 

Here are some of the important interfaces that are supported.

• AIO Async Subsystem. AIO (Asynchronous Input/Output) is the architecture 

used for serial communication. This architecture facilitates the writing of 

driver-independent applications that use serial communication either through 

COM ports or through third-party cards. This subsystem includes the AIO 

architecture, some generic AIO drivers, AIO applications, and related 

configuration utilities. The related modules are:
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• AIO.NLM

• AIOPAD.NLM

• AIOPDCON.NLM

• WHSMAIO.NLM

• WHAIOCFG.NLM

• AIOTSM.NLM

• CPECFG.NLM

• AIOCOMX.NLM

• CAPI ISDN Subsystem. CAPI Manager is the architecture used for ISDN 

connectivity. This architecture facilitates the writing of driver-independent 

applications that use ISDN connectivity. This subsystem includes the CAPI 

Manager architecture and test, trace, and configuration utilities. It also 

includes a special CAPI application WHSMCAPI.LAN that is a pseudo-HSM 

driver. The related modules are:

• CAPIMGR.NLM

• CAPITRACE.NLM

• CAPITEST.NLM

• WHSMCAPI.NLM

• WHCATCFG.NLM

• WAN-HSM Drivers. This subsystem involves two WAN-HSM drivers 

(NW2000.LAN and SYNCPLUS.LAN). These drivers can be used by the 

PPP (Point-to-Point Protocol) and Frame Relay protocols. These drivers are 

the interface between their respective cards and the PPP/Frame Relay 

protocols.

The NIASCFG.NLM configuration utility for WAN and RAS connectivity is 

included with NBM for configuring modem, remote access, and ports. 

A variety of third-party NLMs are also included on the NBM CD to support 

various drivers related to RAS and WAN. To provide a listing of these modules is 

outside the scope of this AppNote.

Interaction with Novell BorderManager

Figure 1 is a block diagram showing how the various modules interact within a 

Novell BorderManager system.
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Figure 1: Interaction of various modules in Novell BorderManager.

The following paragraphs describe the flow of control starting from a request 

received by the proxy until the response is sent to the browser.

• First the browser establishes a connection with the proxy. In so doing, a 

connection block is allocated and initialized. Requests may come in while the 

connection is being established; if so, they are allocated and initialized as they 

come in.

• When a request is received, the TCPIP module services it. At this point the 

proxy authenticates and filters the request for access rules. HTTPS requests 

are handled differently from HTTP requests, secure requests go through the 

SSL interface, and so on.

• Next, the cache is searched to see whether the requested data is available 

there. The cache look-up returns either a hit or a miss. If it is a hit, it sends the 

data after checking and processing. The proxy then transmits the data to the 

browser. If it is a miss, the HTTP Server component sends a request through 

the dispatcher. The dispatcher determines the protocol type and calls the 

appropriate client (such as the HTTP client for HTTP services) and starts the 

process of filling up the cache from the origin server.

• Once the client proxy receives the requested data from the origin server, it 
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TCP/IP Interaction with Novell BorderManager

The Novell TCP/IP protocol suite is contained in the following NetWare Loadable 

Module (NLM) programs that ship with NBM 3.7:

• TCP.NLM (provides Transport-layer TCP and UDP interfaces) 

• TCPIP.NLM (provides IP, ICMP, IGMP, Routing, and other Network-layer 

protocols)

• BSDSOCK.NLM (provides the BSD standard sockets interface)

• NETLIB.NLM (a library of the entire stack—one version which runs with 

both the secure and non-secure versions of the above NLMs)

These TCP/IP binaries are available on the NBM 3.7 CD and are installed in the 

SYS:SYSTEM directory on the NetWare server. When NBM is installed, the 

server’s TCPIP.NLM is replaced with the secure version of TCPIP.NLM. 

Note: In NetWare 5.1 SP3 the TCP stack is one NLM: TCPIP.NLM. Likewise, 
BorderManager 3.6 ships with only one TCPIP.NLM. In NetWare 5.1 SP4 and 
NetWare 6 SP1, the TCPIP.NLM is split into the four NLMs listed above, which are 
shipped with BorderManager 3.7. Splitting the stack provides for better 
maintenance and extensibility of the product.

Multiprocessor-Enabled TCP and UDP

The Novell TCP/IP software is multiprocessor (MP)-enabled and multithreaded 

for NetWare 6 and NetWare 6 SP1, but not for NetWare 5.1 SP4 (the NBM install 

programs check for the OS version and install the correct TCP/IP stack). The 

Transport-layer modules (TCP and UDP) are completely MP-enabled so that the 

stack can process any TCP/UDP connections on any processor. This enhances 

performance and helps the stack scale more than it can on a single-processor 

machine.

Configuration Utilities

The following NLMs are used to configure the TCP/IP stack:

• INETCFG.NLM (Internetworking Configuration utility, used for configuring 

network adapters, protocols, and bindings)

• TCPCFG.NLM (a companion utility used to configure the TCP/IP stack) 

For more information, see “A Technical Overview of Novell TCP/IP in NetWare 

6” in the April 2002 issue of Novell AppNotes at 

http://developer.novell.com/research/appnotes/2002/april/01/a020401.htm.
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eDirectory Interaction with Novell BorderManager

NBM relies on Novell eDirectory for the key functions listed in this section.

Filtering

NBM 3.7 stores the TCP/IP filters and filter exceptions in eDirectory. All other 

filters are still stored in the FILTERS.CFG file. Hence, the TCP/IP filters will be 

read from eDirectory, while the other filters will continue to be read from 

FILTERS.CFG by all applications. During installation of NBM 3.7, the filtering 

schema gets extended. Installation also creates the NBMRuleContainer object in 

the context where the NCP Server resides.

This gives rise to the following limitation. If you are using both iManager (the 

new snap-in for filtering) and FILTCFG (the existing snap-in for filtering) 

simultaneously to configure filters, changes done through iManager will not be 

reflected to IPFLT immediately.

For the proper functionality of the TCP/IP filters and filter exceptions created 

through BRDCFG (which are stored in the FILTERS.CFG file), this file should be 

migrated to eDirectory.

Proxy/VPN Configuration

All proxy configurations done through the NWAdmin utility are stored in the 

NCP Server object in eDirectory. As far as VPN configuration is concerned, 

except for the security key data, all other configuration items (such as Protected 

Network list, Number of Slaves Configured, and so on) are stored in eDirectory. 

With NBM 3.7 the VPN-specific filters when VPN is being configured are stored 

in eDirectory. 

Licenses

The NBM licenses are also stored in eDirectory in the NCP Server object. For 

NBM 3.7 there is only one license envelope for all services. 

Note: With NBM 3.7, only eDirectory version 8.0 or later is supported.

NBM Product Maintenance Tips

Today NBM ships on a CD that contains the latest versions of all modules as of 

the time of the product’s release. As is the case with many product suites, the CD 

contains various modules and NLMs that NBM is dependent upon but which are 

not owned by the NBM engineering team. This mode of NBM viability has 

certain inherent problems when it comes to applying updates to the product after 

its initial installation.
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When a change is made in a file or NLM that is not owned by the NBM team, the 

modules that belong to other products have no way of getting onto the NBM CD 

until the next release of BorderManager or its support packs. Changes to all 

related modules can be difficult to track and roll into NBM support packs in a 

timely manner. It also takes time to do the in-depth testing that revised modules 

require to ensure that they work with the latest NBM modules.

The main thing to be aware of is that, if you re-install NBM from the CD, all files 

on the server will be overwritten with the information from the CD. This can 

cause problems, especially in the case of BM36SP1A (as explained in the section 

on TCP/IP and its interaction with BorderManager).

It is not a good idea for Novell to remove the NBM dependency on other modules 

or NLMs, as this may lead to the problem of NBM depending on other Novell 

products for its functionality. The maintenance of all such modules would become 

a costly affair for simple NBM users.

Use the following tips as rules of thumb before installing NBM onto your server 

to ensure that NBM installs and works as smoothly as it can.

• Ensure that the NBM server has a local Read/Write replica of the partition 

containing the NBM server and its licenses.

• Ensure that all concurrent patches and fixes are in place and in the correct 

order. (Refer to the “Upgrade Scenarios” section for more information.)

• Ensure that all servers are on the same version of Novell Licensing Services 

(NLS).

• If there is only one NBM server, specify that server as the preferred server in 

a NetWare Client Configuration (on the administrator’s machine).

Upgrade Scenarios

Users of earlier versions of BorderManager may now want to upgrade to Novell 

BorderManager 3.7. This section presents the various kinds of upgrades available 

to users, and the considerations and recommendations they should keep in mind 

while upgrading. The case scenarios covered are:

• Case 1: Upgrade from BM 3.5 to NBM 3.7 

• Case 2: Upgrade from BMEE 3.6 to NBM 3.7 

• Case 3: Upgrade from BM 3.5 on NetWare 5.1 to NBM 3.7 on NetWare 6.0

• Case 4: Upgrade from BMEE 3.6 on NetWare 5.1 to NBM 3.7 on NetWare 6.

• Case 5: Upgrade Cyber Patrol to SurfControl

• Case 6: Upgrading the Firewall
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Case 1: Upgrading from BM 3.5 to NBM 3.7

Going from BM 3.5 to NBM 3.7 is simple, straightforward upgrade. As a base 

requirement, you must have NetWare 5.1 SP4 or NetWare 6.0 SP1 installed on the 

server before you start installing NBM 3.7. The upgrade process should follow 

this order, depending on which version of NetWare you have:

• NetWare 5.1 > OS patches (if any) > NetWare 5.1 SP3 > OS patches (if any) 

> BM 3.5 > BM 3.5 SP3 > BM/OS patches (if any) > NetWare 5.1 SP4 > 

NBM 3.7

• NetWare 6.0 > OS patches (if any) > BM 3.5 > BM 3.5 SP3 > BM/OS patches 

(if any) > NetWare 6.0 SP1 > NBM 3.7

Case 2: Upgrading from BMEE 3.6 to NBM 3.7

This case is similar to Case 1. It has the same base requirement of having 

NetWare 5.1 SP4 or NetWare 6.0 SP1 installed on the server before you start 

installing NBM 3.7. The upgrade process should follow this order, depending on 

which version of NetWare you have:

• NetWare 5.1 > OS patches (if any) > NetWare 5.1 SP3 > OS patches (if any) 

> BMEE3.6 > BM/OS patches (if any) > BM36SP1A > NetWare 5.1 SP3 > 

NetWare 5.1 SP4 > NBM 3.7

• NetWare 6.0 > OS patches (if any) > BMEE3.6 > BM/OS patches (if any) > 

BM36SP1A > NetWare 6.0 SP1 > NBM 3.7

Case 3: Upgrading from BM 3.5 on NetWare 5.1 
to NBM 3.7 on NetWare 6.0

This case is similar to Case 1, again with the base requirement of NetWare 5.1 

SP4 and NetWare 6.0 SP1. Case 3 includes the additional activity of upgrading to 

NetWare 6.0 after upgrading from BM 3.5 to NBM 3.7. It can also be done by 

upgrading BM 3.5 working on NetWare 6.0 and then upgrading BM 3.5 to NBM 

3.7. In short, you can upgrade to NetWare 6.0 and then to NBM 3.7, or vice-versa.

The upgrade process is given below for both scenarios:

• NetWare 5.1 > OS patches (if any) > NetWare 5.1 SP3 > OS patches (if any) 

> BM 3.5 > BM 3.5 SP 3 > BM/OS patches (if any) > NetWare 5.1 SP4 > 

NBM3.7> NetWare 6.0 > NetWare 6.0 SP1

• NetWare 5.1 > OS patches (if any) > NetWare 5.1 SP3 > OS patches (if any) 

> BM3.5 > BM 3.5 SP 3 > BM/OS patches (if any) > NetWare 5.1 SP4 > 

NetWare 6.0 > NetWare 6.0 SP1 > NBM 3.7
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Case 4: Upgrading from BMEE 3.6 on NetWare 5.1 
to NBM 3.7 on NetWare 6.0

The upgrade from BMEE 3.6 to NBM 3.7 is simple. Like the other cases, it has 

the base requirement of NetWare 5.1 SP4 and NetWare 6.0 SP1. As in Case 3, you 

can upgrade to NetWare 6.0 and then to NBM 3.7, or vice-versa. The upgrade 

process is given below for both scenarios:

• NetWare 5.1 > OS patches (if any) > NetWare 5.1 SP3 > OS patches (if any) 

> BMEE 3.6 > BM36SP1A > NetWare 5.1 SP3 > NetWare 5.1 SP4 > NBM 

3.7 > NetWare 6.0 > NetWare 6.0 SP1

• NetWare 5.1 > OS patches (if any) > NetWare 5.1 SP3 > OS patches (if any) 

> BMEE 3.6 > BM36SP1A > NetWare 5.1 SP3 > NetWare 5.1 SP4 > 

NetWare 6.0 > NetWare 6.0 SP1 > NBM 3.7

As updating to NBM 3.7 would be the most common upgrade scenario, here are 

some tips to note:

• BMEE 3.6 Abend Issue. With NetWare 5.1 SP4, any time a client-to-site VPN 

connection is initiated, your server might abend in TCP.NLM. To resolve this, 

install the BorderManager 3.6 Support Pack 1A (BM36SP1A) available at 

http://support.novell.com.

• BMEE 3.6 Installation Issue. When installing BMEE 3.6, the server’s 

TCPIP.NLM is replaced with a secure version of TCPIP.NLM. This version 

of TCPIP.NLM is not compatible with some of the files in NetWare 5.1 SP4. 

You must reinstall this Support Pack after installing BMEE3.6 to get the 

correct version of the secure TCPIP.NLM installed and to get the compatible 

files installed. Otherwise an error such as “File SYS:\SYSTEM\ 

BSDSOCK.NLM cannot be opened” will be displayed.

• NMAS-Related Issue. If the BMEE 3.6 server is located in an eDirectory tree 

that also has the NMAS product installed (meaning there is a Login Policy 

object in the Security container), you must complete the steps listed below 

to allow users to authenticate to BorderManager services running on 

NetWare 5.1:

1. Load ADMATTRS.NLM.

2. When prompted to log in as a user with rights to modify the Login Policy 

object, log in using the Administrator username and password.

3. Access NWAdmin from a client workstation.

4. Locate the Login Policy object and right-click to create rules to enable 

users to authenticate to BorderManager services.



M a y  2 0 0 2
61

Case 5: Upgrading Cyber Patrol to SurfControl

BM 3.5 and BMEE 3.6 are integrated with the Cyber Patrol product. NBM 3.7 

now ships with SurfControl, a category-based filtering solution. SurfControl 

provides the ability to easily define and control user access to illegal or 

inappropriate Web sites. This solution can work in conjunction with NBM’s 

powerful Access Control Rules and helps you to implement your organization’s 

Internet usage policy.

After upgrading to NBM 3.7, follow these steps to upgrade Cyber Patrol to 

SurfControl:

1. Go to SYS:\ETC\CPFILTER and back up the CP_SETUP.EXE. This is 

Cyber Patrol's install program.

2. Go to SYS:\SURFCTRL and execute CP_SETUP.EXE. You can do this 

after mapping a drive from a client machine. Now the files related to 

Cyber Patrol, which exist in SYS:\ETC\CPFILTER, get backed up in the 

SYS:\ETC\CPFILTER.OLD directory. For ease of maintenance, you should 

also put the backed up copy of the Cyber Patrol install program 

(CP_SETUP.EXE) in this directory.

3. To start SurfControl, load CPFILTER NLM from the SYS:\ETC\CPFILTER 

directory and define the access rules through the NWAdmin utility. For live 

updates of SurfControl database, you need to load CSP_LIST NLM from the 

SYS:\ETC\CPFILTER directory.

Case 6: Upgrading the Firewall

If you chose to secure the public interfaces during installation of NBM 3.7, a set 

of default filters is configured at that time. If it is an upgrade, the existing filters 

are retained along with the default filter list.

Note: For the services selected during installation, default stateful filter exceptions 
are created. The definition of “public/private” interface is based on the 
configuration done in BRDCFG.NLM.

Compared to the earlier versions of BorderManager where all the filters are stored 

in a text file, NBM 3.7 leverages the advantages of eDirectory. TCP/IP filters are 

stored in eDirectory, whereas all others filters are stored in the FILTERS.CFG 

file. Hence, TCP/IP filters will be read from eDirectory and other filters will 

continue to be read from FILTERS.CFG by all applications.
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Importing and Exporting Filters

Importing and exporting of filters to and from eDirectory is possible through 

commands from the system console.

Export. After installation of NBM 3.7, you can transfer all the filters from 

FILTERS.CFG to eDirectory by running the “FILTSRV MIGRATE” command. 

If you don’t see any error messages, the command is successful. For this 

command to work, make sure that the FILTSRV.NLM is unloaded before you run 

the command.

For TCP/IP, the filters are read by FILTSRV not from the FILTERS.CFG file but 

from eDirectory, whereas for all other filters (except TCP/IP) the information is 

read from FILTERS.CFG.

Import. To get filters from eDirectory to a text file of the same format as 

FILTERS.CFG, run the following command at the system console prompt: 

FILTSRV_BACKUP_FILTERS <filename>. This stores all the TCP/IP filter 

configurations from eDirectory to the text file specified; it also copies all other 

filters from FILTERS.CFG to the filename specified in the SYS:\ETC directory. 

This gives you a consolidated list of filters. (The <filename> is optional; if none is 

specified, the filters are imported into the SYS:\ETC\FILTERS.BAK file by 

default.)

With NBM 3.7 and NetWare 6.0, Secure Remote Configuration is also possible 

through iManager.

Conclusion

This AppNote has discussed the interactions of Novell BorderManager with other 

services, as well as some usage guidelines for NBM. It has also covered some of 

the common upgrade scenarios with tips and hints which customers should find 

useful. A follow-up AppNote will cover additional interoperability areas such as 

NBM-Novell Modular Authentication Services (NMAS)-iChain, Novell 

Certificate Server, and Novell Client 32.
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Introduction

The topic of Web portals has generated a lot of excitement in the industry as 

players rush solutions to the market that promise to solve many of the problems 

inherent to the first generation of Web applications. The promise of a scalable, 

secure Web portal that serves content based on identity has at its root a 

dependence on a scalable, reliable, blazing fast directory service coupled with a 

Web security infrastructure that provides authentication, single sign-on, identity 

services, and Web acceleration.

Novell eDirectory provides a proven directory service that scales to millions of 

objects while maintaining industry-leading search performance. Novell iChain 

provides Web authentication using eDirectory, access control to Web resources 

based on identity, single sign-on to Web applications, and Web acceleration. A 

third tool, Corporate Yahoo! Enterprise Portal, integrates leading enterprise 

applications with rich Yahoo! content and Web services that allow companies to 

customize and present personalized business information to employees, customers 

and partners. 

Note: Corporate Yahoo! Enterprise Portal is the name of the overall portal solution 
from Yahoo!. The portal software and tools are referred to as Yahoo! Portal 
Builder and will be referenced using the acronym YPB throughout the remainder 
of this AppNote.

The combination of eDirectory, iChain, and YPB finally deliver on the promise of 

a secure, scalable Web portal that provides granular access control, 

personalization based on directory services identity, single sign-on, and Web 

acceleration. The purpose of this AppNote is to familiarize you with YPB and 

describe how to integrate these three technologies to provide personalized Web 

content by leveraging your eDirectory identity via iChain authentication and 

delivering the personalized content via YPB.

This AppNote is not intended to be an exhaustive installation tutorial for 

eDirectory, iChain, or YPB. Rather, it is intended to familiarize you with YPB 

and how it works together with iChain and eDirectory to provide an end-to-end 

portal solution. For more information about eDirectory and iChain, visit 

http://www.novell.com/products. For more information about YPB, visit 

http://site.corporate.yahoo.com.

About Yahoo! Portal Builder

Overshadowed by the tragic events of September 11, 2001, was a joint press 

release from Novell and Yahoo! made at NetWorld+Interop that described two 

key areas around which a new partnership between the two companies would 

revolve:
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• Yahoo! will include Novell’s eDirectory as the default directory server for 

Corporate Yahoo! enterprise portal deployments 

• Novell will provide solutions built around Corporate Yahoo! portal 

technologies

(See http://www.novell.com/news/press/archive/2001/09/pr01088.html for the full 

press release.)

YPB provides the capability to aggregate the popular My Yahoo! content and 

services (http://my.yahoo.com) with corporate content and applications from 

behind existing corporate firewalls. According to Nielsen/NetRatings’ latest 

rankings, Yahoo! is the most visited property at work. By building a corporate 

portal that includes the most popular, personalized content on the Web combined 

with corporate applications and services, YPB presents a “sticky” portal which the 

corporate community will want to use as a home base as they access corporate and 

Internet resources.

Installing Yahoo! Portal Builder

The first time you run the YPB installation wizard, you will create a YPB 

deployment. A YPB deployment consists of the Portal Engine (series of Java 

servlets) and a number of additional required components. 

YPB can be installed on the following platforms:

• Microsoft Windows NT 4.0 Server with Service Pack 5 or higher

• Windows 2000 Server with Service Pack 2

• Sun Solaris 2.7 or 2.8

• HP-UX 11

At a minimum, when installing YPB you’ll need the following:

• Web server (NetScape Enterprise Web Server or Microsoft IIS are the 

supported Web servers)

• Java servlet execution environment (included with iPlanet, JRun required 

for IIS)

• Java Virtual Machine (JVM)

• LDAP version 3 directory server

• Access to a relational database (Microsoft SQL Server or Oracle)

The YPB install routine verifies that these prerequisite components exist before 

allowing the installation to begin. 
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Once the installation wizard has successfully guided you through the installation 

process, you’ll have a single deployment, which consists of a set of one or more 

YPB servers (instances) configured to provide portal services to a community of 

users. Subsequently, you can install additional instances of YPB servers that all 

belong to the same deployment. Each instance shares the configuration of a single 

deployment and works in parallel with other instances to provide an extensible, 

scalable portal service.

Step-by-Step Installation Procedure. Let’s take a closer look at the series of steps 

you’ll take as the YPB installation wizard guides you through the install. 

1. First, the wizard presents a series of windows that prompt you for the 

location of the Java Runtime Environment, the portal content encoding 

(default is UTF8), the default locale (English), and proxy server information. 

2. You are next presented with a few screens that merit further description. The 

first is the “Authentication Settings” window, shown in Figure 1.

Figure 1: The YPB “Authentication Settings” window.

The Authentication Method selection made in this window dictates how 

users will authenticate to the portal system. This selection cannot be changed 

at a later date without re-installing the portal. Which method to select 

depends primarily on what you want to use as the source for user 

authentication.

For example, if you choose “Cookie Authentication,” the portal completely 

handles authentication. Users are created and maintained in the YPB local 

repository.
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If you have a corporate directory you want to use for authentication so that 

applications can leverage a single corporate identity (user ID and credential), 

select “Web Server Authentication.” This configuration delegates the 

responsibility of authenticating users of the portal to the Web server. 

Authentication is performed using the HTTP or HTTPS authentication built 

into the browser. The Web Server is configured to validate supplied user 

credentials against your corporate LDAP server. 

Note: In order to use iChain for seamless authentication to YPB, you must select Web 
Server Authentication! The other authentication options allow alternate 
authentication sources to be used.

3. The next window of interest is the “LDAP Settings” window. YPB uses an 

LDAP repository as its underlying database for storing information about 

categories (content selections), pages, roles, and deployment information. 

The YPB install program extends the schema of the LDAP repository 

specified in this window to include 65 new object class definitions and over 

400 new attribute class definitions. YPB uses these definitions to create the 

object hierarchy it requires to manage the portal deployment including 

defining roles, personalized content subscriptions, page definitions, users, 

and groups. (I’ll explain more about this under the section entitled 

“eDirectory and Yahoo! Portal Builder”).

4. The next window is the “JDBC Connectivity” window. Connectivity to a 

relational database (Microsoft SQL Server or Oracle) is required for storing 

information for the content publishing system, user alert histories, and 

persistent content (used to maintain headline history and so on).

5. Next the installation wizard presents you with a “Yahoo! Settings” window. 

Here you specify the Yahoo Account credentials required by YPB to retrieve 

Yahoo! content from the My Yahoo! content servers. You are provided a 

Yahoo! portal ID and password when you purchase the product. Once a user 

is authenticated to YPB, it associates the user’s corporate ID with the user’s 

My Yahoo! ID to provide the YPB user with customized corporate content as 

well as personalized My Yahoo! content. These settings are used to 

authenticate to the content servers and retrieve the My Yahoo! personalized 

content and aggregate it with corporate content. 

6. You also specify the “Model Account” in this window. Model Accounts are 

used to define default personalization settings for Yahoo! content categories. 

A Model Account can then be associated with a role so all occupants of the 

role share the same personalization settings. For example, you may want all 

occupants of a role named “Provo Engineering” to have the same content 

personalization settings for weather, business news, and stock portfolio. To 

accomplish this, you simply define a Model Account that has the 

personalization settings you desire for the content categories, then associate 

this model account with the “Provo Engineering” role. In addition to 

receiving a Yahoo! portal ID and password, you are also provided a 

password that allows you to define or modify Model Accounts.



w w w . n o v e l l . c o m / a p p n o t e s
68

7. At the bottom of the Yahoo! Settings window is a checkbox entitled 

“Import”. Check this box if you want to import Yahoo! content categories 

and a default (example) portal at installation time.

8. Finally, the installation wizard presents a window that allows you to specify 

the Web server and servlet execution environment you want to use. Based on 

these settings, the install program will automatically configure the specified 

Web server to support the Java servlets that comprise the majority of the 

YPB system. 

9. YPB requires that an instance of the Tibco Rendezvous (referred to hereafter 

as RV) messaging framework be installed on that same host as the portal 

engine. RV is a distributed messaging framework that allows applications to 

share information in a reliable, fault-tolerant manner across disparate 

machines on an interconnected network. This framework allows multiple 

instances of YPB to keep such things as configuration information, content 

subscriptions, and database changes synchronized between multiple 

instances of YPB in a deployment. If RV is not already present on the host, 

the YPB install program detects this and installs the appropriate build 

automatically.

Configuring Yahoo! Portal Builder

Once the YPB installation completes, the product is ready to be configured using 

the Portal Administration utility. This utility is accessed via a Web browser by 

entering the following URL: http://host-web-server/portal_admin where 

host-web-server is the Web sever where YPB is installed.

Portal Administration from the User’s Perspective. Before we jump into the 

details of how to configure YPB, let’s take a look at some of the visual 

components that comprise the portal view when accessing YPB as a user of the 

portal. To access YPB the first time as a user, direct your browser to the following 

URL: http://host-web-server/yahoo 

If YPB has been configured to use Web Server authentication, you will be 

presented with the HTTP authentication dialog box. The Web server should be 

configured to validate credentials against your corporate LDAP directory. Once 

authenticated, you’ll be presented with a page similar to the one shown in 

Figure 2.

Notice that you are presented with three options: (1) I have a Yahoo! ID, link it 

now; (2) I do not have a Yahoo! ID, sign me up; and (3) I do not want a linked 

Yahoo! ID, continue without linking.
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Figure 2: The Novell Enterprise Portal Development welcome page.

What is this Yahoo! ID linking stuff all about? Recall that YPB connects to the 

My Yahoo! content servers to retrieve personalized content. The first time you 

authenticate to YPB, you’ll be presented with this page so you can determine for 

yourself how you would like your My Yahoo! ID to be linked to YPB (your 

corporate portal):

• If you are already one of the millions of users of My Yahoo! and you have an 

ID, simply link to it. 

• If you do not have a My Yahoo! ID, select the middle option to create one.

• If you are not interested in having a separate My Yahoo! ID, select the option 

on the right. 

The benefit to linking to a My Yahoo! ID is that all personalization settings you 

have established with your My Yahoo! account will automatically be reflected in 

the corporate portal. Even cooler is the fact that these personalization settings will 

be identical whether you use your YPB corporate portal at work or your My 

Yahoo! account from home. Personalization changes made in either place will be 

reflected in both. You only have to link this ID the first time you authenticate to 

the YPB portal. YPB will remember how you have chosen to link your ID and 

never prompt you for it again.

Figure 3 shows an example of the portal view you might see once you are 

authenticated to the portal.
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Figure 3: Sample portal view for an authenticated user.

Content Categories. If you are a My Yahoo! portal user, the “look and feel” of 

this interface will be very familiar. The contents of the portal view consist of a 

portal page that represents default content categories defined for the user. 

An example of a content category is the “Weather” category (surrounded by a 

blue box). The content categories are placed in “panes” (columns) that serve as 

containers for category content. The portal administrator can easily customize the 

look and feel of the portal view to match the corporate standards by altering 

existing HTML templates that contain YPB custom tags. Any individual with 

rudimentary knowledge of HTML can easily customize the templates that make 

up the look and feel of the portal.

You can personalize the content categories on the portal page by clicking the 

“Personalize” link (upper right). This operation presents you with a page that 

details the content categories you can select from to organize content on the page 

according to your preference. Of course, the content categories presented to you 

depend on the rights granted you by the administrator. Some panes (category 

containers) can be defined to be user-controlled, while the administrator may 

choose to lock down other panes so only administrator-defined content can 

reside there. 

Portal Administration for the Administrator. Now that we’ve seen what a user of 

YPB sees, let’s take a look at what the YPB Portal Administration utility looks 

like to the administrator. Figure 4 is a screen shot of a typical Portal 

Administration utility window.
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Figure 4: The YPB Portal Administration utility “Categories” window.

Listed along the top are tasks the portal administrator can accomplish. The 

“Categories” selection allows you to create new content categories, organize 

them, and define presentation options and access to them. YPB comes with a rich 

set of content categories available for the Yahoo! content servers. 

Defining New Categories. In addition to the predefined Yahoo! Categories, you 

can define categories that expose corporate business applications, corporate news, 

e-mail, and so on. The screen shot in Figure 5 shows some of the available 

Category Types that can be defined. 

Figure 5: Defining new category types.
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Each category type represents a mechanism used to expose content from a variety 

of different sources. For example, the “Database” category allows you to define a 

relational database as the content source for the category, specify the SQL used to 

retrieve specific data (such as sales data for a region), and make the category 

available as a selection for personalizing a portal page. An XML category can be 

defined that retrieves the content from an XML source and renders it in YPB 

using XSLT style sheets. A SOAP category can be defined to retrieve content 

from a SOAP source. 

In addition to the Category Types listed, YPB includes a developer API 

(Application Programming Interface) that allows you to define custom category 

types.

Other Administrative Tasks. Other tasks you can perform as the Portal 

Administrator include the following:

• Portal Pages. Define the layout and “look and feel” of your portal, as well as 

access control to pages for users and administrators

• Users/Groups. Define/view users and groups that can access the portal

• Sessions. Add/modify content sources

• Roles. Assign users and group membership to roles and define access control 

to portal pages for both users and administrators. For example, roles can be 

used to delegate responsibility to portal administrators to customize the portal 

view to suit the needs of a specific role or geographical region.

• Server Settings. Manage portal deployment and instance settings

The details of defining content categories and portal pages and establishing roles 

for who can access and configure the portal are too vast to cover in this AppNote, 

but that will be the subject of a follow-up AppNote. Hopefully this brief overview 

has given you a good idea of what is involved from both the user and 

administrator perspectives. 

Yahoo! Portal Builder Architecture

The Yahoo! Portal Builder software consists of a set of services that provide 

personalized content to users over standard protocols suitable to the interface used 

to view the content. Figure 6 is a block diagram of the overall architecture.

The portal services are a series of Java servlets that run within the context of a 

Java Servlet execution environment supported by the Web server (center box in 

Figure 6). Multiple instances of YPB can be installed within a deployment, each 

running on its own Web server/Java servlet environment. As mentioned 

previously, you can deploy additional instances to work in parallel to create 

an extensible, scalable system able to adapt as performance demands on the 

system increase.
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Figure 6: YPB architecture.

An individual instance need not enable all services; instances can be dedicated to 

run selected services according to the performance demands of the system. For 

example, the Content Manager service is dedicated to retrieving content from the 

content sources (left box in Figure 6) defined in the content categories. If a 

particular deployment has many content sources from which content categories 

are constructed, multiple Content Manager services can be enabled on multiple 

YPB instances to distribute the load. 

The Presentation Manager service communicates with the Content Manager 

service to render the content categories and deliver them to the user on the 

requesting device via the appropriate protocol (right box in Figure 6). 

The specific function of the other portal services is evident from their names. 

• The Local Repository (eDirectory) serves as the persistent store for an entire 

deployment. All instances are configured to communicate with the same 

LDAP Local Repository. It is used to store all deployment configuration 

settings, content subscriptions, user profiles, group memberships and role 

definitions. Essentially any metadata required by YPB is stored in the Local 

Repository. 

• The RDBMS repository is used to store user alert histories, persistent 

headlines, and some content publishing information. (Persistent headlines are 

a great feature. Have you ever returned to your office after time away and 

wondered what news you missed? If a news category is configured to use 

persistent headlines, you can review past news stories!) 
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• The Corporate LDAP Repository works in conjunction with the Web server 

(if Web Server Authentication is selected) to authenticate users and serve as 

the source for users, groups and group membership. (More information about 

this follows.)

It is important to understand that the Tibco Rendezvous (RV) messaging bus 

connects all instances of a deployment. This allows all instances of a deployment 

to work together as an interconnected framework of services providing 

fault-tolerance, excellent division of labor, and optimized distribution of 

workload.

eDirectory and Yahoo! Portal Builder

The press release referenced at the beginning of this AppNote highlights the fact 

that YPB 4.0 will include eDirectory as the default directory server. YPB has a 

significant dependence on a highly-scalable, reliable directory. At the heart of 

YPB is the ability to associate user identities with content personalized for the 

specialized needs of the connected users. In this section, we’ll explore that ways 

in which YPB 4.0 utilizes the directory.

Yahoo! Portal Builder 4.0 leverages an LDAP repository in two distinct ways:

• The Local LDAP repository is used for storing information about content 

categories, category subscriptions, portal page definitions, role definitions, 

user profiles, group membership as well as deployment configuration 

information.

• The Corporate LDAP repository is used as a source for users and groups for 

purposes of synchronizing group and group membership information to the 

Local LDAP repository.

Let’s take a closer look at how YPB uses each of these LDAP repositories.

Local LDAP Repository

YPB uses an LDAP repository for its underlying database. The YPB installation 

routines extend the schema to include all of the object and attribute classes 

required to create the underlying database objects. In addition to extending the 

schema, the YPB installation routines also create the object hierarchy that 

represents the object store used by YPB to store all metadata required by the 

portal services. Figure 7 is a screen shot from ConsoleOne of the object hierarchy 

created by YPB.
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Figure 7: The object hierarchy created by YPB.

The YPB objects are created beneath the Organizational Unit (OU) container 

named TIB/PB. This container is created beneath the “Base DN” location 

specified in the “LDAP Settings” window of the installation program. All objects 

created beneath the TIB/PB container are derived from the schema extensions 

added by the YPB install routines. Among the hierarchy of objects you will find 

the following:

• The usr container contains the user ID (cn) of users that successfully 

authenticate to the Corporate LDAP server (via iChain and the Web server 

authentication). Each “user” object and subordinate objects maintain 

information about content category subscriptions, profile information and 

access control information for users of the portal.

• The grp container contains a list of groups synchronized from the Corporate 

LDAP server (more on this in a moment). The “group”objects are used 

extensively to define a group of users as role occupants when defining access 

control to view content as users as well as for administrators that use the YPB 

administration utility. 

• The dep object and subordinate objects contain the deployment configuration 

settings.

• The schema object and subordinate object contain the schema definitions used 

by YPB. If you are familiar with how to extend the schema with LDIF, these 

definitions will look familiar. The YPB installation routines use these schema 

definitions to validate the schema version when upgrading to new versions 

of YPB.
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The entire YPB hierarchy consists strictly of objects defined by the YPB schema 

extensions. All administration for this object hierarchy is performed using the 

browser-based Yahoo! Portal Builder administrator utility. Novell’s ConsoleOne 

utility can be used to browse these objects, but it should not be used to modify any 

objects in the YPB hierarchy. 

Note: YPB requires new features, such as Persistent Search, present in eDirectory 8.6.2 
in order to function properly. Previous builds of eDirectory (8.5 or earlier) cannot 
be used as the Local LDAP repository for YPB.

Corporate LDAP Repository

The previous section outlined the fact that YPB uses the Local Repository to store 

user and group information, which brings up the question: What is the role of the 

Corporate LDAP repository? It is used in three ways: 

• As the authentication source for the Web server (and iChain)

• As the source for users and groups to be synchronized to the Local LDAP 

repository

• As the source for user profile information (directory attributes such as title, 

department, and so on, can be used to further personalize content within 

the portal)

You might be asking yourself, why not simply have a single directory that serves 

as both the Local Repository and the Corporate Repository? The approach of YPB 

is to minimize intrusion on the corporate directory while still leveraging the 

identity (credentials) of the corporate directory. The recommended configuration 

is to install a separate eDirectory deployment (tree) for use as the Local 

Repository for YPB and configure YPB to synchronize only the required user 

identity information from the Corporate Repository. YPB uses the Local 

Repository extensively, creating potentially millions of objects, submitting 

frequent complex searches as well as extending the schema to accommodate 

hundreds of new schema definitions to support its object hierarchy. 

The approach to separate the Local Repository from the Corporate Directory 

simplifies deployment, eliminates additional performance demands on the 

corporate directory, removes the requirement to make schema extension changes 

to the corporate directory, and ensures the Local Repository tree design can be 

constrained in scope to optimize performance for both searching and 

synchronization.

As mentioned previously, the Corporate LDAP repository can only be used in the 

“Web Server Authentication” (WSA) configuration of YPB. Other authentication 

methods use the Local Repository exclusively for users, groups, authentication 

and access control. In the WSA configuration, YPB delegates the responsibility of 

authenticating the user to the Web server and retrieves the user identity from the 

HTTP header. 



M a y  2 0 0 2
77

If the user submits invalid credentials, the Web server will deny access before 

access to YPB is possible. If the Web Server successfully validates the 

authentication of the user, YPB considers the user a trusted user of the YPB 

system and creates an object that represents the user beneath the “usr” container in 

the Local Repository. 

After the first successful login to YPB, all associations concerning content 

subscriptions, access control, role associations, and so on, are based on the user 

identity in the YPB Local Repository. So how does YPB know what groups the 

connected user is a member of in the Corporate Repository? That information is 

synchronized from the Corporate LDAP Repository. You “point” YPB to the 

Corporate LDAP repository by defining the source for users and groups under the 

“Server Settings” selection of the Portal Administration tool. Figure 8 is a screen 

shot of the window used to specify this information.

Figure 8: The “Edit Deployment Settings” window.

The “LDAP URL” points to the Corporate LDAP repository, the same used by the 

Web server (and iChain) for authenticating the user. The identity used by YPB to 

bind to the Corporate LDAP need not be an object with admin-equivalent rights. 

The object must have rights to browse for “group” objects and to read the 

“uniquemember” attribute. These credentials are used by YPB to establish the 

“Persistent Search” connection required to synchronize groups and group 

membership as we discussed earlier. 

The “Synchronization Type” radio button specifies the method used to retrieve 

this group information. If the LDAP server referenced by the LDAP URL 

supports Persistent Search functionality, YPB will detect this and automatically 

set this type to “Dynamic”. If the LDAP server is an eDirectory build prior to 

8.6.2, this type will be set to “Periodic”. This implies that YPB will periodically 

poll the specified directory for changes. 

Note: AlthoughYPB will support versions of eDirectory prior to 8.6.2 as the Corporate 
LDAP Repository (source for user and groups), using “Dynamic” (persistent 
search) is more efficient and less bandwidth intensive than the “Periodic” 
(polling) method.
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Integrating iChain and Yahoo! Portal Builder

As described at http://www.novell.com/products/ichain, iChain provides 

identity-based Web security services that control access to application and 

network resources across technical and organizational boundaries, as one Net. In 

other words, iChain provides the infrastructure to enable true Web application 

single sign-on, granular access control to Web applications, encrypted channel to 

protected resources, as well as accelerated access to Web content using 

industry-leading caching technology. At the heart of iChain’s authentication and 

access control capabilities is eDirectory, which serves as the repository for user 

identity, profile information and access control definitions. 

Configuring iChain as the YPB Authentication Source

This section outlines the procedure to follow in configuring iChain as the 

authentication source for YPB. 

The steps below assume that iChain v2.0 has already been installed and that you 

have experience configuring iChain using the iChain Web Administration console 

and the iChain ConsoleOne snap-ins. For more information on how to install and 

configure iChain, see the following AppNotes:

• “Quick Guide to Installing and Configuring Novell iChain 1.5 Authorization 

Services” (http://developer.novell.com/research/appnotes/2001/june/

02/a010602.htm)

• “Custom Development with Novell iChain 1.5” (http://developer.novell.com/

research/appnotes/2001/april/03/a010403.htm)

Note: Although these AppNotes were written for iChain 1.5, the information relative to 
installing and configuring the product remains accurate.

Step 1: Create an Authentication Profile. To begin, use the iChain Web 

Administration Console to create an “Authentication Profile”. The authentication 

profile defines the method used by iChain to authenticate a user to an accelerated 

Web resource. 



M a y  2 0 0 2
79

Figure 9: Creating an authentication profile.

As shown in Figure 9, perform the following steps to create the Authentication 

profile: 

1. Select the Authentication tab and click the Insert button. Provide a name that 

describes the profile (for example, “LDAP Profile”). 

2. Select the “LDAP Authentication” radio button and define the LDAP profile 

options by clicking on the “LDAP Options” button.

3. In the LDAP Options window, specify the information required to bind to 

validate user credentials against the Corporate LDAP repository. 

Note: The bind information specified here must match the bind information used by the 
Web Server to authenticate the user to YPB.

Step 2: Create a Web Server Accelerator. Next, use the iChain Web 

Administration Console to create a “Web Server Accelerator” for the Web server 

where YPB resides. To do this, select the Web Server Accelerator tab and fill in 

the required information as shown in Figure 10.

Figure 10: Creating a Web Server Accelerator.
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This creates an accelerated connection pathway that places the iChain reverse 

proxy in front of the Web server to be accelerated, ensuring that all access to the 

accelerated Web server (YPB in our case) is directed through iChain. This allows 

iChain to govern access to YPB and all other configured Web applications in the 

enterprise, thus providing a single point of administration for Web resources and a 

single point of authentication to such. 

Step 3: Enable Authentication. Next, use the iChain Web Administration 

Console to modify the Accelerator you just defined in Step 2 and enable it to 

require authentication using the authentication profile defined in Step 1.

Figure 11: Enabling Web Server authentication.

As shown in Figure 11, perform the following steps to accomplish this task:

1. Select the Web Server Accelerator you want to modify from the Web Server 

Accelerator page. 

2. In the ensuing “Web Server Accelerator” window, enable authentication by 

checking the box entitled “Enable Authentication”. 

3. Define the authentication profile to use by clicking on the Authentication 

Options button. 

4. In the “Add Authentication Profiles” window, check the box entitled 

“Forward authentication information to web server”. This ensures that the 

HTTP authentication header information is forwarded to the Web server that 

hosts YPB. 

5. Highlight the authentication profile you defined in Step 1 and click on the 

Add button to select this authentication profile.
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Step 4: Enable OLAC. Now use the iChain Web Administration Console to 

enable the “Object Level Access Control” feature of iChain. Accomplish this by 

checking the box entitled “Enable Object Level Access Control” (OLAC) on the 

Access Control page. You must ensure that the IP Address specified on this 

Access Control profile panel matches the one used for the Authentication Profile 

defined in Step 1. 

The OLAC feature enables iChain to add name/value pairs to the HTTP header, as 

well as define what attributes are defined in this header. The value added to the 

HTTP header is retrieved from the authenticated user’s LDAP attributes. By 

default, iChain adds the user’s full distinguished name (for example, 

cn=kbunnell,o=novell) as the “User ID” portion of the HTTP authentication 

credential. We need to configure OLAC to instruct iChain to send only the CN 

(common name) value (for example, kbunnell) as the User ID portion of the 

HTTP authentication header. YPB requires that the user ID be in this format. 

Step 5: Define the OLAC Parameters. Finally, we need to use ConsoleOne and 

the corresponding iChain snap-in to define the OLAC parameters.

Figure 12: Defining the OLAC parameters.

As shown in Figure 12, find the iChain Service Object (ISO) and select to edit its 

properties. Perform the following steps: 

1. Create a protected resource and define the “Access” value to “Restricted”. 

This ensures that in order to access the URL identified by the protected 

resource the connecting user must authenticate before accessing it. 
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2. Highlight the “Protected Resource” that corresponds to the YPB server then 

click the “OLAC parameters” button. 

3. On the ensuing “OLAC Parameters” panel, define an OLAC parameter with 

the name ICHAIN_UID with a “Data Source” value set to LDAP and the 

“Value” set to cn. 

Under normal circumstances the “Name” of the OLAC parameter can be whatever 

you choose; however, recall that we want to instruct iChain to change the User ID 

value in the http base-64 encoded header with an alternate value. The 

ICHAIN_UID value is a special identifier that instructions iChain to bypass the 

default behavior and replace the LDAP full distinguished name value with the cn 

(common name) value. 

Once you have completed these steps, refresh the iChain appliance to enable the 

changes to take effect.

Conclusion

This AppNote has described how a combination of eDirectory, iChain, and 

Yahoo! Portal Builder 4.0 formulate an end-to-end portal solution that finally 

solves the hard problems related to providing identity-based personalization and 

securing Web-based applications that scale to meet the needs of the intranet, 

extranets and the Internet.

How to Get Hands-On Development Help

Novell Developer Labs is available to assist developers who would like hands-on 

help with integrating their products with Novell technologies such as Novell 

eDirectory, LDAP, DirXML, Novell Portal Services, Novell Modular 

Authentication Services, and many more. For more information about how you 

can take advantage of Novell’s convenient lab facilities, engineering assistance, 

and related resources, visit http://developer.novell.com/devlabs/.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.
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How to Build J2EE 

Applications Using Novell 

Technologies: Part 1

J. Jeffrey Hanson

Chief Architect
Zareus Inc.
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This AppNote is the first in a series that will outline a platform and methodology 

for developing applications on NetWare with the Java 2 Platform Enterprise 

Edition (J2EE) using a service-oriented architecture. This AppNote introduces the 

technologies for the series and tells how to get started by enabling NetWare to 

respond to HTTP requests with static documents and dynamic scripts generated 

by Java Server Pages (JSPs) and servlets.

Contents:

• Introduction

• Java and J2EE Application Technologies

• The Four Tiers

• Web Services and the Services Framework

• Getting Started

• Conclusion

Topics Java application development, J2EE

Products Java 2 Enterprise Edition

Audience developers

Level intermediate

Prerequisite Skills familiarity with Java programming

Operating System n/a

Tools none

Sample Code no
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Introduction

This is the first of a series of AppNotes that will outline a platform and 

methodology for Java 2 Platform Enterprise Edition (J2EE) application 

development on NetWare using a service-oriented architecture.

This AppNote introduces the technologies for the series, including Java 

Messaging Service (JMS), servlets, Java Server Pages (JSP), Enterprise 

JavaBeans (EJB), and so on. It also introduces some J2EE enhancement 

technologies, including Novell eDirectory/ LDAP, Java Management Extensions 

(JMX), Jini, and JavaSpaces. It presents a complete, service-oriented platform for 

developing, deploying, and managing applications and services, using proven 

design patterns. These applications and services can be deployed and used within 

multi-tier client/server environments, peer-to-peer environments, fat-client 

environments, and X Internet environments.

Note: For an interesting take on X-Internet, see “My View: X Internet” at 
http://www.forrester.com/ER/Marketing/0,1503,214,00.html.

Java and J2EE Application Technologies

According to the J2EE blueprints (available online at http://java.sun.com/

blueprints), the goal of J2EE is to define a standard of functionality that helps 

businesses develop and deploy custom applications quickly. J2EE should also 

enable businesses to easily refine and enhance custom applications to improve 

their value, and to integrate custom, scalable applications with existing enterprise 

information systems simply and efficiently. These are lofty goals, indeed.

J2EE APIs

J2EE certainly provides a toolbox that is comprehensive enough to realize these 

goals. For example, the following APIs are provided by the J2EE platform just for 

enabling access to existing enterprise information systems:

• JDBC. API for accessing relational data from Java

• Java Transaction API (JTA). API for managing and coordinating transactions 

across heterogeneous enterprise information systems

• Java Connector Architecture. API for building adapters and connectors to 

legacy applications and data sources using a standard set of contracts

Other domains within a distributed application environment have similar coverage 

from the J2EE platform and the Java 2 Platform Standard Edition (J2SE).
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Other Java Technologies

Other technologies have also been introduced to the Java programming arena and 

will be used within our platform. This section briefly introduces them. 

JMX. The Java Management Extensions (JMX) is an optional J2SE package that 

introduces a standard, open technology for application and service management. 

JMX defines APIs and technologies for building distributed, modular and 

dynamic components and frameworks for managing devices, applications, 

services, and networks.

JMX provides a simple, standard way to empower Java objects with statistical 

monitoring capabilities. This is known as “instrumentation”. JMX instrumentation 

is designed to be totally independent from the management infrastructure and, 

thus, has very few constraints. This allows a resource to be managed by any 

management utility or system.

The JMX architecture is built on a three-level model allowing subsets of the 

specification to be used individually. The three levels are:

• Instrumentation level - gives instant statistical monitoring and manageability 

to any Java object

• Agent level - defines containers that provide management services which can 

be dynamically extended by adding instrumented resources

• Manager level - defines management components that can operate as agents 

for distribution and consolidation of management services

Jini. Jini is an open architecture defining network-centric services. The Jini 

architecture specifies a way for Java-based, task-driven services to be published 

on a network and a way for clients to discover and use these services across any 

type of remote procedure call (RPC) technology such as RMI, CORBA, or SOAP.

JavaSpaces. JavaSpaces is a Jini-based service defined by Sun Microsystems. 

The JavaSpaces model defines persistent object-exchange areas in which remote 

processes can coordinate their actions and exchange data. In a distributed 

application, the JavaSpaces technology acts as a bridge between providers and 

requesters of resources that facilitates the exchange of tasks, requests, and data in 

the form of Java objects. JavaSpaces technology provides process integrity by 

empowering developers with the ability to create and store persistent objects.

Service-Oriented Architecture

A service is much like a software component in that it is a reusable software entity 

that embodies a discrete piece of logical functionality. A service-oriented 

architecture (SOA) defines tools and technologies that allow the construction of 

remotely discoverable and callable services from a set of interacting objects and 

components. An SOA defines its services using abstract interfaces or contracts 

that are implemented using any programming language.
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Platform Kernel

Our platform kernel provides fundamental functionality to all of the other 

platform components. All of the platform components work within a structured 

environment managed by the kernel. The kernel is responsible for creating and 

maintaining platform components and other platform elements such as the JMX 

server and the service manager. The kernel is the core of our platform. The kernel 

enables services to be dynamically added and removed and provides inter-service 

communication.

Service Container

The service container controls and administers the services registered with the 

platform. It acts as the liaison between the services and the kernel. The service 

container is responsible for the lifecycle of the services, publishing the services to 

a given registry, monitoring the services, and service persistence.

Platform Management

Our platform is built on JMX, which allows all management tasks to be handled 

by any JMX-compliant tool or service. A management portal can be used to load, 

initialize, change, and monitor applications or services and other distributed 

components within our platform. Users who are familiar with any JMX-enabled 

tool are immediately comfortable using the management tools and technologies 

defined by our platform. A JMX-enabled management portal can allow users and 

applications to query the state of the platform modules and even change them 

during runtime.

The Four Tiers

A problem exists in distributed application development when presentation 

components, business logic components and data access components are 

embedded in only one or two layers. This design does not encourage proper 

development team efficiency. To avoid this problem, our platform is designed to 

provide a proper separation of concerns for distributed development teams. Our 

platform embodies a four-tiered, enterprise services model.

Client Tier

The client tier supports a variety of client types such as Web browsers, mobile 

devices, fat clients, and Web services. Views are generated for each client type 

using HTML documents, dynamic HTML generated with JavaServer Pages, 

XML, Java applets, and so on. Fat clients can maintain their own views, but use 

the same business logic as thin clients.
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Web Tier

The Web tier acts as a multi-client request dispatcher that interacts with business 

logic to perform tasks and invoke services. This tier uses servlets and JSPs to 

deliver view scripts (HTML, HDML, XML, and so on) to the client tier. The Web 

tier coordinates the flow of an application. Domain specialists work within the 

Web tier to structure the flow of each application. A client device usually interacts 

with the Web tier using a request/response communication protocol such as 

HTTP. The request defines the action to be taken the JSP or servlet generates the 

response.

Business Tier

The business tier defines business-logic components as Enterprise Java Beans, 

data access objects (DAO), message-oriented middleware (MOM) components 

and Java Beans. Business-logic components registered in the business tier are 

automatically presented as Web services and domain services and are grouped and 

ordered to form a service framework. The automatic service generation of this 

service framework allows a developer to concentrate on business logic without 

regard to how the logic might be accessed.

The service framework within the business tier is the backbone of our platform. 

The service framework exposes a pluggable design that allows enterprise 

developers to aggregate and use services to perform domain specific operations.

EIS Tier

The enterprise tier provides integration and access to all services and data that 

exist in enterprise applications and systems including relational databases, 

directory services, and legacy systems. Access to applications and data sources is 

facilitated using data access objects (DAO). DAOs present common interfaces to 

interested parties, such as the service framework, regardless of the type of system 

or application they are representing.

Web Services and the Services Framework

“Web Services” is the term being used to describe some of the technologies for 

solving the problems of integrating applications across the enterprise and 

disparate businesses that do business over the Web. Web Services are also being 

described as the concepts and technologies for delivering services and content to 

any Web-enabled client or device. Here is a simplified attempt at defining Web 

Services generically: Web Services are URI addressable resources that use 

existing Internet infrastructures and protocols to allow applications, services and 

devices to discover them, connect to them, and execute their business logic using 

remote method calls.
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Web Services are currently concerned with four basic challenges:

• Service Description

• Service Implementation

• Service Publishing, Discovery and Binding

• Service Invocation and Execution

Current technologies are solving these challenges in a number of ways:

• Describing Web Services using the Web Services Description Language 

(WSDL).

• Using XML as the common language for Web Service communication. XML 

is ubiquitous throughout all aspects of Web Services. Web Services can be 

implemented in any programming language that can read and write XML and 

can be deployed on any Web-accessible platform.

• Publishing Web Services in a registry to be discovered later by interested 

parties accessing the registry. One type of registry provides a directory service 

for Web Service providers and their services. This registry provides 

information categorized by industry-type, product-type, service-location, 

service binding, etc. Taxonomies are used to enable searches on this 

information. One implementation of this registry is based on the Universal 

Description and Discovery Integration (UDDI) specification. Another type of 

registry also acts as a repository where Web Services entities such as 

business-process schema are stored. A current example of this type of registry 

is the electronic business XML (ebXML) Registry and Repository.

• Invoking Web Services over an existing Internet protocol such as HTTP or 

SMTP using the Simple Object Access Protocol (SOAP).

For business services registered with our platform, SOAP listener, responder 

services, and WSDL files are dynamically generated. This allows external Web 

services to communicate with any business service that is exposed by our 

platform.

Once a business service has been registered with our platform and its SOAP 

listeners, responder components and WSDL file have been generated; the 

platform publishes the WSDL file to a given registry. The service is then started 

and is available for Web service requests.

External Web services are accessed using dynamically generated DAOs. The Web 

service DAOs enable any business service deployed in our platform to integrate 

with an external system that exposes Web services.
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Getting Started

The first step in implementing our platform is to enable the NetWare environment 

to respond to HTTP requests with static documents and with dynamic scripts 

generated by JSPs and servlets. 

Novell delivers the Apache Web Server and the Tomcat servlet and JavaServer 

Pages (JSP) container with NetWare 6. Tomcat enables the Apache Web Server 

with Java servlet functionality and opens up the NetWare platform to Java and the 

J2EE environment. Tomcat offers three different configuration options:

• Standalone container.  All requests are delivered by Tomcat. This includes 

static documents and dynamic scripts. This configuration eliminates the need 

for a separate Web server.

• Out-of-process container.  This configuration defines two memory spaces: 

one for the Web server and the Java plug-in, and the other for the JVM and the 

servlet container. This allows the Web server and servlet container to be 

distributed across different address spaces and/or machines.

• In-process container.  The servlet container runs in the same memory space as 

the Web server.

In this AppNote you will learn how to configure your Tomcat environment for an 

in-process container.

Note: Novell highly recommends that you configure a separate Apache/Tomcat 
application environment for development, testing, and deployment. By creating 
a separate environment, you minimize the possibility of interfering with the 
NetWare 6 management infrastructure, which also uses Apache and Tomcat.

Create an Instance of Apache for Development, Testing, and 
Deployment

To facilitate the process of loading a separate instance of Apache, you need to 

create two NCF files: one for starting the separate Apache instance and one for 

stopping it.

To create the startup file, open any text editor and enter the line:

Load address space = apache apache.nlm

Save the file to the sys:/apache directory as startapache.ncf.

To create the stop file, open any text editor and enter the line:

Unload address space = apache apache.nlm

Save the file to the Apache directory as stopapache.ncf.
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Configure an Additional Instance of Tomcat

You also need to configure an additional instance of Tomcat dedicated to your 

development and deployment environment. This separate instance of Tomcat will 

be configured to take advantage of Tomcat’s auto-configuration to deploy Web 

Archive (WAR) files.

Edit the adminserv.conf File. To configure an additional instance of Tomcat, 

open any text editor and edit the adminserv.conf file located in the 

sys:/apache/conf directory. Comment out the port 80 configuration. This will free 

up port 80 for your instance of Apache to listen on it. Save the file.

Create a New NCF File. To prevent potential conflicts, you should create a new 

NCF file with a different name. This new file will be used to bring up the new 

instance of Tomcat that will be associated with your second Apache that you will 

use for development.

Edit the server.xml File. Edit the server.xml file located in the 

sys:/tomcat/33/conf directory. Open the file and search for 8009 and replace it 

with 8019. Search for 8007 and replace it with 8017. Search for ApacheConfig 

forward All =“True” and uncomment this line. Save the file.

Edit the workers.properties File.  Edit the workers.properties file in the 

sys:/tomcat/33/confjk directory. Change the entry located under “DEFAULT 

ajp12 WORKER DEFINITION” from port 8007 to port 8017. Change the entry 

located under “DEFAULT ajp13 WORKER DEFINITION” from port 8009 to 

port 8019. Save the file.

Edit the tomcat33.ncf File. Edit the tomcat33.ncf file located in the 

sys:/tomcat/33/bin directory. Change the reference to nwserver.xml at the end of 

the last line to server.xml. Save the file as my_tomcat33.ncf.

Edit the httpd.conf File. Edit the httpd.conf in the sys:/apache/conf directory. 

Open the file and go to the bottom of the file. Add the following line to the bottom 

of the file:

include sys:/tomcat/33/conf/auto/mod_jk.conf

Save the file.

Reinitialize the System. At this point, you need to stop and restart both Tomcat 

and Apache to reinitialize the system. Here are the steps for doing this. 

1. Type “java –exit” at the server console. This will unload all currently loaded 

instances of Tomcat.

2. Unload all instances of Apache on the server by typing “unload Apache” at 

the server console.
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3. Type “my_tomcat33.ncf” at the server console to bring Java back up along 

with your instance of Tomcat.

Bring Apache back up by typing “startapache.ncf” at the server console.

Test the Configuration. You can test the configuration by executing the 

following steps:

1. Open a browser window and enter either the IP address of your server or its 

hostname and then type “/examples” after it. This should bring up the 

Tomcat examples page.

2. Select the JSP category. A page that contains several JSP examples should 

display.

3. Select the date JSP and click “execute”. A page should display that shows 

date information.

Your installation is complete. Web applications (.WAR files) containing static 

HTML, images, JSPs, and servlets can now be placed in the 

sys:/tomcat/33/webapps directory and executed.

Conclusion

J2EE provides an infrastructure and implementation support for distributed 

systems development. However, it does not enforce proper architectural designs. 

This leaves complex architectural decisions up to each individual development 

team. More often than not, this results in proprietary architectures that are 

burdened with unmanageable upgrade paths and maintenance headaches. The 

platform being presented in this AppNotes series allows for maximum 

customizability, powerful upgrade potential, and minimized maintenance.

A properly structured, service-oriented platform allows enterprise application 

developers to focus on their areas of expertise. This ensures more robust results 

with a faster time-to-market. Additionally, enterprises that build their applications 

on a service-oriented platform will be properly positioned to accommodate the 

rapidly changing enterprise environment.

For Additional Information

For more information about the technologies introduced in this AppNote, refer to 

the following resources:

• For online Java Blueprints (which provide guidelines, patterns, and code for 

end-to-end Java applications), see 

http://java.sun.com/blueprints/enterprise/index.html. Of particular interest is 

the one entitled “Designing Enterprise Applications with the J2EE Platform”. 
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• For information about the J2EE development platform, see 

http://java.sun.com/j2ee.

• For information about the Java Messaging Service (JMS) API, see 

http://java.sun.com/jms.

• For information about Java servlets, see http://java.sun.com/servlets.

• For information about Java Server Pages (JSP), see http://java.sun.com/jsp.

• For information about Enterprise JavaBeans (EJB), see 

http://java.sun.com/ejb.

• For information about Java Management Extensions (JMX), see 

http://java.sun.com/jmx.

• For information about Jini, see http://java.sun.com/jini.

• For information about JavaSpaces, see 

http://java.sun.com/products/javaspaces.

• For Novell-specific Java programming information, see 

http://developer.novell.com/ndk/.

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
in any form or by any means, electronic or mechanical, 
including photocopying and recording, for any purpose 
without the express written permission of Novell.

All product names mentioned are trademarks of 
their respective companies or distributors.



M a y  2 0 0 2
93

Object Interaction with 

ConsoleOne
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ConsoleOne presents your network and its resources as 

a set of objects that are organized in tree fashion, with 

various containers and objects making up the content. 

Figure 1 shows ConsoleOne displaying my sample tree 

called DNU_TREE. Note that My World is at the top, 

with two Organizations or “Os” shown as Novell and 

VerySmallCompany.

Typically with ConsoleOne, you administer an object 

by browsing to it, right-clicking it, and then selecting 

your chosen action. The available actions depend on 

the type of object you have selected. For example, the 

New Object action is only available on containers, 

while a user object will have quite a numbers of actions 

which you can perform.

Browsing and Finding Objects
The default ConsoleOne window is divided into two 

panes. In the left pane, you see the “NDS” container. 

This container holds the eDirectory trees that you are 

currently logged in to. Additional eDirectory trees will 

be visible here as you log into them. Once you are in an 

eDirectory tree or context, its objects will be listed in 

the right-hand Console View pane (see Figure 1).

Logging In to an eDirectory Tree
Follow these steps to login to an eDirectory Tree using 

ConsoleOne:

1. Click anywhere in the “NDS” container.

2. On the toolbar, click NDS Authenticate or File, 

Authenticate.

3. Fill in the Login dialog box (see Figure 2).

4. Click Login.

The new tree will be added to the NDS container in the 

ConsoleOne utility.

Figure1: ConsoleOne Opening Screen for a Sample Tree.

Figure 2: Authenticating To an eDirectory Tree.
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Logging Out of an eDirectory Tree
Follow these steps to log out from an eDirectory 

Tree using the ConsoleOne utility:

1. Click the eDirectory tree that you want to 

log out of.

2. On the toolbar, click NDS Unauthenticate 

or File, Unauthenticate.

3. The tree is removed from the NDS 

container.

Accessing an eDirectory Context 
through DNS Federation

Note: This procedure only works if the target 
eDirectory context is in a tree that is running 
eDirectory v8.5 or later and is configured to use 
DNS federation.

1. Click anywhere on the “NDS” container.

2. On the toolbar, click View and then select Set 

Context.

3. Enter the full DNS name for the eDirectory 

context that you are trying to access, including an 

ending of dns and a period (.) (see Figure 3).

4. Click OK.

If the DNS name resolves correctly, the eDirectory 

context you are trying to access should appear in the 

NDS container. You can then browse and manage 

objects in the eDirectory context the same as in any 

eDirectory tree.

Jumping to an Object in the Right Pane
To jump to an object in the right pane of the 

ConsoleOne utility, complete the following steps:

1. Click anywhere in the right pane.

2. Start typing the name of an object in the current 

container or view. Press <Enter> to jump to the 

object.

Filtering Extraneous Object from View
To create a filter in ConsoleOne, perform these steps:

Note: Any filters you apply to a view remain in effect 
for your current ConsoleOne session only. When you 
restart ConsoleOne, they are cleared.

1. Click View and then select Filter.

2. (This step is optional.) In the Name box, enter a 

wildcard pattern to apply as a filter on the object 

names. An asterisk “*” is the only wildcard 

allowed (see Figure 4). For the example shown in 

Figure 4, xyz* hides all the objects except those 

whose names start with xyz*.

3. Under Object Type, select the object types you 

want shown and deselect those you want hidden. 

If you want all object types, check, [All types(*)].

4. Click the OK button.

Finding an Object by Its Distinguished 
Name
To find an object using its distinguished name, 

complete the following steps:

1. In the left pane, click any part of the eDirectory 

tree that contains the object.

2. Begin typing the name of the object you want to 

go to. As you type, the Go To dialog box appears, 

as shown in Figure 5.

3. Finish typing the distinguished name of the object. 

Click Help for details on using separators and 

other special characters.

4. Click OK. You will find the object highlighted.

Any filters you apply to
a view remain in effect
for your current Con-
soleOne session only.
When you restart Con-
soleOne, they are
cleared.

Figure 3: Entering a DNS Context.

Figure 4: Filtering in ConsoleOne.
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Finding an Object by Name and Type
To find an Object by using its name and type, follow 

these steps:

1. In the left pane, click the eDirectory 

container that you want to start 

searching from.

2. Click Edit and then select Find Type 

pull-down box.

3. If you want to include subcontainers in 

the search, check the Search 

Subcontainers box.

4. In the Name box, enter all or part of 

the object name. If you choose to enter 

a partial name, make sure you include 

an asterisk wildcard at the end. For 

example: johnb*.

5. In the Object Type pull-down box, 

select the type of object to find.

6. Click the Find button.

In the search results list, you can right-click

objects to perform actions just as you would in 

ConsoleOne’s right-hand pane.

Finding Objects by Property Values
To find an object using its property value, perform the 

following steps:

1. In the left pane, click the eDirectory container 

from which you want to start searching.

2. On the toolbar, click Edit and then select the Find 

option.

3. In Find Type pull-down box in the Find window, 

select the Advanced option.

4. In the query-building area of the dialog box, 

specify your search criteria. You can always click 

Help for details.

5. Click the Find button.

In the search results list, you can 

right-click objects to perform actions just 

as you would in ConsoleOne’s right-hand 

pane.

Conclusion
In this month’s column, we have 

investigated browsing and finding objects 

in the ConsoleOne utility. Hopefully you 

are now more comfortable in using 

Novell’s Java-based administration utility. 

Next month we will continue our theme of 

using the ConsoleOne utility.

Figure 6: Finding an Object in the ConsoleOne Utility.

Figure 5: ConsoleOne’s Go To Box.

Figure 7: Finding Objects By Property Value.
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Related Synchronization 

Processes in eDirectory

Kevin Burnett

Senior Research Engineer

Novell AppNotes Magazine

In previous columns, we discussed various Novell 

Directory Services (NDS) processes one at a time. 

(Remember that eDirectory is the product name and 

NDS is the technology.) This time I would like to 

discuss NDS synchronization, but not so much generic 

synchronization as the more minute processes that run 

after the generic portion of the synchronization has 

completed. 

In mixed NetWare 4.x, 5.x and 6.0 replica rings, 

NetWare servers automatically detect which servers 

are NetWare 4.x servers and use NetWare 4.x 

synchronization procedures with them. The same is 

true with NetWare 5.x and NetWare 6.0. Each new 

release of NetWare has enhancements to the 

synchronization process; however, each new NetWare 

version provides backwards synchronization 

compatibility with older versions of NDS.

The replica synchronization process synchronizes all 

changes to the entries and attributes in the NDS 

database. However, it does not synchronize everything 

in the database. For instance, it does not purge deleted 

entries and attribute values or synchronize external 

references and backlinks. Besides the replica 

synchronization process, NDS uses the following 

processes for other types of synchronization:

• Janitor Process

• Limber Process

• Backlink Process

• Flat Cleaner Process

• Schema Synchronization Process

• Database Initialization

• Replica Purger

Let’s look at each of these processes in greater detail.

Janitor Process
The Janitor process runs after a replica synchronization

cycle has completed successfully. As it scans the 

partition, the Janitor process creates a Release ID List 

and a Notify External Reference List. It purges deleted 

entries and values that have been synchronized with all 

replicas and adds all successfully purged entries to the 

Release ID List. 

The Janitor process also checks any entry that has been 

renamed, moved, or deleted for backlinks, and it adds 

any entries with backlinks to the Notify External 

Reference List. The Janitor process determines 

whether the partition’s root entry has been renamed 

and purges move expectations that are more than ten 

minutes old. The Janitor process can purge a value 

from an entry if that value is not present and the 

value’s modification time is less recent than the purge 

time.

After inspecting all of the values for an entry, the 

Janitor process inspects the entry to see if it can be 

purged. The process can purge any entry that is not 

present and has no value(s). 

The Janitor process uses the Release ID list to release 

the entry and to send a request to purge the entry’s 

obituary. The Janitor process also uses the Notify 

External Reference list to send requests to synchronize 

the entry’s external reference.

Limber Process
The Limber process is charged with maintaining tree 

connectivity. Periodically, each server in the NDS tree 

checks and verifies that it still knows the correct tree 

name. This check is executed when the server boots, 

when the NDS processes are restarted and when the 

server receives a specific Limber request from another 

server.

The Limber process typically runs when a tree name 

changes or with IP/IPX address changes. A server 

holding the Master Root partition needs to send out the 

request. Additionally, the Limber process will run 

when the Master Root partition of a server receives 

change information from another server/partition on 

the NDS tree.

Backlink Process
The backlink process verifies external references by 

verifying whether the original entry still exists and if 

the reason for its existence is still valid. If the external 

reference is no longer needed, the backlink process 

removes the reference.

The Janitor process
determines whether the
partition’s root entry
has been renamed and
purges move expecta-
tions that are more than
ten minutes old. 
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By default, this process runs every 25 hours (1500 

minutes). The default value can be modified with a 

setable parameter in the SET DSTRACE console 

command.

When an entry is deleted, backlinks make it possible 

for all references to the entry to be deleted. Backlinks 

also facilitate renaming and moving entries because the 

corresponding changes can be made to the external 

references through the backlink process.

Flat Cleaner Process
The Flat cleaner process is responsible for the 

following three tasks:

• For real NDS objects, it truncates the revision 

count attributes, certifies keys, and generates 

Certificate Authority keys. 

• For bindery objects and external references, it 

returns deleted space. 

• For the Master replicas of NetWare Core 

ProtocolTM (NCPTM) Server objects, it updates 

the Status and Version attributes. 

The Flat cleaner process is called when credentials are 

created for new users in the NDS tree. Also, the Flat 

Cleaner Process is an update process, updating NCP 

versions, etc.

Schema Synchronization Process
The NDS schema can be modified by changing or 

creating attribute definitions and object class 

definitions. Such changes then need to be replicated 

among all the servers containing replicas. This 

synchronization is done through the Schema 

synchronization process, which starts within 10 

seconds following the completion of the schema 

modification operations. The 10-second delay enables 

several modifications to be synchronized at the same 

time.

The updates to the schema are automatically 

propagated from one server to another, similar to the 

replica synchronization process. However, the schema 

synchronization process does not use a replica ring to 

determine to which servers to send schema updates.

Schema updates are sent to servers that contain replicas 

of a given partition and child partitions of the given 

partition. Since schema modifications must occur on 

the root partition of the NDS tree, the modifications 

flow from the root partition to the subordinate 

partitions.

Database Initialization
The primary purpose of the NDS Database 

Initialization process (often referred to as DB Init) is 

to:

• Verify the general usability of the source server’s 

NDS database files

• Schedule various NDS background processes to 

execute

• Initialize various tables and variables used 

globally by NDS

• Open the source server’s NDS database files for 

use by the version of NDS in use on the source 

server

DB Init is automatically executed whenever the source 

server’s SYS volume is mounted. Subsequent 

executions of this process are triggered by a request to 

open the source server’s NDS database. This request 

can be generated by a client or by unloading and then 

reloading NDS on the source server.

To better understand DB Init, you should use 

DSTRACE on the source server with the following 

DSTRACE flags set:

• Initialization

• Miscellaneous

• Janitor

Replica Purger
The primary purposes of the NDS Replica Purger 

background process (often referred to as the Purger) 

are to:

• Purge any unused objects and/or attributes that 

exist in a user defined partition

• Process obituaries assigned to objects that exist in 

a user defined partition

• The Purger is scheduled to run by the NDS 

Replica Synchronization background process

To better understand the Purger, you should use 

DSTRACE on the source server with the Janitor flag 

set.

Conclusion
We have discussed several NDS background processes 

related to the Schema Synchronization process. For 

ways to view these processes in DSTrace, see Novell 

Technical Information Document 10064019, located at 

http://support.novell.com/cgi-bin/search/searchtid.

cgi?/10064019.htm
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Using xBrowse to Replace 

Server References

Lionell Bartlett

Novell, Inc.

The Replace Server References feature of xBrowse is 

used before deleting a server object from the tree, 

which you intend to re-install. After following the 

steps below and whatever TIDs you find on the 

subject, the references will be placed on a 

temporary/dummy object. These references can then 

be copied back to the new re-installed server object 

using the NWCONFIG utility.

1. Start xBrowse.

2. Menu: Tree - Open New Tree | Specify Tree

Enter the IP address of any one of the servers in the 

tree. The server you are currently connected to is 

displayed on the window title bar.

3. Menu: Tree - Global Login. Login to the tree in 

the format: 

O\OU\OU\CN

Don’t use the dot format and the treename is not 

required.

4. Using the xBrowse interface, treewalk to the 

server that you want to copy the references from 

(onto another object).

5. Right-click on that server, and select the menu 

option “Replace Server References.”

6. On the Replace References form, enter the 

Temporary/Dummy object FDN (Fully 

Distinguished Name) in slash format:

\treename\o\ou\ou\cn

You can leave out the object type (Typeless name).

7. This will generate a report with only two lines, 

which looks like it has not done anything. 

If there are any errors, you’ll see them in the 

report. If you see -634 errors, then the Tempo-

rary/Dummy object name is not a valid object. 

This probably means that the format or context you 

used in incorrect.

NDS Context Handles in NDPS 

Libraries

Mike Spong

Novell, Inc.

The Novell Client32 uses a series of libraries to 

support printing (DPAWIN32.DLL, DPLWIN32.DLL, 

DPPWIN32.DLL, DPSWIN32.DLL, and 

DPLRNAME.DLL). The Windows 2000/NT client 

v4.83 and the Windows 9x client v3.32 updated these 

libraries. One of the new features of these libraries is to 

periodically destroy the NDS context handle. 

Symptoms include an error 303 indicating a DS error, 

or all access to NDPS objects in the directory may 

cease, or NWAdmin may GPF (General Page Fault). 

In an NWAdmin snap-in, the solution is to determine if 

the NDS context handle that you received from 

NWAdmin is valid by using NWDPNSrvGetNativ-

eNDSContext.Invalid context handles return a -1. If it 

is valid, save the NDS context handle, then create a 

new NDS context handle for your own use with NWD-

SCreateContextHandle. You can then use this handle 

by calling NWDPNSrvSetNativeNDSContext with 

your new NDS context handle.

When your snap-in is shutting down (that is, in the 

destructor), free the NDS context handle that you 

created for your own use. Then restore the original 

context handle.

Programmatically Registering 

ActiveX Controls

Wolfgang Schreiber

Novell, Inc.

If you want to deploy Novell ActiveX controls, you 

need to register the control on the target station. You 

achieve this by installing the whole set of controls that 

use the installation routine that comes with the Novell 

controls. Since this installation includes sample code, 

documentation and all controls, you may prefer to run 

a custom installation of selected OCX files.
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This can be done in one of two main ways:

1. Use the REGSRV32 utility from the command 

line of from within your application with a call 

like:

WinExec(PChar('regsvr32 /s my.ocx'), SW_HIDE); 

2. Use the OCX internal registration functions with 

something like this (Delphi sample):

uses ActiveX;

function RegisterControl(sFileName: 
String): boolean;

var
Hdl : THandle;
RegServer : TDllRegisterServer;

begin
Hdl := LoadLibrary(pChar(sFile-

Name));
RegServer := GetProcAddress (Hdl, 

'DllRegisterServer');
result    := (RegServer=0);
FreeLibrary (Hdl);

end;

procedure TForm1.Button1Click(Sender: 
TObject);
begin

if RegisterControl('C:\Nov-
ell\Activex\nwsrva.ocx') then ShowMes-
sage('OK');
end;

Changing the Default Printer 

on a Windows Workstation 

Michael Spong

Novell, Inc.

Changing default printer on a Windows workstation 

does not automatically change the printer that is used. 

This is actually a Windows bug, if you want to classify 

it as a bug. For example, you install two printers on 

your workstation (under Windows -> Settings -> 

Printers) such as Printer1 and Printer2.

If you have an application running in Windows and 

when it first started, the application saw Printer1 as the 

default printer (under Windows -> Settings -> 

Printers), then it will print to Printer1 as expected. But 

if you leave the application running, and change the 

default printer to Printer2 (under Windows -> Settings 

-> Printers), the application will still print to Printer1. 

But if you close the application, change the default 

printer from Printer1 to Printer2 (under Windows -> 

Settings -> Printers), it will then print to Printer2 as 

expected. The gotcha is which printer the application 

detects as the default printer, and that is determined by 

what the application detects when it initially comes up.

NDS Health Check Procedures

Technical Information Document

#10012858

To maintain and to put in place preventative measures 

for Novell Directory Services, you should perform the 

following operations once a week for a dynamic tree 

and once a month for a static tree on every NetWare 

server (this Health Check frequency is a general rule). 

To determine whether you have a dynamic tree or a 

static tree, read the end of this document. Step 10, 

Repair local DS database, should be performed after 

business hours and/or when errors occur during Steps 

One through Nine. These health checks have been 

designed for the following versions of NetWare and 

NetWare Directory Services:

• Novell NetWare 4.11

• NetWare 5.0

• NetWare 5.1

• Novell Directory Services version 8

• The information found in this TID was also 

formerly in TIDs #2913292 and #2921544

Note: For very large trees and for a large number of 
partitions, it is still advisable to perform all 10 steps 
for every server. But for an abbreviated version, per-
form all 10 steps on the MASTER replica server for each 
partition, starting with the MASTER replica server for 
the [Root] partition and working down the tree.

Step 1: Checking DS Versions (DSRepair)
The DS.NLM should be the same version on every 

NetWare 4.1x and/or NetWare 5.x server in the tree 

(all DS versions 6.x, 7.x, and 8.x), and should be the 

latest server versions available. (All servers in the tree 

need to be patched with the latest available support 

packs).

Performing a time synchronization check within 

DSRepair (DSREPAIR.NLM | Time Synchronization) 

will report in a list format the DS.NLM version for 

each file server in the tree. Otherwise, you can type:
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Modules DS.NLM <Enter>

at each server console prompt.

Note: CD Towers are exceptions to this requirement.

Step 2. Time Synchronization (DSRepair)
Time synchronization is critical for Directory Service 

functions. This operation can be performed by 

selecting Time Synchronization from the “Available 

Options” menu in DSREPAIR.

Step 3. Server-to-Server Synchronization 
(DSTRACE)
A server must have a replica to display any Directory 

Services trace information. From the file server 

console prompt, type the following:

• SET DSTRACE=ON (this activates the trace 

screen for Directory Services transactions)

• SET DSTRACE=+S (this makes it so you can see 

the synchronization)

• SET DSTRACE=*H (this initiates 

synchronization between file servers)

The Directory Services trace screen can be viewed by 

selecting Directory Services from the list of Current 

Screens that you see when you press <Ctrl> <Esc> 

simultaneously. If there are not any errors, you will see 

a line displaying “All processed = YES.” This message 

will be displayed for each partition contained on this 

server.

If the information is more than can fit on a single 

screen, use the following commands 

• SET TTF=ON (To Trace the Synchronization to a 

File. SYS\:SYSTEM\DSTRACE.DBG) 

• SET DSTRACE=*R (resets the file to 0 bytes)

• SET TTF=OFF (once NDS has completed 

synchronizing all partitions) 

You can then map a drive to your server’s 

SYS:SYSTEM directory and bring the 

DSTRACE.DBG file up in a text editor. Search for 

“-6**” (this will show any NDS errors during 

synchronization, such as -625), or “YES” (this will 

show successful synchronization for a partition).

Step 4. Replica Synchronization 
(DSRepair)
A server must have a replica for this operation to 

display the replica synchronization status. To see this 

information, choose following path: DSREPAIR.NLM 

| Available Options| Report synchronization status. 

Step 5. External References (DSRepair)
From the “Available Options” menu in DSRepair, 

select “Advanced options menu,” then select “Check 

External References.” This option will display external 

references and obituaries and will show you the states 

of all servers in the back link list for the obituaries.

Step 6. Replica State (DSRepair)
From the “Available Options” menu in DSRepair, 

select “Advanced Options Menu,” then select “Replica 

and Partition Operations,” and verify that the replica 

state is ON.

Step 7. Remote Server IDs (DSRepair) 
From the “Available Options” menu in DSRepair, 

select “Advanced Options Menu,” then select “View 

Remote Server ID List.” Press <Enter> and this should 

bring up the “Remote Server ID Options” menu; select 

the “Verify All Remote Server IDs” option. 

This option executes authentication from server to 

server using the remote server’s ID. This option also 

verifies this server’s ID on the other servers.

Note: For NetWare 5, use DSREPAIR | Advanced 
options menu | Replica and partition operations | 
select a partition | Repair selected replica. This will 
give you the line “OK - authenticated to server,” which 
is the same as the option listed above for NetWare 4.

Step 8. Replica Ring (DSRepair)
In order to check for replica ring mismatches, run 

DSRepair on the server that is holding the MASTER 

replica of each partition and also on one of the servers 

that is holding a Read/Write replica. From the 

“Available Options” menu, select the “Advanced 

Options Menu,” select “Replica and Partition 

Operations,” then select “View Replica Ring” and 

verify that the correct servers are holding replicas of 

that partition.

Step 9. Schema (DSTRACE) 
A server must have a replica to display any Directory 

Services trace information. From the file server 

console prompt, type the following:

• SET DSTRACE=ON (this activates the trace 

screen for Directory Services transactions)

• SET DSTRACE=+SCHEMA (this will display 

schema information)

Time synchronization is
critical for Directory
Service functions.
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• SET DSTRACE=*SS (this initiates schema 

synchronization)

The Directory Services trace screen can be viewed by 

selecting Directory Services from the list of Current 

Screens that is made available when you press the 

<ctrl> and <esc> keys simultaneously. Check for the 

message “SCHEMA: All Processed = YES.”

Step 10. Repair Local Database (DSRepair)

Note: Administrators may opt to perform this as an 
after-hours operation!

Suggested procedure is as follows: from the server 

console prompt, type 

LOAD DSREPAIR <Enter>

Select the Advanced Options Menu, then the Repair 

Local DS Database option. Accept the defaults on this 

page. This option will lock the Directory Services 

database. DSREPAIR will display a message stating 

that authentication cannot occur with this server with 

Directory Services locked; i.e., users will not be able to 

login to this server during this operation. For this 

reason, this operation may need to be performed after 

business hours.

Step 11. Disaster Recovery
For disaster recovery, load DSREPAIR -RC. This 

switch will create a database dump file 

(SYS:\SYSTEM\DSREPAIR.DIB for DS version 6 

and 7 and SYS:\SYSTEM\DSR_DIB\00000000.$DU 

for DS version 8). You will need assistance from 

Novell Support staff to restore this file.

If left running, DSTRACE requires server resources. 

After completing the DSTRACE checks, enter the 

following DSTRACE commands to turn it off: 

• Set DSTRACE=nodebug

• Set DSTRACE=+min

• Set DSTRACE=off

Determining If You Have a Dynamic or 
Static Tree
Read the following to determine if you have a dynamic 

or static tree. 

Static NDS Tree. A static tree has minimal routine 

changes. For example:

• You make only simple changes, such as adding or 

deleting user objects.

• You create a partition or add a server every couple 

of months.

• Because you make fewer changes to a static NDS 

tree, you only need to perform NDS health checks 

once a month.

Dynamic NDS Tree. A dynamic tree has frequent 

non-routine changes. For example:

• You create a partition or add a server weekly.

• You are in the process of developing the tree. For 

example, if you were upgrading a NetWare 3 or 4 

network to a NetWare 5 or 6 network, your 

company would have a dynamic NDS tree during 

the upgrade process.

• You are undergoing a period of change. For 

example, if your company were reorganizing, 

selling off part of its business, or merging with 

another company, you would have to modify the 

NDS tree.

If your company has a dynamic NDS tree, you should 

perform an NDS health check once a week. However, 

as the pace of change decreases and the NDS tree 

becomes static, you can begin to perform NDS health 

checks less frequently.

Are You a Member of Novell 

Users International (NUI)? You 

Should Be!

Come and see what you’ve been missing. As a member 

of NUI, you will benefit from the organization’s 

relationship with Novell and Novell partners. You’ll 

also meet with peers who have many of the same 

experiences as you in maintaining simple-to-complex, 

multi-platform networking environments. So come and 

be a part of NUI group in your area today! To start, 

see: http://www.nuinet.com.

As a member of NUI,
you will benefit from the
organization’s relation-
ship with Novell and
Novell partners. 
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Excerpts from TCP/IP on 

“NetWare 6 – Frequently 

Asked Questions”

This Novell TCP/IP Frequently Asked Questions 

(FAQ) document provides answers to a selection of 

common questions on the various protocols (IP, TCP, 

UDP and others) that make up the TCP/IP protocol 

suite. The FAQ also provides some implementation 

details on NetWare, specifically NetWare 6. This 

excerpt will look at the following subjects:

• Administration

• IP Addressing

• Load Balancing and Fault Tolerance

• Routing Protocols 

• Tools

Administration

Q. Does NetWare 6 support Native IP?

A. Yes, NetWare 6 completely supports Native IP.

Q. What are the binaries for NetWare 6 TCP/IP?

A. The binaries for NetWare 6 TCP/IP are:

• TCP.NLM, TCPIP.NLM, BSDSOCK.NLM – 

both secure and non-secure versions.

• NETLIB.NLM – one version which runs with 

both secure and non-secure versions of the earlier 

NLMs.

• INETCFG.NLM and TCPCFG.NLM – these 

utilities are used for configuration.

Q. In which directories do the TCP/IP binaries 

reside?

A. The TCP/IP binaries reside in the SYS:\SYSTEM 

directory.

Q. Which utility can I use to configure the TCP/IP 

stack?

A. The following two utilities are used to configure 

the stack: INETCFG.NLM and TCPCON.NLM. 

At the server console prompt, type:

inetcfg <Enter>

or

tcpcon <Enter>

Q. How does one monitor the different statistical 

variables of the TCP/IP stack?

A. You can use the tools Monitor and TCPCON that 

list all the sub-options of the stack.

Q. Is the NetWare 6 TCP/IP stack different from the 

previous version of TCP/IP stack in NetWare? If 

so, how?

A. Yes this stack is very different from its earlier 

versions. The NetWare 6 TCP/IP stack gives you 

many more features like:

• Load Balancing and Fault Tolerance

• SACK and Large Windows

• Dead Gateway Detection and Multiple Default 

Gateways

• Path MTU Black hole detection and recovery for 

TCP connections

• MP enabled TCP and UDP stacks

• Defense against FIN, SYN and Smurf attacks and 

many more

IP Addressing

Q. How can I configure the IP address of a NetWare 

server?

A. Once you have configured the network boards, go 

into the INETCFG utility to > Bindings > 

Configure and put in the IP address with netmask. 

You can also do this by using the command line:

bind ip <driver name> address = <ip address>

mask = <netmask>

Q. Does NetWare 6 support subnetting?

A. Yes NetWare 6 supports subnetting.

Q. Does NetWare 6 support supernetting?

A. Yes it is supported, but only on end hosts.

Q. What should you take care of while configuring a 

supernetted address on a NetWare server?
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A. You can not make a NetWare server a router 

while supernetting is enabled.

Q. What is an ARP-able and a non-ARP-able 

primary IP address?

A. ARP-able is the one that responds to an ARP 

request, non-ARP-able does not propagate the 

MAC address outside. If an IP address is bound 

with the no-ARP option enabled, a new IP 

address will be created on the basis of the MAC 

address where it is bound.

Q. What is an ARP-able and a non-ARP-able 

secondary IP address?

A. The ARP-able secondary IP address responds to 

an ARP request while the non-ARP-able 

secondary IP address does not propagate the 

MAC address outside. The IP address will remain 

the same in case of noARP also.

Q. Why is a secondary IP address used?

A. The secondary IP address can be used to 

configure NetWare as a multi-homed host. Then 

the client will see each secondary IP address as a 

logical host. Secondary IP address can also be 

used to launch different services on different IP 

addresses.

Another benefit that the secondary IP address 

provides is that it can be configured as a virtual IP 

address using the Non-ARP option, which can be 

used for load balancing in a clustering environ-

ment.

Q. How can I add a Secondary IP Address?

A. To do so, go to the server prompt and enter the 

following:

add secondary ipaddress <ipaddress>

Q. How can I remove the Secondary IP Address?

A. To do so, go to the server prompt and enter the 

following:

Delete secondary ipaddress <ipaddress>

Q. How do you display a Secondary IP Address?

A. To do so, go to the server prompt and enter the 

following:

display secondary ipaddress

Q. Is it possible to add a non-ARP-able Secondary 

IP Address?

A. You can add non-ARP-able Secondary IP 

Address using the command line option at the 

server console. To do so, type the following:

add secondary ipaddress <ipaddress> noarp

Q. How do you add a Secondary IP Address to a 

specific card?

A. To add a Secondary IP Address to a specific 

network board, type the following at the console 

prompt:

add secondary ipaddress <ipaddress> 

After this, you will be prompted to select which 

network board you want to specify in case this is 

a multi-homing machine. 

Q. What is the support for Direct Server Return 

(DSR) that is provided by the stack?

A. You can configure Direct Server Return by using 

non-ARP-able Secondary IP Addresses.

Q. What is multi-homing?

A. Multi-homing is the feature that enables a system 

to have more than one network interface and it 

also ensures that the interface assumes multiple 

IP addresses on the same network. It is typically 

used for all IP networks bound to a router, 

irrespective of whether the networks are bound to 

the same interface or to different interfaces.

Q. What kind of multi-homing support is available in 

NetWare 6?

A. NetWare 6 supports different kinds of 

multi-homing combinations; between 

Single/Multiple NIC and also between 

Single/Multiple IP Addressing.

Q. What is interface grouping?

A. Grouping is the process of selecting the NICs you 

want from the available set of multi-homed NICs. 

After selecting the required NICs (Grouping) 

they can be enabled for load balancing and fault 

tolerance. These NICs should be bound to the 

same subnet.

In NetWare 6, two types of grouping enable you 

to optimize the load balancing and fault tolerance 

feature. They are:

 • Single IP Address/Multiple NICs are grouped 

automatically.

How can I remove the
Secondary IP Address?
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 • Multiple IP Addresses/Multiple NIC can be 

manually grouped and later ungrouped as 

needed.

The advantage of grouping in NetWare 6 is that 

once you group the NICs, load sharing is auto-

matically enabled. Also, once the NICs are 

grouped, they are visible as a group of network 

adapters for a group of IP addresses or for a sin-

gle IP address. 

This group will have a singular identity with its 

own set of properties and the properties of indi-

vidual NICs in this group would no longer be 

valid. After that, each and every IP Address will 

look like it is associated with more than one Net-

work Adapter. This is the basis of the load bal-

ancing and fault tolerance. To optimize the 

advantages of the grouping feature, the user must 

ensure that all the NICs to be grouped reside on 

the same LAN segment.

In NetWare 6, grouping is performed in a way 

that all the MAC addresses are visible to the outer 

world and they can use that addressing structure 

to send their requests. Once the NICs are 

grouped, their individual identity is no more 

valid. However, if the network administrator 

wants to preserve the individual identity, Net-

Ware provides the option of ungrouping the NIC.

Q. Can I group Interfaces with different IP 

addresses?

A. Yes, you can group interfaces with multiple IP 

addresses, provided all the IP addresses belong to 

the same subnet.

Q. Can I group interfaces bound to different 

networks?

A. No, you can’t do that.

Q. How do I check the multi-homing configuration 

of the NetWare server?

A. Right now you can verify this by typing the 

following at the server console prompt:

display secondary IP address

In NetWare 6.1, this ability will be available in 

the “Config” console command.

Q. Can I ungroup interfaces with different IP 

addresses?

A. Yes, you can do that. Ungrouping is a process of 

removing a particular NIC from the grouped set. 

Ungrouping can be done for the Multiple IP 

addresses/Multiple NICs type of groups. 

Ungrouping is most advantageous when the user 

wants to configure a particular NIC differently 

from the group. NetWare 6 provides that capabil-

ity. Also the NICs are LAN-segment indepen-

dent. Such types of ungrouping can be used for 

security purposes, for QOS, or for a different con-

figuration on a particular network card.

Load Balancing and Fault Tolerance

Q. How do I configure load balancing and fault 

tolerance in NetWare? How do I verify the 

configuration?

A. You can configure load balancing and fault 

tolerance using the INETCFG utility. You can 

verify the same using the TCP/IP (TCPCFG) 

protocol configuration utility.

Q. Can I configure the load balancing and fault 

tolerance feature using a command line 

interface?

A. No, you can’t do that. You can configure load 

balancing and fault tolerance using the INETCFG 

utility only.

Q. How do I verify load balancing is working?

A. Right now there are no statistics available to 

provide this information in the production 

version. However, in the debug version of 

TCP/IP NLM, this can be viewed by typing:

_IP <Enter>

at the server console prompt. The other way of 

verification is by capturing packets and checking 

the source MAC address of the outgoing packets.

Q. Can I group adapters with different capacities, 

different vendors, and different properties (such 

as network boards with Hardware check 

summing support, etc.)?

A. Yes, you can group adapters with different 

capacities and from different vendors.

Q. What is a primary interface in load balancing 

and fault tolerance group?

A. When you group a number of interfaces, one 

interface will automatically become the primary 

interface. However, you do have the option of 

Can I group Interfaces
with different IP
addresses?
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changing this interface and making another one 

the primary interface. The primary interface in 

the group handles all the broadcasts and routing 

related issues for the group.

Q. What is the difference between grouped and 

ungrouped interfaces?

A. Grouped interface will participate in load sharing, 

load balancing and fault tolerance, while 

ungrouped interfaces cannot participate in these 

features. Ungrouping can be done for the 

Multiple IP addresses/Multiple NICs type of 

groups.

Ungrouping is most advantageous when the user 

wants to configure a particular NIC differently 

from the group. Grouped interface adapters will 

have the same properties, while ungrouped adapt-

ers may have different properties.

Q. What properties are in common when multiple 

interfaces are grouped?

A. The following properties are in common when 

multiple interfaces are grouped: 

• Subnet Mask

• Frame type

• RIP options

• OSPF options

• Broadcast address

• Multicast override IP address

• TOS

• ARP options

• Router Discovery options

• NAT options

• Load balancing and Fault Tolerance options.

Q. How do I enable Load Balancing and Fault 

Tolerance for a group?

A. In the INETCFG utility, there are two switches: 

system and group. You have to enable load 

balancing and fault tolerance at both the places 

within INETCFG (under the Protocols and 

Bindings options). When the same IP address is 

bound to multiple interfaces, load sharing and 

fault tolerance is enabled by default.

Q. How does NetWare 6 handle broadcast and 

multicast packets?

A. If a group already exists, then broadcast packets 

are handled by the primary interface. Otherwise, 

every interface will handle the broadcast. 

Multicast would also be handled by every 

interface.

Q. What will happen to TCP connections when one 

of the adapters fails and the other one takes over?

A. Nothing, thanks to fault tolerance, the TCP 

connections would remain intact.

Q. Will there be any packet drop during adapter 

failover?

A. Yes, there could be a minor packet drop during 

failover. Connection-oriented applications like 

TCP won’t find out any difference, whereas 

datagram applications like UDP will see a packet 

drop based the configured fault tolerance interval.

Q. How does the client come to know that the 

adapter to which it is connected is failed and it 

has to send request to the new adapter?

A. When an adapter fails, a Gratuitous ARP would 

be sent to the client with the new adapter’s MAC 

address.

Q. How is this solution different than the Compaq 

teaming solution?

A. In this solution, the MAC addresses are visible 

and multiple configurations are possible, which is 

not the case in the Compaq teaming solution. The 

Novell teaming solution is vendor-independent 

and operates from Layer 3.

Q. Do clients see the same MAC address for all the 

interfaces in the grouped network?

A. No, all the MAC addresses are visible.

Q. Does the load balancing and fault tolerance 

solution co-exist with third party solutions like 

Compaq’s ALB and NFT feature?

A. No, the NetWare solution is different from 

Compaq’s solution. The main difference being 

that in the NetWare solution the MAC addresses 

are visible and multiple configurations are 

possible.

Q. Is this feature supported on all network adapters? 

Does it require specific driver to be installed?

A. This feature is supported on all those network 

adapters that strictly follow ODI specifications.

What properties are in
common when multiple
interfaces are grouped?
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Q. Why have load balancing when you already have 

load sharing?

A. This feature is an enhancement of what load 

sharing gives you. This is an intelligent algorithm 

and is helpful when the drivers are heavily 

loaded.

Q. Can load balancing alone be configured, without 

having fault tolerance on as well?

A. Yes, load balancing alone can also work.

Q. Can Load Balancing be an overhead with the 

increase in the number of NICs?

A. Load balancing has a slight overhead, but the 

benefits it gives surpass the cost it takes to run.

Q. Is fault tolerance and load balancing supported 

with Token-Ring and FDDI?

A. No, it is supported in the Ethernet protocol only. 

This would be supported in future releases.

Q. How do I know when any of the network boards 

fail? Would fault tolerance give me any alert 

messages?

A. Yes, fault tolerance would give you an alert on 

the logger screen. It will appear from the 

following command:

display secondary IP address 

The command will display DOWN if the inter-

face is faulty.

Q. How do ARP entries of our server at routers get 

flushed in case of fault tolerance? How does load 

balancing happen across different NICs?

A. By using Gratuitous ARP, fault tolerance can 

advertise the new MAC address for any IP 

address so that the older entry would be flushed at 

the router. For load balancing, fault tolerance 

sends a reply for the ARP request of the client 

with the least-loaded MAC address. For send 

packets, we use any of the grouped interfaces, 

depending on the load.

Q. Does the load get balanced between gateways?

A. No, the load is not balanced. The NetWare 6 

stack provides fault tolerance only between 

gateways.

Routing Protocols

Q. What routing protocols are supported on the 

NetWare 6 TCP/IP stack?

A. This stock provides the following routing 

protocols:

 • RIP I and RIP II

 • OSPF

 • EGP

 • ICMP Router Discovery

Tools

Q. What kind of tools are available to check the 

network connectivity?

A. The TCP/IP stack itself gives you Ping and tping 

to help you check network connectivity.

Q. Does NetWare support trace route utility?

A. Yes, such a utility is supported and it’s called 

IPTrace.

Q. Can I use the IPTrace utility with more Hops?

A. Yes, you can change the Hops option.

Q. Is the IPTrace utility different from the one 

released in NetWare 5? If so, what are its new 

features?

A. Yes, NetWare 6’s IPTrace utility is different. A 

number of new features that are provided include:

 • PMTUBHR - used for detecting a PMTU 

Black Hole router

 • STARTHOP - starting a TTL value

 • PKT – number of packets sent for each Hop 

(default 3)

Q. How do I monitor TCP/IP statistics?

A. You can monitor the TCP/IP statistics using the 

TCPCON utility. You can also type _TCP 

<Enter> at the server console prompt, then select 

1.

Q. How can I find a black hole router between any 

two hosts?

A. You can find a black hole between any two hosts 

with the tping utility and using a different packet 

size along with the “set don’t fragment bit” 

parameter.

How do ARP entries of
our server at routers get
flushed in case of fault
tolerance? How does
load balancing happen
across different NICs?
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TIDs of the Month

The Technical Information Documents (TIDs) are 

brought to you by Novell’s Support Connection site, 

which you can find at http://support.novell.com. We’ll 

be looking at a selection of TIDs from several 

categories, giving you a brief summary of the issue the 

TID addresses, along with its TID number and 

corresponding URL for your quick perusal. 

The categories for this month include Novell Directory 

Services (NDS) or eDirectory, NetWare 4, NetWare 5, 

NetWare 6, ZENworks for Desktops, Novell Client for 

Windows, GroupWise 6, Novell BorderManager 3.5, 

and LDAP Services for NDS 3.0.

Novell Directory Services (NDS) or 
eDirectory
You just recently introduced eDirectory 8.5xx or 8.6 

into your network environment and now you are 

noticing that objects are synchronizing continuously. 

So you go into DSTRACE and find out that the 

synchronization process is completed, yet the objects 

continue to synchronize over and over. What do you do 

at this point?

TID #10065699 may be of some assistance. The TID 

points out that continuous synchronization is when 

Transitive Vector values are missing on the transitive 

vector attribute. This TID then explains how to 

determine if you do have a missing value on the 

Transitive Vector and what to do about it if you do. 

This involves downloading some updated files to help 

the process along.

To get to the updated files and this TID information, 

see: http://support.novell.com/cgi-bin/search/

searchtid.cgi?/10065699.htm

NetWare 4
There’s a patch file called snmpfix.exe that is available 

for all NetWare servers from NetWare 4.x to NetWare 

6. TID #2961546 is entitled “SNMP Vulnerability Fix 

for NetWare 4.x, 5.x, and 6.x” and addresses the 

SNMP vulnerability issues that are listed in the Issues 

Section of readme file that comes with the executable.

According to the TID’s document, “The files 

SNMPLOG.NLM and SNMPLOG.MSG are the same 

as the ones we ship with NW5.1 SP4 and NW6 SP1. 

But the files SNMP.NLM and SNMP.MSG are newer 

in this TID than the files shipping in NW5.1 SP4 and 

NW 6 SP1. Hence if the support pack is already 

applied then only SNMP.NLM and SNMP.MSG has to 

be replaced else all the four files have to be replaced. 

“These modules will not be in a NetWare 4.x Support 

Pack. This was tested on 4.11, 4.2, 5.0, 5.1, and 6.0 

only.”

You can view TID #2961546 and download the 

snmpfix.exe file at http://support.novell.com/cgi-bin/

search/searchtid.cgi?/2961546.htm

NetWare 5
You have the need to downgrade your NetWare 5.x 

servers to a previous NetWare Directory Services. Do 

you know the steps necessary to perform this function? 

If you don’t, take a look at TID #10060422 and see 

what it has to offer.

TID #10060422 deals with the following OSes and 

DSes:

• Novell Netware 5.0 

• Novell NetWare 5.1 

• NDS 8 

• NDS 7 

• Novell Directory Services 

To go directly to how to downgrade your Directory 

Services on NetWare 5.1 servers, see: 

http://support.novell.com/cgi-bin/search/searchtid.cgi

?/10060422.htm
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NetWare 6
You have recently installed eDirectory 8.6 or NetWare 

6 into an existing NetWare 5.1 tree. If you use the 

DSTRACE utility or are looking at Transitive Vectors, 

you find that the NetWare 6 servers are being updated 

and everything is synchronized, but the Partition Status 

attribute is not being updated. You are now 

experiencing a number of messages, such as:

• “All servers synchronized up to time: xx-xx-xxxx 

12:57:54 Warning” 

• NetWare 6 Server showing up as all *********** 

in DSREPAIR | Report Sync Status 

• All processed = YES for all partitions 

• Transitive Vectors are all up to date for each 

partition

TID #10065804 tells us there are two possible 

solutions to the problems you are experiencing. One of 

the solutions includes applying Support Pack 1 for 

NetWare 6 from http://download.novell.com.

According to its documentation, “NW6SP1.EXE 

Support Pack 1 includes eDirectory 8.6.2 (You may 

also apply eDirectory 8.6.2 separately without the 

Support Pack, however eDirectory 8.6.1 MUST be 

installed prior to installing the stand alone 8.6.2 

Directory Services patch. (EDIR862.EXE).”

The second solution gives a valid work-around until 

the server can be updated. See TID #10065804 at: 

http://support.novell.com/cgi-bin/search/searchtid.cgi

?/10065804.htm

Novell ManageWise
You are running Novell ManageWise 2.5 or 2.6 and 

you receive the following messages:

• When a segment is selected and polled the 

following error is displayed Error: “Segment not 

monitored”

• View All Network Segment list is empty 

• Segment is not included in the View All Network 

Segment list 

• Unable to capture packets on segment 

If you are receiving such messages, take a look at TID 

#10011530. Entitled “Troubleshooting Lanalyzer 

Agent Problems,” this TID gives you guidelines that 

you can perform until you achieve full functionality.

To go directly to TID #10011530, see 

http://support.novell.com/cgi-bin/search/searchtid.cgi

?/10011530.htm

ZENworks for Desktops
So you are using Novell ZENworks for Desktops 3.2 

and you have just put the latest Windows updates for 

your Microsoft Windows XP workstations, which are 

also running the Novell Client 4.82 for Windows XP.

But with the new updates, you now find that you are 

unable to import the Microsoft Windows 2000/XP 

SYSTEM.ADM file into ZENworks Extensible Policy. 

Because of this, C1 appears to hang whenever you 

modify a Microsoft Windows 2000/XP 

SYSTEM.ADM file. This happens when the .ADM 

file is added to a User or Workstation Extensible 

Policy. 

So what to do now? A good starting point is TID 

#10068333. Entitled “Unable to Import Microsoft 

Windows 2000/XP SYSTEM.ADM file into 

ZENworks Extensible Policy,” this TID tells you 

where to find the wmpolicies*.jar files in the latest 

ZENworks for Desktops 3.2 patches.

To go directly to TID #10068333, see the following 

URL: http://support.novell.com/cgi-bin/search/

searchtid.cgi?/10068333.htm

Novell Client for Windows
You are running Novell Client 4.81 PT1 for Windows 

NT/2000 and Novell Client 4.82 for Windows XP on 

your workstations and you are not able to start up 

16-bit applications on those workstations. This 

particular problem is due to a problem with the 

NetWare.DRV file.

TID #2961694 deals with this problem and gives you 

the downloadable 291158.exe file. Entitled “No 

Longer Able To Start 16-bit Applications Like 

wow.EXE on Some Workstations,” the executable 

offers a replacement version for NetWare.DRV and 

these other files:

• 291158.INF 

• 291158.TXT 

• NETWARE.DRV 
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To view TID # 2961694, and get the 291158.EXE 

executable file, go to: http://support.novell.com/

cgi-bin/search/searchtid.cgi?/2961694.htm

GroupWise 6
You are using one of the following products with 

GroupWise:

• Novell GroupWise 5.2 

• Novell GroupWise 5.5 

• Netware for Small Business 

• Novell Enterprise Server 

• Netware 5 

• Novell NetWare 6.0 

• Novell GroupWise WebAccess 6.0 

• Novell GroupWise WebAccess 

With these products, you are having the following 

problems:

• Slow login to GroupWise WebAccess 

• WebAccess is very slow when logging in. 

• Takes along time before folders and mail display 

in WebAccess 

• Slow performance occurs when using an 

unregistered IP address 

These problems occur because the Webserver is doing 

a reverse lookup when displaying the folders and mail. 

The workarounds are covered in TID #10008300.

To access TID #10008300, see the following URL: 

http://support.novell.com/cgi-bin/search/searchtid.cgi

?/10008300.htm

Novell BorderManager Firewall Services 
3.6 Support
You are running a BorderManager server and you 

receive the following error message:

“NAT Filter Exception: Private client to public POP3 

Mail server.”

Along with this error message, you find out that you 

can't send or receive mail from POP3 Account though 

the BorderManager Firewall. You may also find that 

the Netscape Mail is not working properly though 

BorderManager and that the default filters do not allow 

out for Netscape or POP3 Mail.

The solution? You need workstations on the private 

side of the BorderManager Server to be able to send or 

receive mail to public POP servers on the public side 

of the BorderManager Server. And this is what TID 

#10010998 is all about. TID #10010998 is entitled 

“NAT Filter Exception: Private Client to Public POP3 

Mail Server” and all of the details needed to solve 

these problems are listed here.

To find out more information on TID #10010998, see 

http://support.novell.com/cgi-bin/search/searchtid.cgi

?/10010998.htm

You Want Some More?
If you want to find more TIDs in these several 

categories or on any other Novell products, perform 

the following steps from your browser at 

http://support.novell.com.

In the list of Support Links that appear either along the 

left-hand side or in the middle of the screen, click on 

the “Product-Specific Support” link. 

From the resulting list of Novell products, select the 

product of your choice.

Under the “What’s New” category, click on “Last 7 

days” to see the technical documents that were created 

or have been updated in the last 7 days for the product 

you selected. You can also look at documents that have 

been created in the last 14 or 30 days (14 days may be 

the new default--only time will tell).

Choose the TIDs that apply to your circumstances.
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NW51SP4 Abending ArcServe 6.6 or 7
Dear Ab-end: After applying NetWare 5.1 Support 

Pack 4 (NW51SP4) to my NetWare 5.1 server, the 

ArcServe (6.6. or 7) program abends while loading. 

What can I do to get around this problem?

—Arcing in Arden

Dear Arcing: You should apply the following patch to 

ArcServe, depending on the version of ArcServe you 

are running:

• For ArcServe 6.6, go to the following URL:

http://support.ca.com/Download/patches/asitnw/

LO94073.html

(Support Pack 4 for ArcServe 6.6 is required for this 

patch to work.)

• For ArcServe 7, go to the following URL:

http://support.ca.com/Download/patches/asnw7/

QO05996.html

Note: While this patch is labeled to make Arcserve 
NetWare 6 compatible, it also fixes some serious Net-
Ware 5.1 related bugs that come to the surface when 
you install NetWare 5.1 Support Pack 4.

NetWare 6 Looping Problems
Dear Ab-end: I’m installing NetWare 6 on a new sys-

tem. The last thing I see on the screen is:

PVER500.NLM [OK]

then the system starts the Loading... process all over 

again. The hardware I am using is as follows:

• Intel SDS2 Motherboard

• 1GB Ram

• 2 PIII 1.26Ghz processors

• 2 U160 SCSI drives

• IDE CD-ROM

Why do I keep restarting the loading process?

—Looping in Lorain

Dear Looping: The root cause of this behavior is 

NetWare 6 is unmapping areas in memory at the 

beginning of NetWare boot as a security measure that 

are also in use by the system’s BIOS. This issue seems 

to be restricted to this particular motherboard. 

This problem can best be dealt with by putting the 

SERVER.EXE file that comes with the NetWare 6 

Service Pack 1 (NW6SP1) in the NWUPDATE 

directory of the DOS boot partition.

NW51SP4 and Server Memory Issues
Dear Ab-end: After applying Support Pack 4 to a Net-

Ware 5.1 server (NW51SP4), the server runs out of 

memory and all memory seems to be allocated by 

NWPA.NLM. What can I do about this?

—Losing Memory in Messina

Dear Losing: The module NWASPI.CDM (version 

3.22) causes a memory leak in NWPA.NLM. If you are 

using Arcserve, you should switch to the 

CANWPA.CDM module. 

If you are using some other third-party backup solution 

that relies on NWASPI.CDM, you should downgrade 

the NWASPI.CDM module to 3.21. This is the version 

that was included in NW51SP2a and NW50SP6. Note 

that NW51SP3 contains NWASPI.CDM version 3.20, 

which has other issues, so use version 3.21.

ConsoleOne Utility Downgraded After 
Applying NW51SP4
Dear Ab-end: Why is my version of the ConsoleOne 

utility different after applying NW51SP4 update?

—Down and Out in Dubuque

Dear Down: Please refer to Technical Information 

Document (TID) #10069061. Entitled “NW51SP4 

Downgrades ConsoleOne to v1.2d.1,” this TID offers 

the following explanation:

“During the installation of the NetWare v5.1 Support 

Pack 4, ConsoleOne may be downgraded to v1.2d.1. 

This means that snap-ins for products like ZEN for 

Desktops v3.2 and GroupWise v6 may no longer 

function. The downgrade occurs when there is not an 

entry in the PRODUCTS.DAT file for ConsoleOne. 

This downgrade only affects the server installations 

Why is my version of the
ConsoleOne utility dif-
ferent after applying
NW51SP4 update?
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and will leave workstation ConsoleOne installations 

intact.”

The TID also explains that there are several fixes for 

the problem and gives three fixes.

High CPU Utilization Because of 
XCONSSVR.NLM in NW51SP4
Dear Ab-end: After applying Support Pack 4 to a Net-

Ware 5.1 server, I experienced constant high CPU uti-

lization, even when the server seems to be idle. What’s 

wrong with this picture?

—CPU High in Castellon

Dear High: Check to see if you are using 

XCONSSVR.NLM on your server. If you are, you 

need to apply the following patch:

http://support.novell.com/servlet/tidfinder/2961379 

Entitled “XCONSSRV High Utilization Fix,” TID 

#2961379 provides the patch file xconss9f.exe and 

explains the following:

“XCONSSRV.NLM is used with XCONSOLE.NLM 

to provide remote NetWare console control through 

TELNET. This XCONSSRV.NLM (v9.00f) corrects a 

high CPU utilization problem. This version is already 

present in NW 6.0. It has also been tested and is 

applicable to NetWare 5.1 and NetWare 4.2 

environments.”

Bulk-load Potential of eDirectory
Dear Ab-end: We have a very large customer who is 

planning on purchasing more than 60 million seats of 

eDirectory. They recently have been doing product 

comparisons however, and found that they can 

bulk-load users exponentially faster using Oracle Inter-

net Directory. 

There are people with a lot of political power in the 

customer’s organization who would lean away from 

eDirectory, and are using this bulk loading issue to 

their advantage. Does anyone have any documentation 

that compares eDirectory/NDS to OID, or any helpful 

information on what OID is doing (or not doing) dur-

ing the bulk-load (we'll compare this to the processes 

that occur during NDS bulk loading)?

—Cheering for eDirectory!

Dear Cheering: Having performed numerous 

eCommerce directories. I can honestly say the 

bulkloading operation is the least significant part of the 

deployment, but the most commonly debated. If you 

are planning to reinstall your directory every day, then 

maybe it would be something to talk about. 

As far as disaster recovery is concerned, I have some 

better options than a reload of the data, such as:

• Replication

• DIB restore

• Disaster recovery tree via DirXML

Typically, things like indexing, password generation, 

and schema checking slow down bulkload times. You 

can decrease the bulkload time by moving some of the 

indexes offline, especially the substring ones, along 

with adding the passwords in a second LDIF. 

You could adjust the block/record cache ratios and/or 

cache percentage to the hard limit. You could use a 

mirror instead of RAID5. Every OS is different as far 

as file system tuning goes.

You might also try breaking up your bulkload file so 

you can bulkload to multiple servers at once. 

Replication is a beautiful thing. A friend of mine and I 

bulkloaded 999,900 objects in 1 hour 46 minutes 

during a shoot-out in Paris a few years ago on 

NetWare. We created a custom object class and 

adjusted the transaction size, which you can still do 

with the command line ICE.

Also, if you take a look under the covers, one of the 

reasons that OID may be faster is they are a 

DATABASE. Have them perform a real study. Get the 

data in there and then compare access speeds. There 

will be a remarkable difference. 

Remember, databases are great for writes and not so 

great for reads. There is a great article in the November 

2001 AppNotes that covers this comparison. See: 

http://developer.novell.com/research/appnotes/2001/N

ovember/01/a011101.htm

Questions Concerning iChain
Dear Ab-end: I am in an iChain mood and have a few 

questions for you.

1. Can iChain run any web surfing control software 

such as CyberPatrol or SurfWatch?

Can iChain run any web
surfing control soft-
ware such as CyberPa-
trol or SurfWatch?
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2. Can iChain perform incoming URL scanning and 

to reject URLs which have embedded double 

dot,% character substitution, etc.?

3. How does the Apache webserver in NetWare 6 

protect itself against hack attempts via URL? I 

found an entry in the config files to limit the total 

URL length to prevent buffer overflow attacks, 

but so far I haven’t found anything about 

front-end URL scanning. etc.

—Itching for iChain

Dear Itching: In answer to your questions:

1. Can iChain run any web surfing control software 

such as CyberPatrol or SurfWatch? No. iChain is 

designed to control access into the private 

network.

2. Can iChain do incoming URL scanning, to reject 

URLs which have embedded double dot,% 

character substitution etc.? First, think of what 

iChain is--it is a 3A appliance. So only those who 

have rights can access managed URLs through 

iChain. Everything else is ignored. So I guess the 

answer would be yes it does watch what comes in 

and drops what is not controlled through iChain.

3. How does the Apache Webserver in NetWare 6 

protect itself against hack attempts via URL? It 

works just like Apache on any other supported 

platform. You as the administrator define the level 

of accessibility by controlling access to various 

areas of the system through directives.

NetWare 6 Ships with Apache, Not the 
Novell Web Server
Dear Ab-end: I noticed that NetWare 6 ships with a 

new Web Server called Apache. Granted, Apache has a 

solid reputation, but what will happen to the Novell 

Web Server?

—Reminiscing in the Redlands

Dear Reminiscing: According to Novell’s Product 

Manager for Web Servers, Apache is now our 

supported Web Server in the NetWare environment. 

The reference to “experimental” has been removed 

from Apache.org. 

Unfortunately, we still have that reference in the 

shipping documentation for NetWare 6. We will 

remove this reference in the support Pack 1 

documentation for NetWare 6 (NW6SP1). At this 

point, there is nothing we can do about the shipping 

version of NetWare 6 except to tell our customers that 

it is no longer experimental.

In a future release NetWare 6, Apache will be the only 

Web Server that is shipped with it. At that time, the 

Novell Web Server will no longer be in the Red Box, 

but will remain available as download from 

http://www.developer.novell.com. We will do 

maintenance work on the Novell Web Server but no 

new features or capabilities will be added in the future.

All of our new development is going into Apache.This 

includes PHP mod, Perl mod, memory caching, 

Web-based management and integration with the Java / 

J2EE Web services environment. We may also offer an 

open-source database that can be used with the PHP, 

Perl and Java components. Stay tuned for a formal 

announcement on this.

We are moving ahead full speed with a port of the 

Apache 2.0 version which will offer a number of 

advantages over the existing version of Apache on 

NetWare. The real advantage of Apache on NetWare is 

a much stronger security model and one that is 

substantially easier to implement.

DirXML Development Kit 1.1 Does Not 
Work Correctly with eDirectory 8.5
Dear Ab-end: I recently upgraded my DirXML Devel-

opment Kit to v1.1. I have noticed that this does not 

work correctly with my eDirectory v8.5. What is the 

problem?

—Dried Up With DirXML in Dordogne

Dear Dried Up: The formerVice President of Net 

Directory Services at Novell recently offered the 

following explanation as to why DirXML 1.1 requires 

eDirectory 8.6: 

“We had to make a change in eDirectory base code to 

support DirXML 1.1 fully without creating a legacy 

issue that would be with us for all future releases of 

DirXML. So DirXML 1.1 requires eDirectory 8.6 or 

later. Update from 8.5 to 8.6 is non-intrusive, and 

should not be a problem to the customer.”

I recently upgraded my
DirXML Development
Kit to v1.1. I have
noticed that this does
not work correctly with
my eDirectory v8.5.
What is the problem?
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International Version of the NetWare 
Client 4.80
Dear Ab-end: I am upgrading to ZENworks for Desk-

tops v3.2 and my customers would like to upgrade as 

well. They started their upgrade project before the Net-

Ware Client v4.81 became available.

They are now at the point where they want to instruct 

their foreign offices on how to perform the upgrade. 

Since they have standardized on the Client v4.80 with 

NetWare 5.0 Support Pack 4 applied, they want to use 

this version of the client internationally as well. Was 

there ever a multi-lingual version of the Client v4.80 

(plus SP4)? If so, where can I get it?

—Wanting to Internationalize the World

Dear Wanting: Novell’s Client Team has indicated 

that they did localize the Client SP4 in German and 

French, but no other languages, unfortunately. If you 

want to have a fully localized Client, you will want to 

get v4.81 / 3.31. All localized versions are available at 

http://www.novell.com/download.

Click on the left frame to Language and choose the 

language you want; in order to speed up the process, 

choose “Client.”

Proxying from GroupWise 6 to 5.x and 
Back Again
Dear Ab-end: I am the IS Manager for a small Fortune 

500 company. We are strongly considering upgrading 

our Novell GroupWise v5.x infrastructure to Novell 

GroupWise 6. I need to know if a user on a Novell 

GroupWise 6 post office can proxy into a user’s mail-

box on a Novell GroupWise v5.x post office and 

vice-versa. I have read the Novell GroupWise 6 docu-

mentation, and it is unclear on this subject.

—GroupWising with Guesde in Greece

Dear GroupWising: The answer is yes. Novell 

GroupWise 6 can proxy into a Novell GroupWise 5.x 

post office, and the reverse is also true.

Performance Monitoring Multiple CPUs
Dear Ab-end: We have a Dual Processor Dell system 

(Dell Power Edge 2400). We have installed a NetWare 

6 server and Zen-Prometheus 1 Beta. We are interested 

in collecting the performance numbers on ZENworks 

products. 

When we do any operations on the server, we find that 

the CPU utilization (using MONITOR.NLM) does not 

go beyond 50%. What does that number signify? Is 

there anyway we could find out the CPU utilization on 

each CPU?

Do you have any utility for NetWare which provide the 

CPU utilization trend over a period of time?

—Trending in Trinidad

Dear Trending: You can find the CPU utilization on 

each CPU using MONITOR.NLM. Go to Kernel - 

Processors. You can display the CPU utilization trend 

over the period of time using NetWare Remote 

Manager: go to Health Monitor and select CPU 

Utilization-0 and CPU Utilization-1.

Correction from an Alert Reader
In your “Dear Ab-end” column, there was a query 

about Promise/Highpoint controllers and if Netware 

drivers exist for them. 

In fact, Promise does have a NetWare 3x/4x/5x driver 

for some of their FastTrak IDE-Raid card products and 

for their Ultra100 IDE channel cards. See 

http://www.promise.com/support/novell2_eng.asp?

mode=download 

I have used the Raid driver and although that’s all it is 

(just a driver, no monitoring tools to go with it as there 

are in the Windows versions), it has been working 

okay on NetWare 5.1.

Regards,

Graham Marsh

Hong Kong

Note: Unless otherwise mentioned, all of the material 
for Dear Ab-end has been taken from the Novell Sup-
port Forum SysOps and from the Novell System Engi-
neering Mailing List.
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Novell Provides BrainShare 

Developer Courses Online

On the heels of one of the most successful BrainShare 

in recent history, Novell has decided to provide all of 

the BrainShare Developer courses on the Developer 

portion of its Web site at http://www.novellbrain

share.com/portal/eventguide/sessions.jsp#type_6.

All of the developer-based courses are available for 

viewing with a PowerPoint-compatible viewer. Some 

of the more popular courses cover topics such as 

LDAP programming on Java and C/C++, Apache Web 

Server, ZENworks, DirXML, and GroupWise.

If you didn’t get a chance to attend BrainShare this 

year, check out this site. If you did attend BrainShare, 

check out this site for a good review of vital Novell 

technology.

Novell BrainShare 2002 Bigger 

and Better Than Ever

BrainShare 2002, Novell’s annual user conference that 

highlights Novell technology and business solutions, 

provided opportunities for hands-on interaction with 

leading Novell technologies. Having taken place 

March 17-22 in Salt Lake City, the conference drew 

more than 5,000 attendees.

The conference marks the first BrainShare since 

Novell’s July 2001 acquisition of the consulting firm 

Cambridge Technology Partners. BrainShare provided 

participants insight into the new solutions the company 

has developed to leverage Novell technology and 

Cambridge business expertise. The conference’s 

keynote sessions featured Novell and key partner and 

customer executives and offered an opportunity to hear 

what was happening in some of the most exciting areas 

of business technology today. 

“The down economy and dot.com implosion have led 

many people to conclude the Net has been over hyped. 

But we’re really just scratching the surface of how the 

Net is changing business,” said Chris Stone, vice 

chairman, Office of the CEO of Novell.

BrainShare 2002, the largest event in Novell’s global 

BrainShare franchise (Novell traditionally holds 

similar conferences in key regions overseas), provided 

participants with a clear understanding of how Novell 

can help their businesses today, and where Novell is 

headed in the future. In keynote addresses, Stone, 

newly appointed Senior Vice President Carl Ledbetter, 

and Drew Major, chief technology officer of Novell 

subsidiary Volera, highlighted Novell’s solutions 

offerings, technology leadership, and plans for 

delivering new business value to customers.

Key Novell customers like Rainbow Media and the 

EPA will joined Novell executives to talk about how 

they’ve benefited from Novell solutions. Xiotech, 

Compaq, and Netvision, Novell partners who are 

official sponsors of Brainshare 2002, utilized the 

conference to highlight how they and Novell work 

together to deliver better solutions to customers.

BrainShare 2002 provided more than 270 separate 

sessions to choose from, ranging from business case 

studies to vertical industry solutions to highly technical 

developer tutorials. Also a very informative Meet The 

Experts night allowed participants to get answers to all 

their technical questions. Novell’s one Net solutions 

lab, which included nearly 90 different demonstrations 

of Novell technologies and solutions, provided an 

unparalleled opportunity for hands-on interaction. 

The 18th-annual BrainShare 2002 continued a strong 

tradition of attracting top networking professionals 

from around the world. The 22 individuals who have 

attended BrainShare for 16 years or more were joined 

by more than 1,400 first-time attendees, a testimony to 

the compelling value of Novell’s technology today. 

Participants came from 52 countries. More than 50 of 

Novell’s technology partners made a presence at 

BrainShare 2002, showing how they work with Novell 

to deliver business solutions to customers. All in all, 

BrainShare 2002 continued a string of highly 

successful technical conferences put on by Novell.
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Novell ZENworks for Servers 3 

Manages Cross-Platform 

Servers as One Net

Novell recently announced the availability of Novell 

ZENworks for Servers 3, Novell’s cross-platform 

solution for centralized, cost-effective management of 

server content, server configurations and network 

monitoring. ZENworks for Servers 3 supports 

Windows NT/2000, Solaris and Linux servers as well 

as Novell NetWare, ensuring that content, 

configurations and procedures are consistent across 

server groups. This ability allows companies to 

manage their heterogeneous network environments as 

a unified network - one Net. 

ZENworks for Servers gives IT professionals more 

self-managing networks with embedded intelligence. 

This frees administrators to focus on strategic 

initiatives that increase organization efficiency and 

profitability.

Businesses are dependent on their networks for 

interaction with customers, partners, and employees 

and cannot risk their networks’ reliability, security, and 

availability. Yet in geographically dispersed networks, 

server content and configurations vary according to 

platform and server group, so they easily become out 

of date and out of sync. 

ZENworks for Servers 3 gives network administrators 

a single point of server administration that intelligently 

automates server management across platforms, saving 

money and time. When ZENworks for Servers is 

combined with Novell’s award-winning ZENworks for 

Desktops, software is easily deployed to workstations 

worldwide, even across Internet links, allowing 

organizations to manage applications efficiently.

ZENworks for Servers helps customers accomplish 

network management tasks from a single point of 

administration, including server configuration, 

management and monitoring as well as content 

management and software distribution. ZENworks for 

Servers monitors server health in real time and notifies 

administrators of potential problems before they affect 

user productivity and other business processes.

ZENworks for Servers also features Tiered Electronic 

Distribution, which allows users to deploy and 

configure content and software throughout the network 

from a single location. With ZENworks for Servers, 

organizations can efficiently distribute desktop 

application images to servers around the world, 

making them immediately available for ZENworks for 

Desktops to deploy to user workstations. This results in 

significant cost savings because IT staff is not required 

to travel extensively for system upgrades and 

maintenance. Tiered Electronic Distribution also 

streamlines eBusiness by securely distributing files to 

partner networks beyond the firewall.

ZENworks for Servers embeds intelligence into the 

network by defining enterprise-wide server 

management policies to automate key tasks. With 

embedded intelligence, organizations can use policies 

to centrally manage each server or groups of servers 

collectively—across multiple platforms, departments 

and locations—while retaining the ability to tailor each 

server individually. ZENworks for Servers also makes 

it easy to create, distribute and enforce policies in real 

time across an enterprise.

Features and capabilities new to Novell ZENworks for 

Servers 3 include:

• Management of cross-platform servers as one Net. 

This includes policies and distribution for 

Windows, Solaris, and Linux servers, in addition 

to existing NetWare support.

• Tight integration with ZENworks for Desktops 

through Intelligent Association. When sending 

new desktop applications for ZENworks for 

Desktops to distribute across organizations, all 

associations between the applications and their 

destinations are maintained throughout the 

distribution, allowing administrators in one 

location to distribute applications worldwide 

faster, easier, and more securely.

• Distribution of server and workstation 

applications and data to remote sites over the 

public network, saving the cost of private 

networks. Distributions are encrypted over the 

wire.

• Solution providers may maintain a customer’s 

network remotely through the use of policies and 

content distribution to manage servers outside 

their own network.

• Automatic synchronization of content on servers, 

adding and deleting files and making changes as 

needed to make sure the right data is available 

network-wide.

For more information, visit: 

http://www.novell.com/products/zenworks/servers.

ZENworks for Servers
gives IT professionals
more self-managing net-
works with embedded
intelligence.
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Sprint to Offer Powerful Java 

Technology Wireless 

Development Tools

Sprint (NYSE: FON, PCS), which operates the largest 

all-digital, all-PCS nationwide network, recently 

announced a technology and marketing relationship 

with Metrowerks, a leading provider of wireless 

development tools and services. The relationship will 

provide developers an integrated development 

environment for creating content for Sprint Third 

Generation, Java technology-enabled handsets.

Sprint announced that CodeWarrior Wireless Studio 7, 

Professional Edition, which is now shipping, will 

include out-of-the-box support for Sprint’s 3G-enabled 

phones and programming interfaces (APIs). The 

Sprint-specific JAVA API (Application Programming 

Interface) document and Sprint PCS Wireless 

ToolkitSM for the Java platform (the testing 

environment for J2ME) includes device emulators–the 

essential technical components that are needed to 

create wireless applications for Sprint’s Third 

Generation Network. 

Sprint also plans for future marketing initiatives to 

encourage J2ME developers to engage in creating 

applications for Sprint. For Sprint customers, 3G1X 

services are planned to launch nationwide in mid-2002.

After the launch, Sprint expects faster wireless data 

speeds and enhancements for existing applications and 

services when using a 3G enabled device. It also 

establishes a platform for later releases of new and 

more robust applications as data speeds increase. 

These applications include enhanced messaging, email 

with attachments, enhanced games, video and audio 

clips, high-speed Internet browsing and digital 

imaging.

Metrowerks was first in providing development tools 

that comprehensively support J2ME and PersonalJava 

technologies. The company’s new CodeWarrior 

Wireless Studio 7 provides advanced J2ME 

capabilities that enable developers to create and test 

applications across multiple devices. 

CodeWarrior Wireless Studio is part of a 

comprehensive portfolio of wireless development tools 

from Metrowerks that includes support for Java Card 

technology, Java 2 Standard Edition (J2SE), J2ME, 

and PersonalJava platforms. CodeWarrior is also the 

tool of choice for the Symbian OS and the market 

leader in development tools for Palm OS handheld 

computers. For more information, visit: 

http://www.sprintpcs.com. 

A Better ICE is Now NetWare 6 

and GroupWise 6 Compatible

Looking for a better Novell user import tool? Tired of 

managing user accounts one painful click at a time? 

Would you like to automatically create, import, or 

delete tens, hundreds, or thousands of NDS and 

GroupWise users, based on your student or human 

resources database? Your search is over with EuiMU 

(Enterprise User and Import Management Utility)!

EuiMU was created to make life easier for enterprise 

administrators who deal with large numbers of NDS 

and GroupWise accounts. With EuiMU, you control 

your own custom import file, complete with 

GroupWise interoperability. EuiMU also offers many 

other features, including the ability to export user 

property reports and easily carry out mass deletions 

and management of multiple NDS and GroupWise 

accounts and home directories.

EuiMU is compatible with ALL versions of 

NDS/eDirectory. It is compatible with GroupWise 6, 

GroupWise 5.5 Enhancement Pack and GroupWise 

5.5. Please ensure that you download the correct 

version for the GroupWise client that is installed on 

your administrative machine. Please contact us directly 

if you are interested in using EuiMU with GroupWise 

Version 5.2.

Features at a Glance

• Use EuiMU profiles to automatically create users 

based on the contents of any student or human 

resources database.

• Import NDS and GroupWise users and properties 

from ASCII delimited text file.

• Flexible name formatting options (e.g. JSmith, 

JohnS, JoSmith, SmithJoh).

• Simple graphic user interface that will 

“drag-and-drop” users from an import file to NDS 

and GroupWise.

• Log NDS and GroupWise account creation for 

easy modification or deletion.

• Bulk move user home directories in three quick 

clicks, while maintaining Trustee Assignment and 

Disk Restriction Assignments.

• Delete multiple NDS and GroupWise user 

accounts, as well as associated home directories, 

with a single click.

• Change multiple NDS and GroupWise passwords 

at the same time.

Looking for a better
Novell user import tool?
Tired of managing user
accounts one painful
click at a time? Would
you like to automati-
cally create, import, or
delete tens, hundreds, or
thousands of NDS and
GroupWise users, based
on your student or
human resources data-
base? 
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• Mass-modify NDS properties and GroupWise 

account information.

• Carry out trial imports to confirm unique NDS, 

GroupWise, and home directory names.

For more information, check out: 

http://www.omniclass.net/.

Key Directory Protocol LDAP 

Set for Tune-up

Carolyn Duffy Marsan

Network World, 03/25/02

The Internet Engineering Task Force plans to give 

Lightweight Directory Access Protocol a face-lift. The 

IETF’s Applications Area has established a task force 

to coordinate LDAP development, eliminate 

unnecessary extensions and improve replication. 

Network managers use LDAP to provide access to 

distributed directory services, and the current version 

is supported in software from Novell, Microsoft, 

Oracle, Sun and others.

The LDAP task force is one of several 

applications-oriented initiatives launched at an IETF 

meeting last week in Minneapolis. The IETF also plans 

to establish a task force to consider how key 

application protocols will be affected by the migration 

to IPv6, a long-anticipated upgrade to the current 

version of the Internet Protocol, IPv4.

Meanwhile, the IETF displayed a new protocol for 

secure, dynamic updates to DNS on the networks built 

to support the meeting last week. Proponents of the 

new protocol say it will solve administrative headaches 

for network managers by letting them allocate a single 

host name to each laptop and computer, regardless of 

the IP address the system is assigned in the office, at 

home or on the road.

The LDAP upgrade is the most important work going 

on in the IETF’s Applications Area, according to Ned 

Freed, the other Applications Area director and a 

distinguished engineer with Sun. The LDAP task force 

consists of 10 experts in directory services, including 

representatives of OpenLDAP, Sun, Verizon and 

Cisco.

The group will review the IETF’s ongoing LDAP 

work, which includes putting the finishing touches on 

LDAP Version 3. This version of the protocol is the 

first to mandate a single, standard security mechanism 

for authenticating users and controlling access to 

information. Today’s LDAP products use different 

security mechanisms, so a standard in this area should 

aid in interoperability.

The task force also will ensure that LDAP Version 3 is 

aligned with a separate protocol dubbed LDUP--for 

LDAP Duplication/Replication/Update Protocol--that 

will provide a standard method for server-to-server and 

server-to-client replication. 

Similarly, the IETF’s Applications Area is setting up a 

task force to review the IPv6 implications of major 

protocols, including LDAP, Simple Mail Transfer 

Protocol, Post Office Protocol, Internet Message 

Access Protocol, HTTP and FTP. The task force would 

recommend how best to update these widely deployed 

protocols for compliance with IPv6. 

IPv6 uses 128-bit addresses that can support a virtually 

unlimited number of computers and devices connected 

directly to the Internet. IPv4 uses 32-bit addresses and 

can support approximately 4 billion systems. Finalized 

by the IETF in 1998, IPv6 is gaining support in Europe 

and Asia, where fewer IPv4 addresses are available. 

However, the U.S. network industry’s interest in IPv6 

has lagged.

Meanwhile, the IETF’s new Secure Dynamic Updates 

in the DNS protocol is a boon to network managers 

struggling with static IP addressing. This new protocol 

tells a DNS server what IP address a particular user has 

at the moment. It lets end users keep one host address 

while using any IP address, depending on their 

locations.

This technique should encourage more network 

managers to use Dynamic Host Configuration 

Protocol, which lets them assign IP addresses 

dynamically. The alternative is for network managers 

to use static IP addresses. With this new protocol, 

network managers can use static host names but use 

dynamic IP addressing. Once deployed in DNS and 

operating system software, the protocol will 

automatically update network managers’ information 

about their host computers.
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Answers to Your Developer 

Questions

Publishers Note: Most of these questions/answers are 

taken from the Novell Worldwide Developer Support 

Forums, which are on-line forums where questions 

about Novell Technologies can be asked. Answers are 

provided by Novell Developer Support Engineers, 

Novell Development Engineers and volunteer 

third-party Sysops. These Sysops are experts in the 

forums in which they answer questions.

Q. We are using FSHooks to hook the delete file 

event on Netware 5 and Netware 6 versions of NSS. 

From what we have read on Novell’s web pages, NSS 

is backwards compatible with FSHooks. Though they 

seem to return the information back in a different 

order.

In the case of FSHOOK_POST_GEN_ERASEFILE, 

the traditional NetWare returned a volume number, dir 

base (to the parent of the deleted file) and then a path 

string (with the deleted file) and a path component 

count of 1. With the NSS stuff, we get a volume  

number, a dir base, a null path string and a patch 

component count of 0. 

For opens, etc., we have dealt with this type of change. 

But in this case, when we try to get the path associated 

with the dir base, we get a 0x9C 

ERR_INVALID_PATH. This seems to be because we 

are trying to reference a file that has been deleted, 

where as previously we had the deleted file and the dir 

base referencing the parent. We are using 

FEMapVolumeAndDirectoryToPathForNS to try to get 

the path from the dir base, which is successful for the 

open and others.

A. The only way I can think of a workaround would 

be to hook the FSHOOK_PRE_GEN_ERASEFILE, 

call FEMapVolumeAndDirectoryToPathForNS()on 

the dir base and store the result. With a successful 

POST hook, you would have the file information from 

the PRE hook. Since you can block in a PRE Hook, 

this should work. 

Since you would be making the API call 

FEMapVolumeAndDirectoryToPathForNS(), which 

requires CLIB context within the hook, make sure to 

SetThreadGroupID().

Q. Is there anybody who have samples of programs 

(with source code) that use Cross-Platform Auditing 

Library or links?

A. You’ll find a couple of samples at the following 

URL: http://developer.novell.com/support/sample.htm 

Just search for the word “audit.” One good 

Cross-Platform source that is returned is in an archive 

called XAUD1KB1.EXE, containing a source file 

called audfiles.c.

Q. I’m running the VRTest server on Windows 2000 

and the client on Windows 2000 can connect to it okay. 

I’m running eDirectory 8.5 on NetWare 5.1. I’m trying 

the Java vrtest driver.

On sys:system\lib, I have the following files:

Directory of T:\system\lib

02/14/2001 06:17p      <DIR>        .

02/14/2001 06:17p      <DIR>        .

08/21/1998 03:48p             255,108 collections.jar

12/05/2000 02:46p             514,296 dirxml.jar

12/05/2000 02:14p             233,406 jclient.jar

12/05/2000 02:29p             955,680 nxsl.jar

01/02/1999 08:57a             166,356 xp.jar

05/09/2000 05:08p             215,682 nssl1.1_exp.jar

12/05/2000 02:46p              48,830 NdsToNds.jar

09/25/2000 10:05a             143,030 VRTestDriver.jar

09/25/2000 08:41a              64,208 vrtest_api.jar

09/25/2000 08:41a               5,861 common.jar

09/25/2000 08:41a              50,690 xds.jar

I used the .xml file to bootstrap the driver using the 

setup wizard running on the Windows 2000 client. 

When I click the start button for the driver, dstrace and 

my dirxml log show this error information:

EVLQueueStateChange: Starting driver 

<\TESTTREE\MyCompany\Driver
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Set\Hierarchcial>

DirXML Driver Subscriber Object 

<\TESTTREE\MyCompany\Driver

Set\Hierarchcial> entryID: 0x8067

DirXML Driver Publisher Object <\TESTTREE\MyCom-

pany\Driver Set\Hierarchcial>

entryID: 0x8064

DirXML Driver <\TESTTREE\MyCompany\Driver 

Set\Hierarchcial> list entry initialized. Starting worker 

thread.

DriverStateChangeEvent returned successfully

DirXML Driver worker thread starting.

Binding worker thread to DirXML Driver 

<\TESTTREE\MyCompany\Driver Set\Hierarchcial>.

TRACE: Found subscriber: com.nov-

ell.nds.dirxml.engine.Entry@1b85b0ab

TRACE: Found publisher: com.nov-

ell.nds.dirxml.engine.Entry@1b85b0ce

TRACE: creating Driver workerThread

TRACE: Initializing driver shim

TRACE: Reading XML attribute: 

vnd.nds.stream://TESTTREE/MyCompany/Driver

Set/Hierarchcial#DirXML-ApplicationSchema

TRACE: Reading driver information from the com.nov-

ell.nds.dirxml.engine.Entry@1b85b02c Object

TRACE: Loading java shim: com.nov-

ell.nds.dirxml.driver.vrtest.java.DriverShimImpl

DirXML Driver <\TESTTREE\MyCompany\Driver 

Set\Hierarchcial> requesting password.

Unable to read value of attribute <DirXML-ShimAuth-

Password>.

TRACE: Reading XML attribute: 

vnd.nds.stream://TESTTREE/MyCompany/Driver

Set/Hierarchcial#DirXML-ShimConfigInfo 

TRACE:<nds dtdversion="1.0" ndsversion="8.5">

<source>

<product version="1.0">DirXML</product>

<contact>Novell, Inc.</contact>

</source>

<input>

<init-params src-dn="\TESTTREE\MyCom-

pany\Driver Set\Hierarchcial">

<driver-options>

<host display-name="Host name or IP 

address">128.153.43.14</host>

<port display-name="TCP port number">3004</port>

</driver-options>

</init-params>

</input>

</nds>

TRACE: VRTest/Driver: Initializing driver shim...

DirXML Log Event -------------------

Status = error Message = java.lang.ExceptionInInitializ-

erError at com.novell.nds.dirxml.driver.vrtest.java.Driv-

erShimImpl.init(DriverShimImpl.

java:133) at com.novell.nds.dirxml.engine.Driver.start-

Shim(Driver.java) at com.nov-

ell.nds.dirxml.engine.Driver.run(Compiled Code) at 

java.lang.Thread.run(Thread.java:466)

Error: java.lang.ExceptionInInitializerError

Error: at com.novell.nds.dirxml.driver.vrtest.java.Driver-

ShimImpl.init(DriverShimImpl. java:133)

Error: at com.novell.nds.dirxml.engine.Driver.start-

Shim(Driver.java)

Error: at com.novell.nds.dirxml.engine.Driver.run(Com-

piled Code)

Error: at java.lang.Thread.run(Thread.java:466)

DirXML Driver Initialization Error!

I’ve looked at the code, line 133 is the first trace call that 

shows “TRACE: VRTest/Driver: Initializing driver 

shim...”

It’s quite unclear why the driver fails to load. Seems 

there is some more stack information that is missing 

from the trace. Does the driver need to authenticate to 

the vrtest server? I don’t see a userID or password 

anywhere in the documentation. My driver is NDS 

equivalent to admin.

A. Novell’s Shon Vella, on the DirXML 

Development Team, responded as follows: 

Get rid of vrtest_api.jar and replace vrtestdriver.jar 

with the attached version. There was a minor 

incompatibility between the original and 1.1.7b JVM 

used on NetWare (or more correctly a bug in the class 

libraries for that JVM.)

I also noticed that there are few things that you will 

have to adjust in the rules to get the driver to work that 

were not prompted for on the import.

1. On the driver object, you will need to set the IP 

address of the Windows 2000 server on the Driver 

Parameters tab.

2. The placement rule on the publisher channel needs 

to have DELILAH_TREE replaced with the name 

of your NDS tree.

This should get you up and running!
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Q. I am developing an NLM application and I am 

creating one file from my NLM that should not be 

visible to the user using Windows Explorer (from the 

client). 

As an example, the UINSTALL.NLM exists in the 

SYS:SYSTEM volume of NetWare server, but it is not 

visible to the user using Windows Explorer. If you 

type:

load uinstall.nlm <Enter>

at the NetWare server console prompt, the 

UNISTALL.NLM loads. Could you give me some 

information on how to do the same?

A. One of the possibilities to hide a file is to create 

it on the DOS partition of the server. This will work if 

your users cannot load DOSFAT.NSS by accessing the 

server either physically or remotely.

In addition to putting it on the local drive, you may 

also use an inherited rights filter to hide it. However 

you can’t filter out Admin rights with IRFs—this 

might be a desired or undesired effect.

Normal security controls should allow you to protect 

against all but users with Supervisor access to the 

volume. If required, you can place additional code on 

the server to stop access from users with Supervisor 

rights. The best example of something that does this 

would be Novell’s own _Netware directory, which 

holds the NDS database. 

The bad news is that Novell took a number of years to 

stop all the “leaks” as different tools used different 

access methods.

One solution that may work could be to use 

NetWare-based File System Hooks. These could allow 

you to monitor for access to the directory or files by a 

client and then return an error instead of allowing the 

client to open the file. The following link will provide 

more background regarding file system hooks: 

http://developer.novell.com/support/sample/tids/

xfsh1a/fshook.htm

Lastly, you have the option to place that information 

not in a file but in eDirectory, especially if it does not 

change often.

Q. As an administrator, I have users who have 

Crystal Decision’s (www.crystaldecisions.com)

Crystal Info (formerly a Seagate product), version 7. 

According to their own database, GroupWise 5.5 and 

above is not supported at all.

http://support.crystaldecisions.com/library/kbase/artic

les/c2004683.asp

After talking to their technical support folks, this was 

intentional. They will not now nor in the future, ever 

support GroupWise again, and they cite “lack of 

demand.” They use Crystal to send e-mail from within 

the application itself to attach reports. These reports 

do not attach properly using GroupWise. We are 

currently at v5.5 and intend to move onto v6.

My question is: Exactly what does it take to have an 

application support GroupWise, when it will support 

other e-mail systems? Can anyone give me a simple 

explanation as to what this entails and how much effort 

it would take to “GroupWise-enable” a product?

A. Enabling an application for GroupWise is really 

easy. If they use a standard interface (MAPI), no 

additional code is required, since GroupWise supports 

MAPI.

If they use a direct OLE interface into Outlook, this is a 

proprietary reference. Adding a few similar OLE 

commands for GroupWise ObjectAPIs would be a 

matter of just a few code lines.

Q. In the GroupWise Message Login API, does 

anyone know what token 398 is? I could not find it 

documented in the GroupWise NDK.

A. I am told by GroupWise Development that the 

name of Token #398 is 

BFTKN_SYNC_ACCOUNT_MENU_8. Without 

more research, it probably does a “synch” for 

whichever account shows up in the 8th position on the 

“Accounts | Send/Retrieve...” menu. There are similar 

tokens for menu_1, menu_2, etc.

I also understand that the GroupWise Development 

team is in the process of updating the token 

documentation to include a number of new tokens 

made available by GroupWise 6.0 Support Pack 1.

Unfortunately, engineering tells me that this token isn’t 

exported at this point to the TokenCommander 

interface. I am not sure whether this was simply an 

oversight, or whether it was intentional. In any event, it 
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appears that the only way to throw this token from a 

third-party application would be through a Third-Party 

Handler(TPH).

Q. I am new to GroupWise programming and have 

been told that programming using API Tokens is the 

best way to go. What can you tell me about tokens and 

how to use them?

A. The GroupWise 16-bit and 32-bit Windows 

clients use tokens to perform various different internal 

functions. A tokenized application is one where 

low-level events are packaged into a meaningful 

representation or tokens, such as “Save the current 

message to a file” or “Create a new mail message.”

These tokens are often processed by the application 

and become the basis for everything the application 

does. The GroupWise Token APIs are client-based and 

will work with both the 16-bit and 32-bit Windows 

clients.

The GroupWise client must be running for a token to 

be processed. If the client is not running, the Token 

Commander API will start up the client and then 

process the token. However, on some operating 

systems the token can be processed before the client is 

fully running, resulting in token failure. This problem 

can be solved in one of two ways:

• Make sure that the GroupWise client is fully up 

and running before trying to access the Token 

Commander

• Provide a delay in the application code after 

calling the Token Commander (such as providing 

a “sleep” loop) before throwing any tokens

GroupWise Tokens History

The GroupWise 4.1a 16-bit client used WordPerfect 

Shared Code to accomplish many features. Part of the 

shared code was the Macro Facility and Macro 

Interpreter. These programs facilitated macro 

recording and playback capabilities across the various 

different shared code-enabled applications. Tokens are 

the basis for the shared code macro language; macro 

files were analyzed and converted to the corresponding 

application tokens. 

The GroupWise 5 16-bit client still uses shared code 

and has macro record and playback capabilities. The 

GroupWise 5 32-bit client does not use shared code. 

With the macro facility and macro interpreter no longer 

available to the 32-bit client, you cannot record or 

playback macros. You can however, publish tokens 

directly to the 32-bit client. 

Note: Shared code added many tokens to the 16-bit 
client macro language that are no longer valid in the 
32-bit client; although, there are still many 16-bit cli-
ent tokens available in the 32-bit client.

What Is a Token?

A token in GroupWise is used to represent a structure 

of information. The token structure contains numerous 

properties, including:

• The token ID (the token identifier)

• The token parameter count

• The token parameters specific to the token ID

Note that the term token and token ID often refer the 

same thing: the token ID. The token ID is a numeric 

representation for the functionality the token structure 

relates to. 

Third-party applications can use the token identifier or 

the numeric value when working with the token ID. 

For example, the token used to display a new 

appointment message view is NewAppointment(). The 

numeric token identifier is BFTKN_SEND_STDAPPT 

or the decimal number 182. The term NewAppoint- 

ment() is the text representation of the token ID. 

To maintain future compatibility, it is recommended 

that the numeric token identifier is used instead of the 

numeric value in the event the numeric values change 

in the future. The token structure is defined as follows:

typedef struct _tagMAC_TOKEN 
{
HSZ hszCommand; 
MAC_IPCVERSION Version; 
HSZ hszRequestor; 
MAC_MACROID dwMacroID; 
ATOM atomApp; 
WORD wReserved; 
MAC_TOKENID wTokenId; 
MAC_COUNT cParam; 
DWORD dwFlags; 
DWORD dwReserved; 
MAC_PARAM rgParam[1]; 
}

For a detailed look at GroupWise Tokens, see 

http://developer.novell.com/ndk/doc/gwtoken/

index.html?gwtokens/data/a6lsnkq.html.

I am new to GroupWise
programming and have
been told that program-
ming using API Tokens
is the best way to go.
What can you tell me
about tokens and how to
use them?
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Review of BrainShare 2002

Touted by many to be “the best BrainShare ever,” 

BrainShare 2002 was definitely a big hit with the 

development community. Offering over 100 sessions 

ranging from “Beginning LDAP Programming for eDi-

rectory in Java” to the Developer General Session, 

DeveloperNet was able to educate attendees on what 

was hot and applicable in the development community. 

The Developer General Session was one of the major 

highlights of the week at BrainShare 2002. Executives 

from Novell including, Chris Stone and Michael J. 

Simpson discussed the future of development to Nov-

ell’s products as well as the support extended for such 

efforts. The timeline for advancements to Netware and 

eDirectory were only two of the hot topics covered 

during this session. Visit the URL: http://www.novell

brainshare.com/portal/eventguide/sessions.jsp for the 

power point slides from the event. 

The Developer Den
This year’s Developer Den was a great hang out for 

BrainShare attendees. Sponsored by LDAPzone.com, 

the Developer Den offered a comfortable place to rest 

and watch a movie between sessions. 

The Den also offered a comfortable atmosphere to con-

verse with colleagues, DeveloperNet program staff, 

and any other Novell experts who happened by the 

Den. The fresh baked cookies every fifteen minutes 

weren’t bad either. 

CSA’s Presence at BrainShare 2002
As the premier sponsor of BrainShare 2002, Compaq 

Inc. played a prominent role in bringing vital informa-

tion to attendees this year. With strategic program 

tables in both the One Net Solutions Lab and the 

Developer Den, Compaq was able to personally con-

tact over 425 attendees, educating them on the benefits 

of the Compaq Solutions Alliance between Novell and 

Compaq.

Compaq was also able to personally demonstrate their 

new Test Drive Site to over 125 attendees. Compaq 

reports their overall experience at BrainShare 2002 to 

be an extremely positive experience that they hope to 

have continue as they attend BrainShare EMEA, as 

well as when they participate in the 35 City Developer 

Seminar Tour (to take place later this year).

By joining both the Compaq Business Partner Program 

for developers, the worldwide Compaq Solutions Alli-

ance (http://www.compaq.com/csa) and the Novell 

developer program, DeveloperNet (http://devel-

oper.novell.com), you can take advantage of the com-

bined program benefits and develop to sell with the 

most popular Novell platform in the world!

To find out more about the Test Drive Site, go to: 

http://www.testdrive.compaq.com/. To find out how 

you can take advantage of the Novell and Compaq alli-

ance, go to: http://developer.novell.com/

alliance.html

Condrey Consulting and 

DeveloperNet

Condrey Consulting Corporation has been with the 

DeveloperNet program from the very beginning…and 

it has paid off!

“Novell is an engineering company and the Developer-

Net program allows third-party developers to become a 

part of that engineering process. DeveloperNet pro-

vides the information conduit that affords both com-

mercial and in-house developers the opportunity to 

create the value-added services and software that are 

vital to many network users and companies in the 

world today. Frankly, without DeveloperNet, my com-

pany would never have been as successful as it is.”

For the full article, see http://www.developer.novell.

com/connections/devsuccess.html.

eDirectory PlugFest

Attend a DeveloperNet eDirectory PlugFest on May 

22-23, 2002. Visit http://developer.novell.com/events 

for more information. There will be more PlugFests 

throughout this year, so watch for upcoming 

information.

SAP Portals and eDirectory

SAP Portals recently chose to include eDirectory as 

part of the enterprise portal solution because the 

product’s scalability, performance, and tremendous 

market adoption make it an ideal complement to SAP 

Portals Enterprise Portal deployments.

“The cooperation between Novell and SAP Portals 

presents some very compelling solutions for 

customers,” said Paul Smart, vice president and 

general manager of Novell’s Net Directory business. 

For the full article visit: http://www.novell.com/

news/press/archive/2002/02/pr02016.html.

The Developer General
Session was one of the
major highlights of the
week at BrainShare
2002. Executives from
Novell including, Chris
Stone and Michael J.
Simpson discussed the
future of development to
Novell’s products as
well as the support
extended for such
efforts. 
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KISS Has a New Meaning

Gamal B. Herbon

Editor-in-Chief

Novell AppNotes

I’m sure many of you looked at the headline above and 

wondered where this column is going! For those who 

are in my age group, you may think I’m referring to a 

certain aging rock group from the seventies.

However, I’m referring to “Keep It Simple, Stupid.” 

While this is valid nowadays in many things, I’ve 

decided to change it a little to refer to the current world 

we live in and in reference to technology specifically. 

Thus, I’m saying that KISS stands for “Keep It Secure, 

Stupid.” Makes sense to you already, doesn’t it?

Keep It Secure, Stupid
How many of you are dealing more and more with 

security issues? Yes, there are terrorists out there 

trying to make their points, whatever they may be, by 

bringing death and destruction upon unsuspecting 

souls. We all have to deal with that in one manner or 

another. But what I am talking about are the so-called 

“cyber-terrorists.” This does not necessarily refer to 

hackers or crackers hidden away in some dark room 

who are working by the glow of monitors and candles, 

but to everyday occurrences that might be planned, or 

even accidental.

Security Risks
What are the security risks in your own work? How 

many servers are sitting out in a common area of the 

office? How many more are in a server room, but the 

keyboard is readily accessible to anyone? I am still 

amazed at the number of people who don’t even take 

minimal steps in securing their servers and thus 

their data. 

How many of these businesses employ security person-

nel or services, lock their money in a safe, or lock their 

doors at night? How many don’t even know what fire-

wall security is? I’m afraid the numbers would astound 

you! These are the kinds of things that we can all do 

something about, and eliminate approximately 90% of 

all security problems concerning our valuable business 

data.

Control Access
Recent studies have shown that employees are the big-

gest data security risk to a company? And of that high 

security risk, most of the risk was accidental in nature 

and not malicious? Hard to believe, but it seems to be 

true. This is a call to action for many. Start with the 

simple things like securing your server, limiting access 

to administrative functions and allowing employees 

access only to the data they need.

Am I saying to stifle your employees? Not in the least! 

You should know which of your employees need 

access to which data, and what their skill levels are. 

Make it so people don’t accidentally delete your data 

or theirs. Make sure they have the education and train-

ing they need to properly use applications, utilities, and 

so on. Make sure that your IS and Security teams 

understand your employees’ needs, expertise level, and 

access needs. Make sure these different employees 

respect each other and rely upon each other for help in 

getting their jobs done.

Now that this part is taken care of, make yourself 

aware of what security risks can hurt your company 

and the probability of those things happening. Factor 

the risks and then protect yourself. I know that security 

measures cost money to implement, but what are those 

costs compared to your business failing due to a 

security breech?

Protect Data
There are many products, both software and hardware, 

available to protect your data. You are the only one 

that can decide what is right for your situation. How-

ever, in this changing world, your business and yes, 

even your life, might depend on it.

As many of you are now realizing, one basis for good 

data security is Novell’s eDirectory. Companies have 

implemented more security than they ever have before 

simply by using eDirectory and the access rights that 

can be implemented right in the directory itself. This is 

a great start, but there is much more that can be done in 

building upon this solid foundation.

If you haven’t done so lately, I would urge you to 

check out the Novell suite of security products, as well 

as the third-party products that work with these 

products in order to build a security solution that 

works for you.

By now you should know why I think that KISS should 

be changed from “Keep It Simple, Stupid,” to “Keep It 

Secure, Stupid!”

Until next time, I’ll just keep rambling....
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Computer Terms for Rednecks

Here are some definitions for common computer terms 

as interpreted by our “redneck” friends.

Backup. What you do when you run across a skunk in 

the woods

Bar Code. Them’s the fight’n rules down at the local 

tavern

Bug. The reason you gave for calling in sick

Byte. What your pit bull done to cousin Jethro

Cache. Needed when you run out of food stamps

Chip. Pasture muffins you try not to step in

Crash. When you go to Junior’s party uninvited 

Digital. The art of counting on your fingers 

Diskette. Female Disco dancer 

Fax. What you lie about to the IRS 

Hacker. Uncle Leroy after 32 years of smoking 

Hardcopy. Picture looked at when selecting tattoos 

Internet. Where cafeteria workers put their hair 

Keyboard. Where you hang the keys to the John Deere 

Mac. Big Bubba’s favorite food 

Megahertz. How your head feels after 17 beers 

Modem. What ya did when the grass and weeds got 

too tall 

Mouse Pad. Where Mickey and Minnie live 

Network. Scoop’n up a big fish before it breaks the line 

Online. Where to stay when taking the sobriety test 

ROM. Where the Pope lives 

Screen. Helps keep the ‘skeeters off the porch 

Serial Port. A red wine you drink with breakfast 

Superconductor. Amtrak’s employee of the year 

SCSI. What you call your week-old underwear

Terminal. Time to call the undertaker 

San Jose School Board 

Designates "Geekonics" as a 

Second Language

NEWS BULLETIN: Saying it will improve the 

education of children who have grown up immersed in 

computer lingo, the school board in San Jose, Calif., 

has officially designated computer English, or 

“Geekonics”, as a second language.

The historic vote on Geekonics—a combination of the 

word “geek” and the word “phonics”—came just 

weeks after the Oakland school board recognized black 

English, or Ebonics, as a distinct language. “This 

entirely reconfigures our parameters,” said Milton 

“Floppy” Macintosh, chairman of Geekonics 

Unlimited, after the school board became the first in 

the nation to recognize Geekonics.

“No longer are we preformatted for failure,” 

Macintosh said during a celebration that saw many 

Geekonics backers come dangerously close to smiling. 

“Today, we are rebooting, implementing a program to 

process the data we need to interface with all units of 

humanity.”

Controversial and widely misunderstood, the 

Geekonics movement was spawned in California’s 

Silicon Valley, where many children have grown up 

in households headed by computer technicians, 

programmers, engineers, and scientists who have lost 

the ability to speak plain English and have inadver- 

tently passed on their high-tech vernacular to their 

children.

Warning to all computer geeks: Speak English!

Disclaimer: Lightweight Access brings you humorous 
observations and refreshing diversions to give you a 
break from the daily grind. Opinions expressed here do 
not reflect Novell’s official position on anything.
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Novell Research Publications
For information on how to order these publications, refer to the Order Form. Prices for reprints 
are US$15 per copy in the United States, US$20 per copy in all other locations. Price includes shipping and 
handling. To obtain a complete, updated list of publications, call the Novell Order Desk at 800-377-4136. 
Outside the U.S. and Canada, call 303-297-2725. Or send e-mail to appnotes@hibbertco.com.

Novell AppNotes (formerly Novell / NetWare Application Notes)

Date Part Number Titles

May 02 464-000063-005 Understanding and Trouble- shooting Novell's Security Infrastructure
Using Novell SecureLogin to Enable Web Applications for Single Sign-on
Interoperability of Novell BorderManager with Other Novell Services
How to Build a Personalized, Secure Web Portal Using eDirectory, iChain, and 
Corporate Yahoo! Enterprise Portal
How to Build J2EE Applications Using Novell Technologies: Part 1

Apr 02 464-000063-004 A Technical Overview of Novell TCP/IP in NetWare 6
Managing Browser Configuration for Novell BorderManager Proxy Clients 
Upgrading from iChain 1.5 to 2.0
One eGovernment: Bringing Governments to the Net
How to Manage and Use Dynamic Groups in Novell eDirectory

Mar 02 464-000063-003 Novell iChain 2.0 Installation and Configuration Quick Start
What's New in Novell BorderManager 3.7?
Link Level Load Balancing and Fault Tolerance in NetWare 6
Creating Applets for Novell GroupWise with Advansys Formativ
How to Uninstall Novell Account Management 2.1 for Windows NT
How to Extend the NetWare Scripting Environment by Creating UCX Compo-
nents

Feb 02 464-000063-002 ZENworks for Desktops Preboot Services: A Technical Overview
Blocking Virus Requests in Novell BorderManager’s HTTP Accelerator
Building eDirectory-Enabled Applications Using Delphi: Low-Level
How to Use the Security Features in Novell Portal Services
How to Audit DirXML Events Using Stylesheets, Java, and JDBC

Jan 02 464-000063-001 Cluster-Enabling a ZENworks for Servers 2 Development
Understanding Novell BorderManager’s HTTP Proxy Logs
How to Implement Complex Business Rules Using DirXML Stylesheets and Java
How to Write a ConsoleOne NDS Management Snap-In Using the eCommerce 
Bean for LDAP
How to Manage Internet Directories Using Beans for Novell Services

Dec 01 464-000062-012 Ensuring High Performance and Availability from NetWare 4.x and 5.x Servers
Building eDirectory-Enabled Applications Using Delphi: ActiveX
How to Use the Novell Kernel Services Programming Environment and Standard 
Run-Time Library: NetWare 6 Update
How to Access Remote ActiveX Controls from NetWare
How to Define a Corporate Naming Policy Using DirXML Stylesheets
How to Certify an NLM Application on NetWare 6

Nov 01 464-000062-011 Should I Use a Directory, a Database, or Both?
Preparing a Disaster Recovery Plan for NetWare and eDirectory
Building eDirectory-Enabled Applications using Delphi: Overview
How to Use the eCommerce Beans for LDAP in Servlets, Java Server Pages, and 
Enterprise JavaBeans
How to Install and Configure NetWare Enterprise Web Server or Apache Web 
Server with Tomcat
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Novell Education PEP/ATT Training

Novell Education’s PEP/ATT courses assume experience with the subject matter. These courses are 
delivered on an engineering level. Topics covered include support issues, in-depth architectural reviews, 
and advanced enterprise solutions. Advanced Technical Training is fast-paced, highly technical training that 
consists of both lecture and hands-on labs. For the most recent list of courses and to register for a course, 
visit the PEP/ATT registration Web site at http://www.novell.com/education/pep/register.html.

Course and Dates Location Cost

Advanced DirXML - PEP/ATT

April 30-May 3, 2002
July 30-August 2, 2002

Houston, TX
New York City, NY

$3500
$3500

Novell eDirectory Specialist Bootcamp - PEP

May 6-10, 2002
June 3-7, 2002
June 10-14, 2002
June 17-21, 2002
July 8-12, 2002

Chicago, IL
Minneapolis, MN
Ft. Lauderdale, FL
Seattle, WA
Washington, DC

$3495
$3495
$3495
$3495
$3495

iChain - PEP/ATT

May 13-14, 2002 Chicago, IL $1195

ZENworks for Desktops 3.2 + iFolder & OnDemand Services 1.5 - PEP/ATT

May 20-24, 2002
June 3-7, 2002

Rochester, NY
Springfield, IL

$2495
$2495

Advanced NetWare 6 Services and Troubleshooting - PEP

May 1-3, 2002 
May 6-8, 2002
May 15-17, 2002 
May 21-23, 2002
May 29-31, 2002
June 4-6, 2002
June 11-13, 2002 
June 18-20, 2002
June 25-27, 2002
June 25-27, 2002
July 9-11, 2002 
July 16-18, 2002
July 17-19, 2002
July 23-25, 2002 
July 23-25, 2002 
July 30 - August 1, 2002
July 30 - August 1, 2002

Philadelphia, PA
New York City, NY
Chicago, IL
Dallas, TX
Denver, CO
Los Angeles, CA
Minneapolis, MN
Houston, TX
Columbus, OH
Provo, UT
Memphis, TN
Boca Raton, FL
Washington, DC
Phoenix, AZ
Boston, MA
New York City, NY
San Francisco, CA

$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595
$1595

 Novell Portal Services with iChain

July 23, 2002 Springfield, IL $1595

PEP Skills Gap Analysis Training

May 9-10, 2002 Provo, UT $2700



Order Form
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Cardholder name (printed) _________________________________
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Novell AppNotes Feedback Form May 2002

To help us give you the kind of information you need to better design, configure, install, and maintain your network, 
please take a moment to answer a few questions about the Novell AppNotes. Fax the completed form to 801-861-4123. 
Thanks—we value your feedback.

1. How useful is each article in this issue?

2. I would like to see more articles on:

Network design and optimization Network management Other____________________________
 Novell product implementation  NetWare theory and internals
 Third-party product integration  NetWare programming

3. The type of article that is most useful to me is:

 Theory/conceptual  Tutorial  Troubleshooting/support  Technical case study

4. My affiliation with Novell is:

 CNE/ECNE/MCNE  Programmer  Systems Integrator  MIS
 CNI  Reseller Systems Engineer  Network Supervisor
 CNA  Consultant  Technical Support  Other ____________________________

5. I use the following Novell-related products:

 NetWare 6  ZENworks for Desktops  Novell eDirectory  ManageWise
 NetWare 5 ZENworks for Servers  DirXML  Novell Portal Services
 NetWare 4  GroupWise  NetWare for SAA  iChain
 NetWare 3 or 2  BorderManager  NetWare NFS  Developer Tools
Other_______________________________________________________________________________________

6. General comments about the Novell AppNotes:

____________________________________________________________________________________________________
____________________________________________________________________________________________________
____________________________________________________________________________________________________
____________________________________________________________________________________________________

Article Title Indispensable Very useful
Somewhat 

useful Not at all useful

Understanding and Trouble- shooting Novell's Security Infrastructure

Using Novell SecureLogin to Enable Web Applications for Single 
Sign-on

Interoperability of Novell BorderManager with Other Novell Services

How to Build a Personalized, Secure Web Portal Using eDirectory, 
iChain, and Corporate Yahoo! Enterprise Portal

How to Build J2EE Applications Using Novell Technologies: Part 1

Net Management (Beyond the Basics, Network Novice, Directory 
Primer, Tips & Tricks)

Net Support (Network Troubleshooter, TIDbits, Dear Ab-end)

Code Break (Developer Scene, Developer Q&A, DeveloperNet News)

Viewpoints (Ramblings, Lightweight Access)



Quick Guide to Novell Information

Resource URL

Novell
For the latest news, solutions, and success stories on Novell 
net services software.

http://www.novell.com/

Novell DeveloperNet

Your direct connection to everything you need to deliver 
secure, scalable business-to-business (B2B) and e-commerce 
solutions—or any directory-enabled solution you have in 
mind—quickly and economically. 

http://developer.novell.com

Novell Support

To open an electronic incident, download the latest patches, 
and find additional technical resources.

http://support.novell.com

Novell Cool Solutions

Provides helpful articles, downloads, manuals, programs, 
demos, and answers to your questions.

http://www.novell.com/coolsolutions/

Novell Product Documentation

For documentation about all Novell’s net services software. http://www.novell.com/documentation/

Novell Connection

Published monthly by NetWare Users International (NUI), the 
independent professional society for NetWare user groups 
worldwide.

http://www.novell.com/nwc/

Novell Consulting

Need help putting it all together? See our Web site for more 
information on bringing in Novell experts to make your 
technology work as one net.

http://www.novell.com/programs/ncs/

Novell Solutions Search

Find Novell and "Yes, Tested and Approved" Partner product 
solutions.

http://developer.novell.com/nss/

Novell Education

Up-to-the-minute training on Novell products in whatever 
format meets your needs: Instructor-led training, computer-
based training, on-line training, Advanced Technical Training, 
and customized training.

http://www.novell.com/education/

http://www.novell.com/education/locator

http://www.novell.com/registernow

Novell PartnerNet

Programs to support Novell’s resellers, OEMs, distributors, 
and partners. Find valuable tools such as Novell 
advertisements, sales presentations, video presentations, 
and other resources.

http://partner.novell.com/servlet/partners/

Novell Press

Need a little more information or don’t have time for a class? 
See all the hot new Novell Press titles on Shop Novell.

http://www.novell.com/shopnovell

Novell Advantage

This is the place to go for Novell competitive information: 
head-to-head product comparisons, reality checks, and 
positioning of Novell products against those from other 
vendors.

http://www.novell.com/advantage
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