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Letter from the Editor

1

Dear AppNotes Readers:

Welcome to the April 2002 issue of Novell AppNotes! I thank all of you who stopped by our table at 
BrainShare to chat with us and give us your feedback. This is one of the highlights of our year. The 
feedback you give is carefully discussed and we do make changes to the AppNotes and to DeveloperNet 
University based on your feedback. Thanks for making BrainShare 2002 in Salt Lake a success!

I also want to welcome Chris Stone back to Novell. Chris was one of our biggest supporters during his 
previous tenure at Novell, and we look forward to working with him again in supporting our developers 
and our partners. Welcome back, Chris!

This month our issue spotlight is on NetWare 6 TCP/IP and the lead article is  “A Technical Overview of 
Novell TCP/IP  in NetWare 6,” provided by Amandeep Singh Sindhu. Next Sterling Smith contributes 
“Managing Browser Configuration for Novell BorderManager Proxy Clients.” For those seeking iChain 
upgrade information, Neil Cashell and Nicolas Barcet give some great support tips in “Upgrading from 
iChain 1.5 to 2.0.” We also have a fascinating article showing how Novell’s one Net vision is coming to 
fruition for governmental entities in “One eGovernment: Bringing Governments to the Net,” by Jeroen de 
Beer, Raymon Epping, and Rob van Diermen. Finally, Haripriya S., Jaimon Jose, and Jim Sermersheim 
provide this month’s “How To” article with “How to Manage and Use Dynamic Groups in Novell 
eDirectory.”

Be sure to check out our sections and columns this month. We wouldn’t dare omit these because you’ve 
told us how much you’ve come to rely on them.

As a reminder to those of you who have not seen them yet, the AppNotes issues are now available in 
Adobe eBook format. In response to the positive feedback we’ve been getting on the eBooks, we have 
converted all of our issues back to September of 2001 into the eBook format for download. If you don’t 
have the eBook reader yet, there is a link on our eBook download page to get the latest version. The reader 
allows you to view an eBook, navigate through the content, and print it out if you so desire. There’s even 
an option to have the eBook reader read the text out loud! It’s fun to listen to for a while, but if you’re like 
me, the computer-synthesized voice probably isn’t something  you’ll want to listen to for very long.

I also want you to be aware that you can sign up for our e-mail notification service. Yes, it’s free! You can 
sign up to be on the notification list at http://developer.novell.com/cgi-bin/emailsubscribe. After you do 
this, you will receive e-mail notifications when the AppNotes Web site has been updated with the new 
monthly issues. You can also sign up for the DeveloperNet University e-mail list, as well as others!

Until next time,

Gamal B. Herbon
Editor-in-Chief

April 2002
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4 A Technical Overview of Novell TCP/IP in NetWare 6
Amandeep Singh Sandhu
Provides an overview of the various protocols that make up the TCP/IP protocol suite (IP, TCP, UDP, 
and others) and highlights the new features available in the latest release of the Novell TCP/IP stack.

20 Managing Browser Configuration for Novell BorderManager Proxy Clients
Sterling Smith
Describes various approaches to configuring and distributing your client browser configurations to 
match updated Novell BorderManager proxy configurations in your network environment.

43 Upgrading from iChain 1.5 to 2.0
Neil Cashell, Nicolas Barcet
Outlines the recommended process for upgrading from Novell iChain 1.5 to version 2.0.

50 One eGovernment: Bringing Governments to the Net
Jeroen de Beer, Raymon Epping, Rob van Diermen
Provides a case study on how governmental entities can use Novell’s Net solutions, such as DirXML 
and iChain, to enhance communication with their citizens and leverage the real value of the Net.

H O W - T O  A R T I C L E S

74 How to Manage and Use Dynamic Groups in Novell eDirectory
Haripriya S., Jaimon Jose, Jim Sermersheim
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including performance implications and other factors to consider.
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A Technical Overview of Novell 
TCP/IP in NetWare 6

Amandeep Singh Sandhu
Technical Writer
Novell, Inc.
SSamandeep@novell.com

This AppNote is adapted from the Novell TCP/IP FAQ (Frequently Asked 
Questions) document. It provides a technical overview of the various protocols 
that make up the TCP/IP protocol suite (IP, TCP, UDP and others), as well as the 
new features that are available in the latest release. It also provides some 
implementation details on NetWare, specifically NetWare 6.

Contents:

• Introduction

• General Features

• Load Balancing and Fault Tolerance

• SACK and Large Windows

• Multiple Default Gateways and Dead Gateway Detection

• Path MTU Black Hole Router Detection and Recovery

• Protection Against SYN and FIN Attacks

• Other Notable Features Related to Novell TCP/IP

• Conclusion

Topics TCP/IP, network protocols

Products Novell TCP/IP

Audience network administrators, consultants, integrators

Level beginner

Prerequisite Skills familiarity with TCP/IP

Operating System NetWare 6, 5.1

Tools none

Sample Code no
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Introduction

Novell’s NetWare 6 operating system completely supports Native IP. The Novell 
TCP/IP stack that ships with NetWare 6 has been enhanced over the TCP/IP stack 
provided with previous versions of NetWare. The new stack includes features 
such as:

• NIC-level load balancing and fault tolerance 

• Selective Acknowledgement (SACK) and Large Windows 

• Dead Gateway Detection and Multiple Default Gateways 

• Path MTU Black Hole detection and recovery for TCP connections 

• Defense against SYN, FIN, and similar denial-of-service attacks

This AppNote provides a technical overview of the Novell TCP/IP stack, with 
emphasis on the new features listed above.

The latest Novell TCP/IP stack is available with NetWare 6. You can also 
download it at http://www.novell.com/products/netware. The new features are 
also available for NetWare 5.1 in Support Pack 4 (NW5SP4.EXE), released in 
January 2002.

General Features

The Novell TCP/IP protocol suite is contained in the following NetWare Loadable 
Module (NLM) programs:

• TCP.NLM (provides Transport-layer TCP and UDP interfaces)

• TCPIP.NLM (provides IP, ICMP, IGMP, Routing, and other Network-layer 
protocols)

• BSDSOCK.NLM (provides the BSD standard sockets interface)

• NETLIB.NLM (a library of the entire stack—one version which runs with 
both the secure and non-secure versions of the above NLMs)

These TCP/IP binaries reside in the SYS:SYSTEM directory on the NetWare 
server.

MP-Enabled TCP and UDP

For NetWare 6 and NetWare 6 SP1 (but not for NetWare 5.1 SP4), the Novell 
TCP/IP software is multiprocessor (MP)-enabled and multithreaded. The 
Transport-layer modules (TCP and UDP) are completely MP-enabled so that the 
stack can process any TCP/UDP connections on any processor. This enhances 
performance and helps the stack scale more than it does on a single-processor 
machine.
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Configuration Utilities

The following NLMs are used to configure the TCP/IP stack:

• INETCFG.NLM (Internetworking Configuration utility, used for configuring 
network adapters, protocols, and bindings)

• TCPCFG.NLM (a companion utility used to configure the TCP/IP stack)

Note: Currently, there are no Web-based tools for configuring the TCP/IP stack. 
However, this is planned for a future release.

Diagnostic Tools

To check network connectivity, the Novell TCP/IP stack provides the PING and 
TPING utilities. It also comes with a trace route utility called IPtrace. The new 
version of this utility has additional options that were not in the previous version. 
These include: 

• PMTUBHR (used for detecting a Path MTU Black Hole router) 

• STARTHOP (used for initializing a Time To Live value)

• PKT (used to set the number of packets sent for each hop; the default is 3)

You can also change the Hops option with the new version of IPTrace.

Monitoring Utilities

To monitor the statistical variables of the TCP/IP stack, you can use the 
MONITOR and TCPCON utilities, which list all the sub-options of the stack.

IP Addressing

In addition to assigning a primary IP address on a NetWare server, you can assign 
secondary IP addresses to create multiple logical hosts that belong to the same 
network. In a multihoming setup where multiple network adapters (NICs) are 
grouped to support a single network, the secondary IP address supports an option 
to select one of the NICs in the group. By using the non-ARPable option, these 
addresses can be used as virtual IP addresses for load balancing solutions. The 
same IP address can be configured on all servers and the load balancer can 
distribute the client load across these servers.

This section presents basic IP addressing information for both primary and 
secondary IP addresses. Multihoming, load balancing and fault tolerance are 
explained in more detail later in this AppNote.

Configuring the Primary IP Address of a NetWare Server.   Once you have 
installed and configured the network cards in the server, load the INETCFG utility 
at the server console. Select the Bindings option and bind IP to the desired IP 
address with the appropriate mask. 
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You can also do this at the command line by entering the following command:

bind ip <driver_name> address = <ip_address> mask = <netmask>

Note: NetWare 6 supports subnetting; however, supernetting is supported only on 
end nodes (hosts). You cannot make a NetWare server a router when 
supernetting is enabled. 

An ARP-able primary IP address is the one that responds to an ARP request; a 
non-ARP-able address does not propagate the Media Access Control (MAC) 
address outside. If an IP address is bound with no-ARP option, a new IP address 
will be created on the basis of the MAC address where it is bound.

Secondary IP Addresses.  A secondary IP address can be used to configure the 
NetWare server as a multihomed host. The client will then see each secondary IP 
address as a logical host. Secondary IP address can also be used to launch 
different services on different IP addresses. Another benefit that secondary IP 
addresses provide is that they can be configured as virtual IP addresses using the 
NoArp option which is useful for load balancing in a clustering environment.

To add a secondary IP address, enter the following command at the server console 
prompt:

add secondary ipaddress <ip_address>

When you use this command to add a secondary IP address, the address 
information will be lost when the server is rebooted or if the interface the address 
is bound to is deleted or disabled. To configure a secondary IP address that will be 
re-established after a server reboot, you can manually add the following command 
to the server’s AUTOEXEC.NCF file (after the SYS:ETC\INISYS.NCF line):

add secondary ip address a.b.c.d

If you re-run the AUTOEXEC.NCF file to re-establish the secondary IP address 
after an interface is disabled or deleted, there must be another interface with the 
same network in the server.

Another option is to place the commands for adding secondary IP addresses into a 
separate .NCF file. To recover lost secondary IP addresses after a server reboot or 
deletion/disabling of an interface, you can execute the .NCF file from the server 
console by simply typing the .NCF file name.

You can add a non-ARPable secondary IP address by entering the following 
command at the server console prompt:

add secondary ipaddress <ip_address> noarp

A non-ARP-able secondary IP address will not reply to any of the ARP requests 
coming from the network, nor will it not propagate the MAC address outside. The 
IP address will remain the same in case of no-ARP.
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To add a secondary IP address to a specific network adapter in a multihoming 
server, enter the following command at the server console prompt:

add secondary ipaddress <ip_address> prompt

You will then be prompted to select the card you want to specify.

To display a secondary IP address, enter the following command at the server 
console prompt:

display secondary ipaddress 

To remove a secondary IP address, enter the following command at the server 
console prompt:

delete secondary ipaddress <ip_address>

Load Balancing and Fault Tolerance

On a NetWare server/router, load balancing and fault tolerance is possible through 
the use of a multihoming configuration. Multihoming enables an interface to 
assume multiple IP addresses on the same network. It is typically used for all IP 
networks bound to a router, regardless of whether the networks are bound to the 
same interface or to different interfaces.

The multihoming feature of Novell TCP/IP in NetWare 6 has been extended to 
help configure the stack for load balancing and fault tolerance at the NIC/Link 
level. The TCP/IP stack also supports interface or NIC grouping to facilitate load 
balancing and fault tolerance across multiple network adapters.

Load balancing is an enhancement of what load sharing gives you. It uses an 
intelligent algorithm that is helpful when the drivers are heavily loaded. Load 
balancing can also be configured alone, without fault tolerance on. While load 
balancing exacts a slight overhead as you increase the number of network 
adapters, the benefits it provides are well worth it.

Note: The Load Balancing and Fault Tolerance feature is supported on all Ethernet 
network adapters and drivers that strictly follow ODI specifications. Support for 
token ring and FDDI is planned for future releases.

Multihoming

NetWare 6 supports two different kinds of multihoming combinations: between 
Single/Multiple NICs and between Single/Multiple IP Addresses. In all cases, the 
secondary IP address can be configured on the same interface that has the primary 
IP address. Or the secondary address can be configured on a different interface. 
When there are multiple interfaces, the secondary address is associated with the 
interface that is bound to the network that uses the same address. If the secondary 
addres is not valid on any of the networks bound to existing interfaces, the address 
is rejected and an error message is produced.
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To verify successful primary bindings when there are multiple IP addresses on 
same NIC, use the TCPCON utility to check the relevant interface. After loading 
the utility, select Protocol Information | IP | IP Addresses. (This information is not 
correctly available through the CONFIG and INETCFG utilities.) 

Interface Grouping

Interface or NIC grouping is the process of selecting the NICs you want from the 
available set of multihomed NICs so you can enable them for load balancing and 
fault tolerance. These NICs should be bound to the same subnet.

In NetWare 6, two types of groupings enable you to optimize the load balancing 
and fault tolerance feature:

• Single IP Address/Multiple NICs (grouped automatically)

• Multiple IP Addresses/Multiple NICs (can be manually grouped and later 
ungrouped as needed)

The advantage of grouping in NetWare 6 is that once you group the NICs, load 
sharing is automatically enabled. The NICs are visible as a group of network 
adapters for a group of IP addresses or for a single IP address. This group would 
have a singular identity, with its own set of properties, and the properties of 
individual NICs in this group would no longer be valid. After that, each IP address 
looks like it is associated with more than one network adapter. This is the basis of 
load balancing and fault tolerance. To optimize the advantages of this feature, all 
of the NICs to be grouped must lie on the same LAN segment.

You can group Interfaces with multiple IP addresses, provided all the IP addresses 
belong to the same subnet. You cannot group interfaces bound to different 
networks. You can group adapters from different vendors with different capacities 
and properties (such as hardware checksumming support and so on).

In a load balancing and fault tolerance group, one interface will automatically 
become the primary interface (although you have the option to select another NIC 
to be the primary interface). The primary interface in a group handles all the 
routing-related issues for the group. It also handles all broadcast packets 
(otherwise, all interfaces receive broadcast packets). Multicast packets are 
handled by every interface.

In NetWare 6, grouping is done in such a way that all the MAC addresses are 
visible to the outer world, and they can therefore be used to send requests. Once 
the NICs are grouped, their individual identities are no longer valid. If you want to 
preserve the individual identity of a particular NIC, NetWare provides you the 
option of ungrouping the NIC (see “Ungrouping a NIC” below). Ungrouping is 
most advantageous when you want to configure a particular NIC differently from 
rest of the group.
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A grouped interface will participate in load sharing, load balancing and fault 
tolerance, while ungrouped interfaces cannot participate in these features. 
Ungrouping can be done for Multiple IP addresses/Multiple NICs groups.

Grouped interface adapters will have same properties, while ungrouped adapters 
may have different properties. The following properties are in common when 
multiple interfaces are grouped:

• Subnet Mask

• Frame type

• RIP options

• OSPF options

• Broadcast address

• Multicast override IP address

• TOS

• ARP options

• Router Discovery options

• NAT options

• Load Balancing and Fault Tolerance options 

To check the multihoming configuration of a NetWare 6.0 server, use the 
“Display secondary IP address” console command. (In NetWare 6.1, this 
information will be available in the CONFIG command.)

Ungrouping a NIC.  Ungrouping is the process of removing a particular NIC from 
a grouped set. Ungrouping can be done for the Multiple IP addresses/Multiple 
NICs type of groups. The NICs are LAN segment-independent. Such types of 
ungrouping can be used for security purposes, for QoS, or if you want to have a 
different configuration for a particular NIC.

How Load Balancing and Fault Tolerance Work

Thanks to the fault tolerance feature in the Novell TCP/IP stack, TCP connections 
remain intact when one of the adapters fails—another adapter simply takes over 
without interruption to the users. When load balancing across different NICs, a 
reply is sent to the ARP request of the client containing the less-loaded NIC's 
MAC address; for send packets, any of the grouped interfaces can be used, 
depending on the load.

There could be a minor packet drop during adapter failover. Connection-oriented 
applications such as TCP won't experience any interruption, whereas datagram 
applications such as UDP will see a packet drop based on the configured fault 
tolerance interval.
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When an adapter fails, a Gratuitous ARP packet is sent to all clients that were 
connected to that adapter. This packet advertises the new adapter's MAC address, 
so the clients know they have to start sending requests to the new adapter. Older 
ARP entries are flushed at the router. 

Note: This solution is different from other vendors’ solutions in that the MAC addresses 
are visible to clients and multiple configurations are possible. This is not the case 
in products such as the Compaq NIC teaming solution. Novell’s teaming solution 
is vendor-independent and operates from Layer 3. NetWare 6 Support Pack 1 
includes configuration support in INETCFG for third-party vendor solutions for 
Load Balancing and Fault Tolerance at the NIC level.

The Fault Tolerance feature also sends an alert message to the logger screen. It 
will appear as a “display secondary IP address” message indicating that the 
interface is DOWN.

To view the IP address-to-MAC address mappings on your network, load the 
TCPCON utility and select Protocol Information | IP | IP Address Translations.

Configuring Load Balancing and Fault Tolerance

To configure load balancing and fault tolerance in NetWare 6, you must use the 
INETCFG utility—it cannot be done from the command line. You can verify the 
configuration using the TCP/IP protocol configuration menu.

Using INETCFG, you must enable Load Balancing and Fault Tolerance for both 
the system and the group. When the same IP address is bound to multiple 
interfaces, load sharing and fault tolerance is enabled by default.

If any one of the two duplicate bindings in a group is deleted, the group 
information for Load Balancing and Fault Tolerance is not automatically set to No 
in INETCFG. This has to be manually done, if required. However, if it is not 
manually set to No there is no impact on the Load Balancing and Fault Tolerance 
configuration.

Note: Load balancing is not available for gateways. The NetWare 6 TCP/IP stack 
provides only fault tolerance between gateways.

Monitoring Load Balancing and Fault Tolerance

Currently, the load balancing statistics can be viewed from the Novell Remote 
Manager utility. Another method of verification would be to capture packets and 
check the source MAC addresses of the outgoing packets.

For more information about load balancing and fault tolerance configurations, see 
“Link Level Load Balancing and Fault Tolerance in NetWare 6” in the March 
2002 issue of Novell AppNotes, available online at http://developer.novell.com/ 
research/appnotes/2002/March/03/a020303.html.
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SACK and Large Windows

This section describes the Selective Acknowledgement (SACK) and Large 
Windows features of the Novell TCP/IP stack.

Selective Acknowledgement (SACK)

Selective Acknowledgment (SACK) is a mechanism that includes a 
retransmission algorithm which helps overcome weak links on the TCP/IP stack. 
The selective acknowledgment extension uses two TCP options. The first is a 
two-byte enabling option, SACK-permitted, which can be sent in a SYN segment 
to indicate that the SACK option can be used once the connection is established. 
The second option is the SACK option itself, which can be sent over an 
established connection once both the sender and the receiver have successfully 
negotiated the SACK-permitted option. Whenever there is loss of data, the data 
receiver can send the SACK option to acknowledge the out-of-order segments.

The Novell TCP/IP stack supports SACK per RFC 1323. The use of SACK is 
helpful in a scenario where there is a heavy flow of traffic and some packets are 
getting lost. With SACK, the sender doesn’t have to resend all the packets that 
were sent after one lost packet. He can selectively resend only the packets that 
were lost. SACK has no impact on a LAN connection’s performance.

To enable or disable this feature, enter the following command at the server 
console prompt:

Set tcp sack option = On | Off

The default setting is On (enabled).

Large Windows

The Large Windows option defines an implicit scale factor, which is used to 
multiply the window size value found in a TCP header to obtain the true window 
size. The TCP/IP stack supports a maximum window size of 1 GB. This Large 
Window option is negotiated when the TCP connection is established.

The TCP Large Windows size is useful on fast networks (such as Gigabit 
Ethernet) with large round-trip times. To understand how this works, think of a 
water hose. To achieve maximum water flow, the hose should be full. As the hose 
increases in diameter and length, the volume of water necessary to keep it full 
increases. In networks, diameter equates to bandwidth, length is measured as 
round-trip time, and the volume of water is analogous to the TCP window size. On 
fast networks with large round-trip times, the TCP window size must be increased 
to achieve maximum TCP bandwidth.
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TCP performance depends not upon the transfer rate itself, but rather upon the 
product of the transfer rate and the round-trip delay. This “bandwidth delay 
product” measures the amount of data that would fill the pipe. It is the buffer 
space required at the sender and the receiver to obtain maximum throughput on 
the TCP connection over the path-in other words, the amount of unacknowledged 
data that TCP must handle in order to keep the pipeline full. So on fast networks 
with large round-trip times, having a large TCP Window helps by allowing for a 
greater amount of unacknowledged data.

The TCP SET command for enabling or disabling Large Windows is:

set tcp large window option = On | Off

The default setting is On (enabled).

An application can take advantage of Large Windows by using the SO_SNDBUF 
and SO_RCVBUF TCP socket options. 

Multiple Default Gateways and Dead Gateway Detection

This section describes the Multiple Default Gateways and Dead Gateway 
Detection features of the Novell TCP/IP stack.

Multiple Default Gateways

This feature extends the existing Default Gateway (Default Router) feature by 
allowing you to have more than one default gateways to your system. This 
provides greater robustness in case of any failures. If a default gateway goes 
offline, the Dead Gateway Detection feature detects this and uses the Multiple 
Default Gateway list to switch to the next preferred default gateway, thus making 
your network fault tolerant.

To configure Multiple Default Gateways, load INETCFG and select Protocols | 
TCPIP. Select the “Static Routing” option and add default route entries. 

In a Multiple Default Gateway scenario, first preference is given to the Static 
Default Gateways, second to RIP, and third to ICMP. If there is more than one 
Static Default Gateway, then the priority is decided on the basis of the configured 
metric for the route. RIP has its own algorithm for updating the Default Gateways.

Dead Gateway Detection

This feature is used with the Multiple Default Gateway feature. When the current 
default gateway goes offline, this feature detects the failure and automatically 
enables the next preferred default gateway from the Multiple Default Gateway list 
to act as the current default gateway. When a dead default gateway with a higher 
preference is again online, this feature detects this and switches back to the default 
gateway with the higher preference.
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To configure and use Dead Gateway Detection, load INETCFG and select 
Protocols | TCPIP and Timeout. The Probe Interval parameters lets you fine-tune 
the performance of the Dead Gateway Detection feature by modifying the time 
interval (in seconds) at which probes are sent to the default gateway to determine 
whether it is functional. The Probe Timeout parameter sets the time interval (in 
seconds) after which the next probe is sent to the default gateway when no reply is 
received by the gateway for the previously sent probe.

Dead Gateway Detection does add overhead to the system, but its benefits offset 
any resource hit that it may be causing.

Path MTU Black Hole Router Detection and Recovery

This feature detects a connection failure caused by “black hole routers” and helps 
to recover such connections. To understand how this feature works, you need 
some background information on Path MTU and the Don’t Fragment bit.

The MTU (maximum transfer unit) is the maximum size of data packets that can 
be transferred across a given physical network. For local area networks, such as 
Ethernet, the MTU is determined by the network hardware. For wide area 
networks that use serial lines to interconnect packet switches, the MTU is 
determined by the software. The Path MTU is the smallest of all MTUs, for the 
hops along a path from the source host to the destination host. It governs the size 
of the largest IP packet that can be sent across the path without fragmentation. 
This feature conforms to RFC 1191.

When a router receives an IP datagram with a Don’t Fragment (DF) bit set in its 
header and the packet size is greater than the next MTU, the router cannot forward 
the packet because its maximum segment size is too large for the receiving server. 
Normally, the router sends an ICMP “destination unreachable DF bit set” message 
to the host.

Sometimes, however, routers do not send this message and simply ignore these 
datagrams. Some routers might silently drop large frames, even when the DF bit is 
not set. Such routers are called PMTU Black Hole routers. Firewalls are often 
misconfigured to suppress all ICMP messages.

To respond effectively to black hole routers, the Novell TCP/IP stack provides a 
Path MTU Black Hole Detect feature. Path MTUBH Detect recognizes repeated 
unacknowledged transmissions and responds by turning off the Don’t Fragment 
bit. After a datagram is transmitted successfully, the Path MTUBH Detect feature 
reduces the maximum segment size and turns the Don’t Fragment bit on again.
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Enabling and Disabling Path MTUBH Detect

To enable or disable the Path MTUBH Detection and Recovery option, enter the 
following command at the server console prompt:

set tcp path mtu black hole detection and recovery = On | Off

The default setting is Off (disabled). With the Path MTUBH Detect feature 
enabled, you may experience a slight performance penalty when there are 
multiple retransmissions.

Finding Black Hole Routers

You can find a black hole router between any two hosts by using the PMTU 
option in IPTrace. You could also do it with the tping utility by using different 
packet sizes along with the '"set don't fragment bit" option.

Protection Against SYN and FIN Attacks

This section describes the Novell TCP/IP stack's features for protecting your 
network against SYN, FIN, and similar denial-of-service attacks.

SYN Attacks

A SYN attack is one in which the TCP connection initiation stage is misused by 
an attacker. The attacker sends faked or spoofed connection requests called the 
SYN packets with a non-existing source address. On receiving such packets, the 
stack allocates resources for this connection and responds with a SYN Ack. 
Because the source address is non-existent, nobody would respond to this SYN 
Ack. This causes the resources to be blocked for a long period of time, until the 
connections time out. If an attacker floods your system with a large number of 
packets, legitimate users would not be able to access your system. This is known 
as a “denial of service” attack. 

There is a two-pronged strategy to protect NetWare 6 from a SYN attack: 

1. As the number of connection requests grows, the TCP/IP stack allows less 
time than the usual 75 seconds to the client side, after allocating the 
resources, to complete the three-way handshake (by sending the third ACK). 
In the event of a moderate attack, this gives legitimate users some possibility 
for getting a connection through.

2. When the number of connection requests grows beyond a predicted 
threshold, there is greater possibility of denial-of-service activity. In a typical 
SYN attack, the third ACK never comes through, thereby blocking the 
resources for that period; the attack is repeated to prevent any legitimate 
requests from getting through. 
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To handle such a situation, the stack does not block its resources before the 
three-way handshake is complete. It is done by the server sending a cookie 
(derived from secrets and sequence number information) to the client. All 
legitimate clients will send the third ACK back, so after the cookie 
verification, resources will be allocated and the connection is put directly in 
the Established state. Therefore, the SYN attack packets are handled without 
using any memory resources. 

To enable or disable this feature, enter the following command at the server 
console prompt:

Set tcp defend syn attacks = On | Off

The default is Off (disabled).

FIN Attacks

A FIN attack is an attack that targets the connection end states of TCP. A 
connection is established without any data transfers. The connection is then closed 
immediately, overwhelming the server with close requests and forcing the server 
to keep track of a large number of graceful closure states.

This feature provides a simple, single tuning option: the Minimum Threshold 
parameter. In the TCP stack, the wait states (FIN_WAIT1, FIN_WAIT2, 
CLOSED_WAIT, LAST_ACK, and CLOSING) are arranged in ascending order 
of importance by determining which of the states are less risky to terminate. The 
order is static.

The stack assumes that there is no risk in terminating all connections in a less 
important state. According to the arrangement of states, if a less important 
connection is overusing resources, then it is selected. Alternately, if an important 
state is overusing resources and the less important states do not dominate, it would 
be selected for reset only. At any given point in time, a Minimum Threshold 
number of connections will be permitted.

To enable this feature adn set the maximum number of wait states, enter the 
following command at the server console prompt:

Set maximum wait states = n  (1 to 100000)

The default is 0 (disabled). The maximum number of wait states could be 1000 
(depending on how many connections should be there in the closing states of 
TCP). Tuning can be done by observing the number of connections in different 
states using the  _tcp command. If too many connections are present in 
FIN_WAIT_1 states and any other connection states associated with TCP 
connection closure, the value should be set appropriately.
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Other Notable Features Related to Novell TCP/IP

This section lists some other notable features related to the Novell TCP/IP stack.

Dial-Up WAN Connectivity

To support dial-up WAN connections to a NetWare server, you need the Novell 
Internet Access Server (NIAS) software. NIAS ships with NetWare 5.1, but for 
NetWare 6, it is a standalone product which must be downloaded separately. It is 
available as a patch for the NetWare Small Business Suite.

With NIAS 4.1 running on it, a NetWare server can be configured as a Remote 
Access Server. With a modem and a phone line, a PPP connection can be 
established, thus providing an entry point to the WAN. The following interfaces 
are supported for PPP: 

• RS232

• Async Modems (Raise DTR, Hayes, and V34)

You can have either a Dial-on-Demand connection or a permanent leased 
connection. NetWare supports both.

You can set up a dial backup in case one channel goes bad by configuring two 
primary call destinations in the WAN Call Directory option and defining the 
backup associations.

The dial-up services provide QoS; VJ header compression is available for slow 
serial links. You can use either PAP or CHAP for authentication to make the 
dial-up connection secure.

Migrating from IPX to IP

If you have an IPX network and would like to migrate to NetWare 6 and Pure IP, 
you can use the Server Compatibility Mode Driver (SCMD). This is different 
from Novell’s NetWare/IP solution in that NetWare/IP provides IP connectivity in 
IPX networks, whereas SCMD is used for IPX-to-IP migrations.

For more details, see the NetWare 6 online documentation at  http://www.novell. 
com/documentation/lg/nw6p/.
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Application Interfaces and Support

The following application interfaces are supported to use the TCP/IP services: 

• BSDSOCK interface is supported for all socket operations

• Winsock 2 interface is supported

• TLI is supported but not recommended

• Native interface is supported but not recommended

Currently, Novell BorderManager supports IP address and port redirection for 
proxy applications in a NetWare environment.

Miscellaneous

• Checksumming Offload. If a NIC supports hardware checksumming, the 
Novell TCP/IP stack will offload checksumming onto the NIC by default. 

• DSR Support. Direct Server Return (DSR) can be configured using 
non-ARPable secondary IP addresses.

• Routing Protocols. The Novell TCP/IP stack provides the following routing 
protocols: RIP I and RIP II, OSPF, EGP, and ICMP Router Discovery. 

• IPsec Support. The Novell TCP/IP stack that comes with NetWare 6 supports 
IPsec.

• CIDR Support. The Novell TCP/IP stack implements Classless Inter-Domain 
Routing (CIDR). This makes is possible to bind to supernetted addresses with 
non-natural subnet masks. CIDR also allows binding to one or more 
interfaces. In the current stack, the NetWare system bound to a system in a 
supernetted IP address environment acts as an end host. In such a scenario, 
forwarding is disabled.

• Proxy ARP. NetWare 6 supports proxy ARP. 

• Duplicate IP Address Detection. NetWare 6 can detect duplicate IP addresses 
on the network. It displays an alert message, along with the MAC address, on 
the server console.

• UDP Features. The UDP included in the Novell TCP/IP stack can transmit a 
maximum packet size of 36992 bytes. It does not currently support multiple 
listeners on the same IP address and port, but that enhancement is planned for 
a future release.

• Path MTU Discovery.  The Path MTU Discovery feature (as outlined in RFC 
1191) is available on the Novell TCP/IP stack.
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Conclusion

This AppNote has provided a technical overview of the Novell TCP/IP stack that 
is available with NetWare 6 and for NetWare 5.1 in Support Pack 4. For more 
information about Novell TCP/IP and its features, refer to the following 
resources:

• NetWare TCP/IP Administration Guide 
(http://www.novell.com/documentation/lg/nw6p)

• TCP/IP developer information (http://developer.novell.com/ndk - search for 
the Server Protocol Libraries for C)
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client browser configurations to match updated proxy configuration in your 
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browsers.
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Introduction

This AppNote describes the various approaches to configuring and distributing 
your client browser configurations to match updated proxy configuration in your 
environment. In particular, it discusses how you can use proxy auto-configuration 
(PAC) and the Web Proxy Auto-Discovery Protocol (WPAD) methods to create 
logic to assist the browser in making the best configuration possible to the user. 
This will be supplemented with any proprietary methods available from current 
popular browser vendors. Finally, it outlines the advantages of these two 
approaches and describes deployment solutions within the enterprise.

Proxy Fundamentals

Before we discuss the approaches of configuring browser configurations, let’s 
quickly review the functionality of proxies and the reasons to deploy them in an 
enterprise.

What Is a Proxy Server?

Webopedia (http://www.wepopedia.com) defines a proxy server as a server that 
sits between a client application, such as a Web browser, and a real server. It 
intercepts all requests to the real server to see if it can fulfill the requests itself. If 
not, it forwards the request to the real server.

Schematically, a proxy server sits between a client program (typically a Web 
browser) and some external server (typically another server on the Web). The 
proxy server can monitor and intercept any and all requests being sent to the 
external server or that come in from the Internet connection. 

Novell BorderManager (NBM) is Novell’s premium solution for offering proxies 
(among other functions) to networked clients. For more information on this 
solution, visit http://www.novell.com/products/bordermanager.

Why Use a Proxy Server?

This positioning gives the proxy server three key capabilities: filtering requests, 
improving performance, and sharing connections. Thus a proxy server has three 
main advantages:

Speed. The major advantage of using a proxy is that it saves time and bandwidth. 
For modem users in particular, caching frequently-accessed Web content via a 
proxy server can increase the speed of page retrieval dramatically.

Security. Another advantage is increased security. Because traffic going back to 
your machine appears to come from the proxy server, it’s harder for hackers to 
find its true location. This protects your machine against typical security attacks, 
and it also makes it more difficult for anyone to track you for profiling or 
advertising purposes.
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Proxy servers can inspect all traffic (in and out) over an Internet connection and 
determine if there is anything that should be denied transmission, reception, or 
access. Since this filtering cuts both ways, a proxy server can be used to keep 
users out of particular Web sites (by monitoring for specific URLs) or restrict 
unauthorized access to the internal network by authenticating users. Before a 
connection is made, the server can ask the user to log in. To a Web user, this 
makes every site look like it requires a login. Because proxy servers are handling 
all communications, they can log everything the user does. For HTTP (Web) 
proxies, this includes logging every URL; for FTP proxies, this includes every 
downloaded file. A proxy can also examine the content of transmissions for 
“inappropriate” words or scan for viruses, although this may impose serious 
overhead on performance.

Sharing Connections. In a scenario where a proxy is acting as a caching Web 
accelerator, many more clients can connect through the proxy server and 
economies of scale result. This optimizes the usage of the company’s Internet 
connection while maximizing the speed of delivering Web pages to the users’ 
desktops.

Desktop Interaction with Proxy Servers

If installing and configuring a proxy server was the only thing an administrator 
had to do, life would be easy. But alas, this is not the case. The second half of the 
job requires the administrator to determine how to configure the client’s browser 
configuration with the appropriate settings to communicate to the proxy.

In broad terms, there are currently three ways to configure Web browsers to use a 
Web cache: 

• “Manual” Configuration. The hostname and port settings are entered 
explicitly for each protocol (the details could differ between protocols), along 
with any exclusions for sites that should always be accessed directly. This 
option is available with all but truly ancient browsers that pre-dated the 
invention of Web proxy and cache servers.

• Proxy Auto-Configuration Script. A single URL is configured which 
identifies a configuration script that tells the browser which cache (if any) to 
use for each request (and with the choice potentially varying according to the 
request URL). Because this requires JavaScript support in the browser, it is 
supported by all but the earliest versions of Netscape and Microsoft browsers.

• Web Proxy Auto-Discovery Protocol (WPAD). The browser is told to “use 
WPAD” and it will try various potential sources of information in the 
expectation that one will identify a proxy auto-configuration script, which is 
then used just as if it had been entered manually (but without the need for 
explicit configuration initially or if the URL needs to change). Currently, 
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Netscape 4.5 and higher and Microsoft Internet Explorer 5.0 and higher (on 
Windows) are the only widely-used browsers that support WPAD, though as a 
draft Internet standard it is likely to become more widely available over time. 

Using “Manual” Browser Configuration

The most basic and widely available option is “manual” configuration, using 
whatever means may be offered by the browser (such as configuration menu, 
configuration file, or setting environment variables) to define the Web cache 
hostname and port number for each protocol that should use the cache, along with 
defining any exclusions which should always be accessed directly and ensuring 
that other protocols (such as SSL) are not fetched via the cache.

Manual configuration has a number of disadvantages compared to the newer 
alternatives: it is error-prone, time-consuming if many browsers need to be 
configured individually (initially and for any subsequent changes), and typically 
does not provide any “fallback” option of fetching direct in the event that the 
configured cache is inaccessible. Additionally, the browser must be reconfigured 
explicitly if switching to or from a non-corporate connection (as in the case of 
employees connecting via an ISP during vacations), since the Web cache can be 
used only by computers connected to the corporate network infrastructure. 

On the other hand, it may be the best choice for individual users who need to 
bypass the cache routinely for particular sites that they need to access directly for 
some reason, but which aren’t appropriate for special handling by the Web cache 
or proxy auto-configuration script.

The procedures for “manual” configuration vary between browsers, but the 
requirements are to:

• Define the appropriate server and port for HTTP, FTP, and Gopher requests. 

• Ensure that no proxy is configured for other protocols (SSL/secure HTTP/ 
https, WAIS, and so on) and that any option to define a “SOCKS” proxy (a 
particular means of getting requests through a network firewall) is not set.

• Set up exclusion or “no proxy” lists for intranet sites and any others for which 
there may be a local need to send requests directly to the origin server rather 
than via the cache. 

Achieving this with an unfamiliar browser may require some investigation, as 
there are many variations on the same general theme. 

For the proxy settings, it usually involves specifying the hostname and port either 
separately (and repeated for each protocol) in a browser configuration form, in a 
pseudo-URL style as in a configuration file, or as settings for UNIX environment 
variables. Apart from checking the hostname and port number are entered 
correctly, bear in mind that with some browsers it is much easier to misconfigure 
than to configure correctly (for example, enabling use of the cache for all 
protocols, instead of the specific ones intended). 
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Configuring exclusions (“no proxy” settings) is less predictable. For intranet sites, 
the main exclusion requires that servers with hostnames ending in the local site 
domain should be excluded, which might be specified (for example) as 
novell.com, .novell.com, or *.novell.com, depending on the browser. If multiple 
exclusions are needed, the separator between list entries also varies between 
browsers, commonly being either a comma, a semi-colon, or a space. 

Using the Proxy Auto-Configuration Script

The proxy auto-configuration script is a specialized JavaScript script retrieved 
from a Web server. It is executed for each URL accessed to determine the 
appropriate proxy (if any) to be used to access the resource. User agents must be 
configured to request this script upon startup. There is no bootstrap mechanism, so 
manual configuration is necessary. Despite manual configuration, the process of 
proxy configuration is simplified by centralizing it within a script at a single 
location.

The proxy auto-configuration script option is simpler and in most respects more 
convenient than “manual” configuration, since the only browser configuration is 
to define the URL from which the script should be loaded. Any changes to the 
script are loaded automatically by the browser, which will periodically check 
whether there is a new version for it to use.

The main disadvantage is that individual users cannot override the script’s 
decisions about how to handle requests, except by temporarily disabling use of the 
Web cache entirely, or by switching to manual configuration. This might be 
necessary if, for example, they need to add some personal special-case exclusions, 
perhaps for sites involved in collaborative work that limit access to specific client 
systems. However, its disadvantage is considered a strength by network 
administrators who want to guarantee browser configurations in very large 
deployments.

The Netscape and Microsoft browsers that support auto-configuration scripts are 
not dependent on whether configuration settings allow execution of JavaScript in 
Web pages—that can be disabled (due to security concerns, for instance) without 
affecting the auto-configuration mechanism. 

The URL for configuring the centrally-provided PAC script is:

http://[web site URL]/[proxy configuration file].pac

The corresponding JavaScript definitions can be viewed as text using the 
following URL:

http://[web site URL]/[proxy configuration].as-text 

(The former is served with content type application/x-ns-proxy-autoconfig and 
cannot be viewed directly; the latter is the same file, served as text/plain.)
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Note: You can also configure the browser to look for a “local” file. The syntax for 
Netscape browsers is “file:///x|dir/dir/proxy.pac” (where x is the drive letter - 
note the use of the three slashes and vertical bar). For IE, the syntax is 
“file://x:/dir/dir/proxy.pac”.

While using the auto-configuration script makes the browser dependent to some 
extent on availability of the Web server in addition to the Web cache, this isn’t 
usually a problem. The Web server is needed only for loading the script initially 
and checking periodically if the script has been updated. Browsers will typically 
cope sensibly if that fails (due to network or server problems), either using an 
existing saved copy or simply fetching all requests directly instead of using the 
Web cache (and possibly asking the user’s permission first). As long as the script 
URL is correctly configured, the script should get fetched later once it is 
accessible.

Creating the Proxy Auto-Configuration Script. The proxy autoconfig file is 
written in JavaScript. The file must define this function:

function FindProxyForURL(url, host)

This function will be called by the browser in the following way for every URL 
that is retrieved by it: 

ret = FindProxyForURL(url, host);

where:

url is the full URL being accessed.

host is the hostname extracted from the URL. This is only for convenience; it is 
the exact same string as between :// and the first : or / after that. The port number 
is not included in this parameter. It can be extracted from the URL when 
necessary. 

ret is the (the return value) a string describing the configuration. The format of 
this string is defined as follows:

• If the string is null, no proxies should be used. 

• The string can contain any number of the following building blocks, separated 
by a semicolon: 

DIRECT (connections should be made directly, without any proxies)

PROXY host:port (the specified proxy should be used)

SOCKS host:port (the specified SOCKS server should be used)

The following table lists JavaScript functions that can be used in building the 
proxy auto-configuration script.
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Function Description

isPlainHostName(url) Checks for the existence of a domain name in the url. 
Returns Boolean (true/false)

dnsDomainIs(host, domain) Checks for the existence of domain in host.  
Returns Boolean (true / false)

localHostorDomainIs(host, hostdom) Checks for existence of host in hostdom. Returns true if the 
hostname matches exactly the specified hostname, or if there is 
no domain name part in the hostname, but the unqualified host-
name matches. Returns Boolean (true / false)

isResolvable(host) Tries to resolve host. Returns Boolean (true / false)

isInNet(host, pattern, mask) Checks to determine if the IP address of the host matches the 
specified IP address pattern. Returns Boolean (true /false)

dnsResolve(host) Resolves the host name into an ip address
Returns string that resembles the resolved ip address.

myIpAddress() Returns string that resembles the client’s ip address.

dnsDomainLevels(host) Returns the number (integer) of DNS domain levels (number of 
dots) in the hostname. 

shExpMatch(str, shexp) Returns true if the string matches the specified shell expression. 

weekdayRange(wd1, wd2, gmt) Only the first parameter is mandatory. The second, the third, or 
both may be left out. 

If only one parameter is present, the function yields a true value 
on the weekday that the parameter represents. If the string 
“GMT” is specified as a second parameter, times are taken to be 
in GMT, otherwise in local time zone. 

If both wd1 and wd1 are defined, the condition is true if the cur-
rent weekday is in between those two weekdays. Bounds are 
inclusive. If the “GMT” parameter is specified, times are taken 
to be in GMT, otherwise the local time zone is used. 

dateRange(day)
dateRange(day1, day2)
dateRange(mon)
dateRange(month1, month2)
dateRange(year)
dateRange(year1, year2)
dateRange(day1, month1, day2, 
month2)
dateRange(month1, year1, month2, 
year2)
dateRange(day1, month1, year1, 
day2, month2, year2)
dateRange(day1, month1, year1, 
day2, month2, year2, gmt)

Day is the day of month between 1 and 31 (as an integer).

month is one of the month strings: JAN FEB MAR APR MAY JUN 
JUL AUG SEP OCT NOV DEC

year is the full year number, for example 1995 (but not 95).Inte-
ger. 

gmt is either the string “GMT”, which makes time comparison 
occur in GMT timezone; if left unspecified, times are taken to 
be in the local timezone. 

Even though the above examples don’t show, the “GMT” param-
eter can be specified in any of the 9 different call profiles, 
always as the last parameter. 

If only a single value is specified (from each category: day, 
month, year), the function returns a true value only on days that 
match that specification. If both values are specified, the result 
is true between those times, including bounds. 
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Use the isInNet(), isResolvable(), and dnsResolve() functions judiciously, 
as they require DNS server to be consulted (whereas all other autoconfig-related 
functions are mere string matching functions). Most of the time these functions 
are not necessary to achieve the desired result. 

Following are two example scripts that show how to use these functions.

Example Script: Subnet

 function FindProxyForURL(url, host)
 {

 if (isPlainHostName(host) ||
 dnsDomainIs(host, ".mydomain.com") ||
 isInNet(host, "198.95.0.0", "255.255.0.0"))
 return "DIRECT";

 else
 return "PROXY proxy.mydomain.com:8080";

 }

Example Script: Setting Proxy Based on Protocol

 function FindProxyForURL(url, host)
 {

 if (url.substring(0, 5) == "http:") {

 return "PROXY http-proxy.mydomain.com:8080";
 }
 else if (url.substring(0, 4) == "ftp:") {

 return "PROXY ftp-proxy.mydomain.com:8080";
 }
 else if (url.substring(0, 7) == "gopher:") {

 return "PROXY gopher-proxy.mydomain.com:8080";
 }
 else if (url.substring(0, 6) == "https:" ||

 url.substring(0, 6) == "snews:") {

 return "PROXY security-proxy.mydomain.com:8080";
 }
 else {

 return "DIRECT";
 }

 }

timeRange(hour)
timeRange(hour1, hour2)
timeRange(hour1, min1, hour2, min2)
timeRange(hour1, min1, sec1, hour2, 
min2, sec2)
timeRange(hour1, min1, sec1, hour2, 
min2, sec2, gmt)

hour is the hour from 0 to 23. (0 is midnight, 23 is 11 pm.) 

min minutes from 0 to 59. 

sec seconds from 0 to 59. 

gmt either the string “GMT” for GMT timezone, or not specified, 
for local timezone. Again, even though the above list doesn’t 
show it, this parameter may be present in each of the different 
parameter profiles, always as the last parameter. 

Function Description
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Deploying the Proxy Auto-Configuration Script. Follow these steps to deploy 
the proxy auto-configuration script for Internet Explorer.

1. Create a standard netscape proxy auto-configuration (PAC) file.

2. Store the file in the document root directory of your Web server as wpad.dat. 
You should be able to use an HTTP redirect if you want to store the wpad.dat 
file somewhere else. You can probably even redirect wpad.dat to proxy.pac:

redirect /wpad.dat http://other.server.com/proxy.pac 

3. If you do nothing more, a UTL such as http://www.your.domain.name/ 
wpad.dat should bring up the script text in your browser window. 

4. Insert the following entry into your Web server mime.types file (maybe in 
addition to your PAC file type, if you’ve done this before):

application/x-ns-proxy-autoconfig  dat

You will probably need to restart your Web server for new mime type to 
work. (You can try skipping this step to see if it works for your particular 
Web server.)

5. Create/install/implement a DNS record so that wpad.your.domain.name 
resolves to the host above where you have a functioning auto config script 
running. Also you can use your computer’s Hosts file for creating a mapping:

wpad.your.domain.name <IP-address your web-server>

6. From IE’s Tools menu, select Internet Options | Connections | Settings (or 
LAN Settings). Set only “Use Automatic Configuration Script” to be the 
URL for the location of your new wpad.dat file. For example, this might be 
http://wpad.your. domain.name/wpad.dat. Test to make sure this all works 
with your script and network.

7. Finally, go back to the setup screen detailed in Step 6 above and turn 
everything off except the “Automatically Detect Settings” option. 

It may prove useful to restart Internet Explorer.

Using Web Proxy Auto-Discovery (WPAD)

Web Proxy Auto-Discovery (WPAD) provides a way for Web clients to locate an 
auto-configuration script (appropriate to their current location within the network) 
without requiring any explicit configuration (for example, of a script URL). 
WPAD does not specify which proxies will be used. WPAD discovers the 
configuration URL (CURL), and the configuration file (CFILE) is retrieved and 
interpreted to determine browser configuration settings. 

It is worth carefully noting that the goal of the WPAD process is to discover the 
correct CURL at which to retrieve the CFILE; the client is not trying to directly 
discover the name of the proxy.
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In addition, it is worth noting that different clients requesting the CURL may 
receive completely different CFILEs in response. The Web server may send back 
different CFILES based on a number of criteria such as “user agent” header, 
“accept” headers, client IP address/subnet, and so on. Conversely, different 
CFILEs can also be received by the same client in situations such as round-robin 
load balancing, for example.

WPAD defines a range of methods by which Web proxy configuration details 
may be located, though most are optional. The browser should try all the WPAD 
options it supports, in a standard sequence; it does not need to be configured to 
use the particular method that is provided on a particular network. 

The following methods for WPAD to determine its proxy auto-configuration are 
described in RFC 3040 (although not all are actually implemented in today’s 
browsers).

• Dynamic Host Configuration Protocol (DHCP). To supply the auto- 
configuration proxy file via DHCP, option 252 must be set. This option 
should point to the specific URL and file that hosts the configuration file (for 
example, http://intranet.novell.com/proxydfg.pac).

• Service Location Protocol (SLP). Although mentioned in the RFC, this 
method is not currently implemented in any browsers on the market today.

• DNS “A” Records. Using the DNS method, the “well known” alias WPAD is 
required to identify the target location for the configuration file. Using this 
standard browsers expect to see wpad.dat at the Web server.

The client performs the following DNS lookup:

QNAME=wpad.TGTDOM., QCLASS=IN, QTYPE=A

Each A RR, which is returned, contains an IP address which is used to replace 
the <HOST> default in the CURL.

• DNS “SRV” Records. The client issues the following DNS lookup:

QNAME=wpad.tcp.TGTDOM., QCLASS=IN, QTYPE=SRV

If it receives SRV RRs in response, the client should use each valid RR in the 
order specified in RFC 2052. Each valid record will specify both a <HOST> 
and <PORT> to override the CURL defaults.

• DNS “TXT” Records. The client should attempt to retrieve TXT RRs from the 
DNS to obtain “service: URLs” contained therein. The “service: URL” will be 
of the following format, specifying a complete candidate CURL for each 
record located:

service: wpad:http://<HOST>:<PORT><PATH>

The client should first issue the following DNS query:

QNAME=wpad.TGTDOM., QCLASS=IN, QTYPE=TXT
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Client WPAD clients (such as browsers—most notably Internet Explorer 5 and 
later) follow a specific order of resolution in requesting resource discovery. 
Clients only attempt mechanisms that they support. Every time a discovery 
attempt succeeds, the client uses the information obtained to construct a CURL. If 
a CFILE is successfully retrieved at that CURL, the process is complete. If not, 
the discovery process continues until either a CFILE is successfully retrieved or 
no proxy is configured for use by the client.

Discovery for WPAD typically uses the above-noted services in the following 
order:

1. DHCP

2. SLP

3. DNS “A” Records

4. DNS “SRV” Records

5. DNS “TXT” Records

As an example, consider a client with hostname desktop.development.novell.com. 
Assume the Web client software supports all of the mechanisms listed above. This 
is the sequence of discovery attempts the client would perform until one 
succeeded in retrieving a valid CFILE:

• DHCP

• SLP

• DNS A lookup on QNAME=wpad.development.novell.com

• DNS SRV lookup on QNAME=wpad.development.novell.com

• DNS TXT lookup on QNAME=wpad.development.novell.com

• DNS A lookup on QNAME=wpad.novell.com

• DNS SRV lookup on QNAME=wpad.novell.com

• DNS TXT lookup on QNAME=wpad.novell.com

WPAD Limitations. Because WPAD is a proposal and not a standard, only the 
latest browsers support this at any great level. Even previous generation browsers 
produced undesirable effects because there is no clear indication of whether 
WPAD is being used successfully when enabled—and producing unclear 
messages at best when it is not correctly functioning. For example, an incorrect 
CURL may produce an error in Netscape while IE simply continues silently. This 
appears to be attributed to specific implementation of the proposal. In most cases, 
WPAD can be used as a fallback “catch all” in configuring browser settings.
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Automatically Configuring Web Browsers to Use the Proxy Server

Now that you understand the basic approaches to configuring browser settings, 
let’s take a look at some methods of automatically deploying browser settings to 
the desktop.

1. Using desktop management software to deploy “manual” browser settings

2. Using automatic browser settings along with proxy auto-configuration files 
in deploying browser settings 

3. Using a vendor-specific approach

4. Using a hybrid approach

Using Desktop Management Software to Deploy Browser Settings

With most organizations, changes occur in the environment quite quickly, and 
sometimes these changes force administrators to react quickly to these rapidly- 
changing computing conditions. As such, there is a need to change or add 
infrastructure components and then have clients properly configure themselves for 
the new change. Instead of using manual brute force to implement these updates, 
you can use a desktop management product such as Novell ZENworks for 
Desktops to implement these changes.

The various approaches for updating browser configurations using ZENworks for 
Desktops include:

• Using application management features to configure changes. The degree of 
success of utilizing this approach depends on the version of the browser and 
the target desktop operating system. In general, newer operating systems and 
browsers should use supported options from the vendor, as discussed later.

To capture potential settings for a browser (assuming the OS/browser supports 
it), use the snapshot method:

a. Perform a “before” snapshot before changes are recorded.

b. Make the changes to the browser.

c. Perform the “After” snapshot to record the settings.

d. Create the Application object in eDirectory and modify it as appropriate.

e. Test the Application object.

f. Deploy the Application object.

• Using Group Policies. In a company-standard environment of Windows 2000 
or later with Internet Explorer as the browser, you can update browser proxy 
settings (among others) troughh the use of Group Policies. Figure 1 shows the 
Group Policy Proxy Settings screen.
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Figure 1: Screen for deploying Proxy Settings in a Group Policy.

For more information on how Novell ZENworks can reduce desktop 
management tasks, visit http://www.novell.com/products/zenworks.

Using Automatic Browser Settings

If you have standardized on the newer browsers that support the methods 
discussed earlier (WPAD), you can easily deploy new configurations to the 
desktop. This is possible because existing protocols (DNS/DHCP) are utilized to 
point to the appropriate configuration file (CFILE). Since this file is centrally 
located on Web browsers, changes can be made that force changes across wide 
number of clients in a short period of time. However, for most organizations, it 
takes multiple configuration files to accomplish this since there is usually a 
general mix of installed browsers, versions, and operating systems.

Using a Vendor-Specific Approach

Both Microsoft and Netscape provide alternate methods of installing and 
configuring browser configurations and products. These primarily consist of 
“administrator kits” through which the administrator can install new versions of 
browser software and also configure the browser settings. The resulting 
self-installing EXE can be distributed through ZENworks for Desktops or 
another software management solution.

This method works best in which new versions of browsers are being deployed 
and many new settings (including proxies) need to be reconfigured at the 
same time.



A p r i l  2 0 0 2 33

To configure your browsers with this approach, follow these steps.

1. Download the administration kits. You can download the Microsoft Internet 
Administrative Kit (IEAK) from http://www.microsoft.com/windows/
ieak/default.asp. You can download the Netscape Client Customization Kit 
at http://home.netscape.com/bisdev/distribution/index.html.

Note that agreements with these vendors must be acknowledged and adhered 
to before distributing customized browsers. Please refer to the vendor’s Web 
site for more details.

2. Run the administrative kit. You will need to download the required browser 
software during this process. You will have an opportunity to change many 
browser settings, with proxy settings being just one of the many settings at 
your disposal.

3. Deploy the browser utilizing your desktop management solution.

Figure 2 shows a screen from the Netscape Client Customization Kit.

Figure 2: Configuring proxies via the Netscape 6 Client Customization Kit.

Figure 3 shows a screen from the Internet Explorer 6 Customization Wizard.
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Figure 3: Configuring proxies via the Microsoft Internet Explorer 6 Administration Kit.

Microsoft also allows you to configure the browser settings without having to 
deploy the browser by using the Internet Explorer Profile Manager. This utility 
comes with the IEAK (see Figure 4).

Figure 4: Configuring proxies with the IE Profile Manager.
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Netscape provides a browser management product called Netscape Mission 
Control Desktop which provides functionality very similar to that of the Microsoft 
IE Profile Manager, but extending beyond configuration to include deployment 
assistance. Netscape Mission Control Desktop gives IT professionals a new level 
of control and manageability over their intranet client environment, making it 
easy for them to deploy Netscape Communicator within the intranet, configure 
Communicator for the enterprise, centrally manage Communicator through 
Netscape Console, and automatically distribute updates to Communicator. For 
more information, visit http://home.netscape.com/communicator/missioncontrol/ 
v4.5/index.html?cp=n4ictr.

Once the appropriate settings have been configured, you can save the file as an 
.INS file on a Web server where the client’s browser can point to this HTTP URL. 
Performing browser updates in this manner covers all aspects of the browser 
configuration process and eliminates the requirement of manually building 
JavaScript configuration files.

Using a Hybrid Approach

Because each of the above approaches has its advantages and disadvantages, you 
may elect to mix and match in various combinations to provide the best solution 
for your deployment requirements. For instance, you may want to upgrade your 
browsers to the latest version. Using the resource kits from vendors may provide 
the best option, because you can also configure the required settings. Those just 
requiring smart proxy utilization may opt for a proxy auto-config file and then use 
ZENworks for Desktops or another desktop management solution to make sure 
the clients are correctly configured. The choice is up to you.

Manually Configuring Web Browsers to Use the Proxy Server

This section details how to manually configure the two most popular browsers— 
Microsoft Internet Explorer and Netscape Navigator—on various platforms.

Internet Explorer 6.0, 5.5 and 5 for Windows

1. From the Tools menu, select “Internet Options”.

2. Click on the Connections tab. You should see the window shown in Figure 5.
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Figure 5: The Internet Options, Connections tab.

3. Click on the LAN Settings button.

4. Make sure “Automatically detect settings” is selected, as shown in Figure 6.

Figure 6: The Local Area Network (LAN) Settings window.

5. Click on OK to close the LAN Settings window.

6. Click on OK to close the Internet Options window.
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Internet Explorer 5 for Macintosh

1. From the Edit menu, select “Preferences”.

2. From the list of categories down the left-hand side of the Preferences 
window, expand the Network section by clicking on the triangle to the left of 
Network and then click on “Proxies”.

3. Enter the values shown in Figure 7.

Figure 7: Internet Explorer Preferences.

4. Click on the Settings button to the right of the Web Proxy box and complete 
as shown in Figure 8.

Figure 8: The Web Proxy Settings window.

5. Click OK to exit each settings window.
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Internet Explorer 4.5 for Macintosh

1. From the Edit menu, select “Preferences”.

2. Scroll down the list of options on the left-hand side of the window until you 
get to Network. If the triangle to the left of the word “Network” is not 
pointing down, click on it once so that it is. There should now be an option 
named “Proxies”. Click on this option.

3. Complete the settings screen as shown in Figure 9.

Figure 9: The Internet Explorer Preferences window.

4.  Click OK to close the window.

Internet Explorer 4 for Windows

1. From the View menu, select “Internet Options”.

2. You will see the window shown in Figure 10. Click the Connection tab at the 
top of the window as shown.
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Figure 10: The Internet Options window.

3. In the bottom section of the window, click on the Configure button.

4. In the URL box shown in Figure 11, type in the URL of your configuration 
file.

Figure 11: The Automatic Configuration window.

5. Click the OK button.

Internet Explorer 3.x

1. From the View menu, select “Options”.

2. Click on the Advanced tab.

3. Click on the Automatic Configuration button at the bottom of the window.
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Note: On some older versions of Internet Explorer, the Automatic Configuration button 
does not exist. We have experienced some problems when using such versions of 
Internet Explorer. You should either upgrade Internet Explorer 3 to version 3.02 
using the Microsoft Patch or install a later version of Internet Explorer. 

4. In the URL box, type in the URL of your configuration file. 

5. Click the OK button to close the Automatic Configuration window.

6. Click the OK button to close the Options window.

Netscape 6.21

1. From the Edit menu, select “Preferences”. This will open a window which 
contains all the configuration details for Netscape.

2. In the left-hand panel, click on the triangle next to the “Advanced” option. 
The menu will expand with more options.

3. Choose “Proxies”. The window view on the right-hand side of the screen will 
change to show the proxy configuration setup shown in Figure 12.

Figure 12: The Preferences window.

4. Select the “Automatic proxy configuration URL” option.

5. Type in the URL to the configuration file in the box.
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Netscape 4.7, 4.6, 4.5 and 4

1. From the Edit menu, select “Preferences”. This will open a window which 
contains all the configuration details for Netscape, as shown in Figure 13. 

2. In the left-hand window, click on the “+” sign next to the Advanced option. 
The menu will expand with more options.

3. Choose “Proxies”. The window view on the right-hand side of the screen will 
change to show the proxy configuration setup.

Figure 13: The Preferences window.

4. Select the “Automatic proxy configuration” radio button.

5. Type in the URL to the configuration file in the box.

Netscape 2 and 3

1. From the Options menu, select “Network Preferences”.

2. Select the Proxy tab.

3. Select the Auto proxy config option.

4. In the “auto proxy config” box, type in the URL to your configuration file.

Netscape 1

1. From the Options menu, select “Preferences”.

2. Select the Proxies tab.

3. In the “http proxy” box, type in the configuration file and port.

4. Type in the appropriate information into the “Gopher” and “FTP” boxes.
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Conclusion

This AppNote has described the various methods and procedures by which 
browsers can manually, automatically, and programmatically update proxy and 
other configuration settings. In addition, it discussed various methods of using 
third-party solutions and procedures to apply these browser updates.
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Introduction

Novell iChain 2.0 provides identity-based Web security services that control 
access to application and network resources across technical and organizational 
boundaries. iChain separates security from individual applications and Web 
servers, enabling single-point, policy-based management of authentication and 
access privileges throughout the Net. 

This AppNote outlines the steps in upgrading from iChain 1.5 to 2.0, which are:

• Prepare the current iChain 1.5 platform

• Back up the existing iChain 1.5 configuration

• Upgrade eDirectory with the iChain 2.0 schema

• Install ConsoleOne 1.3 and the iChain snap-ins

• Convert and modify existing ACL/ISO object definitions

• Upgrade the ICS box to iChain 2.0

• Test the upgrade and implement new features

This AppNote explains each of these steps and provides a list of the eDirectory 
schema differences between iChain 1.5 and 2.0.

Preparing the Current iChain 1.5 Platform

Before upgrading iChain, you should make sure that the current system is fully 
operational. To do this, prepare a test scenario. Identify key profiles for all 
applications. Make a note of what each application requires as input (simple 
authentication header, parameters passed via the command line, and so on).

Run the test scenario on the existing iChain 1.5 system and confirm that 
everything is working fine.

Note: iChain 2.0 OLAC parameters can be passed via the URL or HTTP header (query 
string is still the default). Make sure that the application and OLAC setup are in 
sync regarding the way in which the data is being passed.

Backing Up the Existing iChain 1.5 Configuration

Follow these steps to back up your existing iChain 1.5 system.

Authentication Server

Start by backing up the Authentication Server.

1. Perform a backup of eDirectory.

2. Export to LDIF all of the iChain objects (ACL, ISO, Communities).

3. Back up any custom tools or modules that you may have been running on the 
Authentication Server.
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4. If you have ConsoleOne v2.1x installed, rename the ConsoleOne directory. 
(The iChain 2.0 Authentication Server CD ships with ConsoleOne v1.3). If 
this is not an option, rename the iChain snap-in and library directories.

iChain ICS Server

Next, back up the iChain ICS Server.

1. Export the ICS configuration to a NAS file and save it as CURRENT.NAS 
on a floppy diskette. 

2. Capture screen shots of all the ICS configuration screens.

3. Export or back up certificates that are being used by the Proxy Server.

Note: Certificates can only be backed up if they were created with the PKI snap-ins 
that were used in the iChain 1.5 FP2 patch.

4. Back up the following files:

• /etc/hosts - contains host mappings to IP addresses

• /etc/proxy/data - contains custom login pages (ca*.html)

• /ichain/oac/oac.properties - contains OLAC configuration settings

• /etc/proxy/r_append.cfg - if any DNS search types have changed

• /system/appstart.ncf 

• /system/tune.ncf

5. Copy any tools or modules that you may have used from the server (for 
example, LSEARCH.NLM for LDAP testing and NETMON.NLM for taking 
traces).

Other Backup Tips

If at all possible, add an extra disk to the ICS box so that the iChain 1.5 
installation can remain untouched while the iChain 2.0 installation is executed. 
Also, it is a good idea to create a clone image of the iChain 1.5 build on the server 
before doing the upgrade. Make sure you have everything you need to restore a 
valid iChain 1.5 ICS image, should something go wrong during the upgrade.

The iChain 2.0 schema is compatible with the previous 1.5 schema. This means 
that if you leave your 1.5 ISO object untouched, you could have one proxy box 
running 1.5 while a second one is being upgraded.  This could be helpful in doing 
a seemless migration and allows for an easy rollback should that be necessary.

Note: When upgrading from iChain 1.5 to 2.0, verify that the “SET cache readahead” 
parameter is set to Off on the ICS box. Having this parameter set to On in iChain 
2.0 will cause the server to Abend!
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Upgrading eDirectory with the iChain 2.0 Schema

The next step is to upgrade Novell eDirectory with the iChain 2.0 schema. This is 
done via the iChain 2.0 Install CD.

The install script will generate many BURP errors during this phase. You can 
simply ignore these errors, as they are due to the fact that many of the 
modifications to the schema that the install script is trying to perform are 
already in place.

Note: If the tree you are upgrading also contains BorderManager schema extensions, 
you will need to manually re-link the “brdsrvsOutgoingAcl” attribute with the 
object class named “brdsrvsACLRule”. This is easily done in ConsoleOne’s 
Schema Manager after you have applied the new schema and reloaded 
ConsoleOne.

Installing ConsoleOne 1.3 and the iChain Snap-ins

If you don’t already have ConsoleOne 1.3 installed, along with the iChain 
snap-ins from the Authorization Server CD, do so now. This is required for any 
Radius or token-based authentication setup. Note that you must have Novell 
International Cryptographic Infrastructure (NICI) version 1.5x—the setup will fail 
with NICI 2.0.x!

Converting and Modifying ACL/ISO Object Definitions

The ConsoleOne snap-ins that ship with iChain 2.0 can detect objects that were 
formatted with iChain 1.5. After you have upgraded the Authentication Server 
from 1.5  to 2.0 and selected the properties of the original 1.5 ISO object with the 
new 2.0 snap-ins, you will be presented with the screen shown in Figure 1, asking 
whether you want the 1.5 ISO objects to be upgraded.

Figure 1: Prompt to upgrade iChain 1.5 ISO objects.

If you answer “Yes” here, the ISO attributes will be converted to 2.0 format in 
which the ISO access mode will default to “Secure”. That means users will need 
to authenticate and be authorized before they can access the protected resource at 
the origin server. 
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Once the conversion is completed, you can modify the resources if needed. Figure 
2 shows the screen for modifying an existing protected resource.

Figure 2: The Modify Existing Protected Resource window.

If you answer “No” to the prompt in Figure 1, the object will remain as an iChain 
1.5 protected resource. The resources on this iChain service object will continue 
to function as they did in iChain 1.5. For backwards compatibility, you should 
make all changes to the protected resources with the iChain 1.5 snap-ins.

Here are two items to note if you decide to create completely new objects:

• The ISO object has many new attributes in iChain 2.0. The most important of 
these involves the protected resource mode (public, secure, or protected). 
Also, you need to add “/*” to the end of the protected resource definition in 
order to access resources in all subdirectories.

• If you decide to recreate a deleted ISO object, the corresponding Role Objects 
that reference the old ISO’s protected resources must be recreated as well. If 
this is not done, ACLCHECK will report “rules are of old version” errors.

Upgrading the ICS Box to iChain 2.0

You are now ready to perform the actual iChain 1.5 to 2.0 upgrade on the ICS 
box. To do this, follow these steps:

1. Image the ICS box with iChain 2.0. 

2. Unlock the ICS system console by typing “UNLOCK <Enter>” at the 
console prompt. You don’t need to specifiy a password.
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3. Import the NAS file you created earlier by inserting the diskette containing 
the CURRENT.NAS file into the ICS box’s floppy drive and typing 
“IMPORT FLOPPY <Enter>” at the console prompt. Wait until you see the 
“Completed execution of autoload” message displayed at the server console 
before proceeding.

4. Import the server certificates that you backed up from the iChain 1.5 server. 

If you encounter problems accessing the ICS GUI utility, do the following 
from the Internet Caching System console:

• Run the _kill application command to kill the Java ServerApplication 
thread and all support modules.

• At the system console, unload CERT.NLM and then reload it.

• Execute APPSTART.NCF at the system console.

5. Restore the files you backed up in previous steps. The OAC.PROPERTIES 
file will not be needed unless some non-default parameters (such as 
increasing worker threads, synchronization interval, and so on) were required 
for functionality in iChain 1.5.

6. Using the ICS GUI utility, run the health check to make sure all services are 
up and running.

7. Check to see whether the eDirectory server still has community objects 
(which do not ship with iChain 2.0) and rules based on community objects. If 
so, modify the APPSTART.NCF file to load ACLCHECK with the /M 
option.  (iChain 2.0 has experienced a few abends with this /M option. A 
patch should be released soon to fix this problem. Check the Novell Support 
Connection Web site at http://support.novell.com for the latest iChain 
patches.)

8. Verify that you can access the iChain protected resources from a browser.

Testing the Upgrade and Implementing New Features

After the upgrade, perform an offline test using the scenario you defined earlier. 
Perform an onsite production test when the system goes back online.

Only when the old iChain features are confirmed as working should you start 
enabling the new iChain 2.0 features!
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Schema Differences Between iChain 1.5 and 2.0

To obtain an LDIF file containing a list of schema definitions for iChain 2.0, 
which includes changes made since iChain 1.5, download the file named 
ICHAIN20.TXT from the AppNotes download link at:

http://developer.novell.com/research/downloads.htm

Conclusion

This AppNote has given the procedure for upgrading from iChain 1.5 to 2.0. For 
additional information about Novell iChain, refer to the following resources:

• “Novell iChain 2.0 Installation and Configuration Quick Start” AppNote 
(http://developer.novell.com/research/appnotes/2002/march/01/
a020301.html)

• iChain product page (http://www.novell.com/products/ichain)

• iChain Cool Solutions page (http://www.novell.com/coolsolutions/icmag)

Copyright © 2002 by Novell, Inc. All rights reserved. 
No part of this document may be reproduced or transmitted 
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their respective companies or distributors.
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Introducing the “City Somewhere” Project

City Somewhere wants to improve its relationship with citizens and other 
organisations with the help of Internet technology. At the same time, it wants to 
reduce costs and improve efficiency. City Somewhere has 900,000 citizens. The 
services are divided into twelve departments, of which three are interested in 
starting an eGovernment project. Each of these departments has deployed specific 
information systems tailored to their own business processes:

• Citizen Administration handles birth certificates. It uses an IBM AS/400 
running DB2 to maintain all citizen information such as name, parents' names, 
date of birth, place of birth, social security number, and so on. 

• The Department of Finance (DOF) works with real estate property taxes. It 
uses an Oracle database on Windows 2000 to store information about all real 
estate objects and their owners. An owner does not need to be a citizen of the 
city; the owner could live in another city or could be a company. In either 
case, the owner would be unknown at Citizen Administration.

• The Department of Environment Protection (DEP) handles water and sewer 
bills. It uses a Sybase Database running on Unix to maintain the homeowners/ 
users, the amount of water used, and the number of people living in the house.

The overall business goals of this eGovernment project are:

• To provide personalized information to citizens and other stakeholders 
through Web technology

• To assign users only one username and password to all the information they 
are allowed to access, regardless of the existing back-end systems

• To create a new infrastructure that is flexible enough to support other 
departments in the future 

• To not replace existing systems if it isn’t necessary to achieve the business 
goals (in other words, “If it ain’t broke, don’t fix it.”)

The business goals for the Citizen Administration department are:

• To allow citizens to request a birth certificate and pay for it electronically 

• To enable other departments and organisations to “look” directly into the CA 
database and see information that is relevant to them

The business goals for the Department of Finance are:

• To provide homeowners or renters access to tax reports and status of 
payments

• To provide access to other organisations such as other departments or national 
government agencies
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The business goals for the Department of Environment Protection are:

• To provide citizens access to the water and sewer billing system

• To provide citizens the option to pay their bills by credit card

In addition, the project team identified five overriding principles which would 
guide all aspects of the project:

• Security

• Ease of management

• Use of Internet standards

• Multi-platform

• Flexibility

Challenge of eGovernment: Division of Activities

This section describes the biggest challenge faced by a governmental organization 
looking to make use of the Internet: division of activities. Government entities 
typically divide their activities for political, historical, or legal reasons, or for the 
sake of efficiency. 

Political Reasons

Politicians live by the day, just like citizens. If the cry of the day is for a new 
organization or a new dataset/database, that will be asked from the existing 
organization. Because it is not always possible or practical to integrate these new 
activities and databases into existing organizations or infrastructures, whatever is 
needed to fulfill this desire will be built, bought, or hired on the shortest term 
possible. This tends to undermine standardization on how the activities are 
organized or which platforms are used. But that is the way most systems are 
implemented. Organizations must have the flexibility to quickly adapt.

Historical Reasons

Not all governmental activities start out as a big activities, but it is possible (and 
fairly common) for small activities to evolve into big ones. Sometimes a function 
begins in a small office of another department and ends up consuming a big part 
of that department. Because of the history of such an office, it is integrated with 
another department, especially on the information systems level, even if the 
activity is not in the nature of the other department. Trying to separate an office or 
integrate it into another department whose nature is more similar is very difficult. 



A p r i l  2 0 0 2 53

Legal Reasons

Mostly due to privacy concerns, governments organize the information flow into 
certain areas and hold the organization responsible for the secrecy of the 
information. It is forbidden by law to share this information with other 
organizations (governmental or non-governmental). This way private information 
can’t be used in a way that negatively impacts the citizens. 

Efficiency Reasons

It is much more efficient and simple to train people or organizations to specialize 
in one activity than to train them on every single activity in government (if that is 
even possible). By organizing activities in separate organizations and information 
systems, governments can be more efficient and effective in the way they work.

Creating a Unified “Virtual Government”

The downside of these divisions of activity is obvious. If a citizen communicates 
with employees of two different government services, each could give a right 
answer according to the information available to their department, but it might be 
the wrong answer for the citizen. Yet citizens fully expect to receive right answers 
from a governmental entity, not what a departmental employee thinks is the right 
answer. Citizens don’t consider the government as a divided organization. If they 
are talking to an employee of the government, they consider that person to “be” 
the government. 

By creating one virtual office on the Internet and integrating this with the different 
back-offices and departments, an eGovernment project can provide the citizens an 
integrated view of their government (virtually One Government). 

The “virtual government” (or government portal) can be achieved in various 
ways. For instance, it can be built by Web designers using a portal product to ease 
the process. Novell Portal Services is ideally suited for this; however, the details 
of building such a government portal are beyond the scope of this AppNote. For 
more information on Novell Portal Services, see the product Web page at 
http://www.novell.com/products/portal.

The High-Level Solution

One thing must be made clear: it is not practical for the users of a system to have 
different identities for different departments within an organization. Each citizen 
must have one userid and one password (or device such as a smart card), and must 
be able to see all of the information that pertains to that userid. The solution must 
be transparent to the citizens, even if that causes problems at the back-end level.
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One central authentication is the first step to create One eGovernment. 
Authentication is the process by which users prove they are who they say they are. 
Authorization is the process of determining who can access what application and 
what data. Authorization is the biggest problem in this scenario. There are two 
possible solutions to this problem:

• Centralize both authentication and authorization

• Centralize authentication, decentralize authorization 

Centralize Authentication and Authorization

In this model, the authorization would be integrated with the authentication and 
the back-end applications. Even if this were the ideal solution, it isn't practical (at 
least not for now) for a number of reasons.

First, how do you integrate dissimilar information systems and keep them 
synchronized? Of course, there are synchronization systems on the market, but the 
data model of most government organizations' databases is very complex. Most 
fields and records are connected to other. Changes at the field or record level, or to 
database schemas or structure could harm this model. You would need a very 
sophisticated system to adapt to such changes quickly. Integrating disparate 
systems into one is very difficult and would require a standard, which undermines 
the overriding principle of flexibility.

Second, who gets to decide who can access which information? In this model, 
people who manage the system would be responsible for authorizing users to 
access back-end information. This brings up the interesting question of 
ownership. A person cannot be held responsible for information if he or she 
doesn’t handle the authorization. People who manage systems on a centralized 
basis won't have the knowledge of this information. How are they supposed to 
handle access with care if they don't understand it?

Centralize Authentication, Decentralize Authorization

In this model, the authentication is done at a central directory service that contains 
all the possible customers and government employees. The authorization 
information is stored in this same directory at a user, group, or “community” 
level. The back-end information systems can provide personalized content in the 
following ways:

• Specific user information stored in the directory is sent to the Web 
application, which uses this to query the back-end systems

• The Web application can make LDAP queries to the directory to get specific 
user information and use this to query the back-end systems 
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In this model, the boundaries between the different departments or organizations 
are respected and accepted because they are there for a good reason, but it still 
gives the citizen an experience of a virtual integration of the government. The 
only synchronization that is done is limited by placing only authorization 
attributes in the directory and keeping those synchronized.

The authentication/authorization process would generally proceed as follows:

1. A user enters his credentials (for instance, userid and password) on the 
government portal page. 

2. The credentials are checked against the directory to see if they are a valid 
combination.

3. The destination application and ID are checked to see if the user has rights to 
go to the destination.

4. The authentication process checks to see if there is a profile stored in the 
directory regarding this user. If so, the profile is sent to the destination 
application.

5. The authentication process checks to see if there is an authorization field for 
this application on the user record. If so, the authentication is sent to the 
destination application.

6. The destination application receives the profile and authorization field(s) and 
requests the needed information using the authorization field from the 
back-end system.

7. The information is provided to the user.

By using this model, the following advantages are achieved:

• The boundaries between organizations are respected and accepted.

• The only synchronization necessary is that of the authorization fields.

• The owner of the information manages that information and decides who gets 
access to it. This places knowledge of information where it is needed.

• No changes are necessary to the back-end systems.

• Fast implementation is possible.

It is clear that the only practical solution at this time for providing One 
Government consists of a combination of the government portal and the 
Centralized Authentication, Decentralized Authorization model. The remainder of 
this AppNote will describe how to use Novell DirXML and iChain to build the 
supporting infrastructure for this One Government project.
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The Role of DirXML

DirXML, one of Novell’s Net solutions, is a product that can be used to keep 
directories or databases synchronized at the field or record level. DirXML is 
divided into two parts. The first part is the connector, which speaks the native 
language of the directory or application and the XML language. The second part 
is the DirXML engine that transports the XML documents between the systems 
and allows modification or translation with XSLT. These two parts make it 
possible to connect databases or directories with each other, using Novell 
eDirectory as a data hub.

Without DirXML, companies would have to write a connector for each database/ 
directory to connect with each other, as shown in Figure 1. This would necessitate 
writing a lot of connectors.

Figure 1: Without DirXML, you need a lot of connectors to talk between systems.

DirXML makes it possible to connect all databases/directory via a data hub and 
synchronize this information to other databases and directories, as shown in 
Figure 2.
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Figure 2: With DirXML, eDirectory acts as a hub to synchronize data between systems.

Another major advantage of DirXML is the possibility of modifying fields, 
records and values while processing data from one directory/database to another. 
A good example is the format of the date field that is not always the same in all 
databases (mmddyyyy or ddmmyyyy or ddmmyy). With the use of XSLT, it is 
possible to change the format “on the fly” before importing or exporting this 
value. Another example is the creation of userids, passwords, and e-mail 
addresses from database values or generating this by the use of Java servlets.

Novell has already written several connectors to be used with DirXML. Examples 
include specialized drivers such as the Active Directory Driver, NT Domain 
driver, Exchange Driver, PeopleSoft driver, Lotus Notes driver, and SAP HR 
driver. General drivers includes the LDAP driver (to connect LDAP sources such 
as Netscape iPlanet, IBM Secureway, and others), the JDBC driver (to connect 
JDBC databases such as Oracle, SQL Server and DB2), and the Delimited Text 
driver that will import and export XML or CSV documents. Other connectors are 
being developed all the time. Those who want to write their own drivers can use 
the DirXML connector developer kit available for free from Novell’s developer 
Web site at http://developer.novell.com.
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DirXML in the One Government Model

This section highlights the differences between a “normal” driver and an 
“eGovernment” driver and explains how to handle them. The main differences lie 
in these areas:

• Large number of users / small data synchronization

• Different connectors

• Authoritative data source at field level

• Matching rules

• Delete rule

• Generating with Java

Large Number of Users / Small Data Synchronization. The government has all 
of its citizens as customers, which can easily be in the hundreds of thousands or 
even millions of users. On top of that, the government has to communicate with a 
lot of companies and other organizations. To keep this system manageable, the 
system itself must be as simple as possible. The only information that has to be in 
the directory are the authentication information (userid, password or SmartCard), 
profile information, match fields and back-end authorization information. 

In the DirXML connector, there is only need for the matching and authorization 
information--the profile is optional. Keeping the connector as stripped as possible 
will make things simpler and allow you to easily manage performance. Due to 
performance issues, you must index the matching fields in the directory so they 
can be found quickly by the matching process.

Different Connectors.  Normally DirXML is used for employee provisioning. 
For example, a user is created in a PeopleSoft database. DirXML synchronizes to 
eDirectory and creates an eDirectory user, with appropriate rights, based on 
properties delivered by PeopleSoft. After that, the user is synchronized to an 
Exchange directory where the user object gets its e-mail address. Then the user 
will be created in an Active Directory domain to get the rights to some 
applications. The user will be synchronized to an LDAP system for presence in an 
address book.

In an eGovernment system, you will most likely have back-end databases instead 
of directories, so you will use mainly the JDBC driver, the LDAP driver, and the 
Delimited Text driver. In rare cases when all else fails, you can write the 
connector yourself. Most specialized drivers have pre-configuration files; the 
generalized drivers mostly do not, so this has to be done manually. Because these 
drivers are more complicated than the specialized ones because of the 
configuration issues, they take longer to test and deploy. 
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Authoritative Data Source at Field Level.  Because of the nature of government 
back-end databases, some of the fields in databases will be the same, while others 
won't be. The information used in one department won't necessarily be the same 
as in the second department, even if it should be. When building an eGovernment 
driver, two things are important: what authorization field is used for querying the 
back-end database, and what field is used to match the user. (The matching rules 
are explained in the next section.)

The authorization field has to be something the back-end system understands: for 
instance, the social security number. If an organization uses the social security 
number for authorization on the back-end, the back-end database must be 100% 
correct with the organization that manages these numbers. Mostly this is not the 
case, except of course for the organization that manages these numbers. 

The best authorization fields to use are internal database numbers that are used by 
the organization. Because nobody knows (or cares) about this number, this field 
will always be correct for the back office database and if an organization wants to 
change this field, this can be done. If the organization would use a number that 
would also be used by other organization in the government directory it would be 
a much harder issue.

Every organization should be in control of their own authorization number to 
respect the organizational boundaries. Because they are in control, they are the 
only ones who control which users get access to what information.

Matching Rules.  Matching rules are a key issue in an eGovernment DirXML 
driver. One value between two systems must be equal in order to associate the 
user record in the back-end database with the user record in the directory and keep 
them synchronized. For example, this could be either the social security number 
or a self-generated number. 

There is no need to have one matching field for all back-end databases. You might 
have a configuration in which database 1 is matching on matching field 1, 
database 2 on matching field 2, and both database 3 and 4 on matching field 3. 
This gives enough flexibility to connect all databases without having to maintain 
one single field in all records. For those matching fields, there must be one 
Authoritative Data Source; otherwise, changes to this field would create some 
headaches. The two-way synchronization nature of DirXML makes it possible to 
keep the matching field synchronized in all back-end databases so that the 
association is never lost. The best matching fields are the ones which are used 
broadly within all connecting back-end databases and which are already in sync 
with each other.

Figure 3 shows what this system would look like when it is set up.
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Figure 3: Process flow of the eGovernment project’s DirXML system.

The process flow as illustrated in Figure 3 is described in the steps below.

1. The DB2 database on the AS/400 creates an XML record with the following 
fields: Given Name, Last Name, Social Security Number, City 
Administration Number.

2. The DirXML engine searches to find a match on Social Security Number but 
doesn’t find one.

3. The DirXML driver uses a stylesheet that calls one Java servlet: 
GeneratePassword.class.

4. The class-file generates a random password.

5. The DirXML engine builds a create-user file with the following values: 
JSmith (made up of first letter of given name and whole surname - if 
necessary a Java servlet can generate random userids), <random password>, 
John, Smith, 322-233-48483, 58533882.

6. The DirXML engine sends this information to eDirectory to create the user. 
It builds the user and creates a DirXML association.

7. The Oracle database of the tax department creates an XML record with the 
following fields: Social Security Number, Last Name, dofTaxAccount.
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8. The DirXML engine searches to find a match on the driver association, 
which fails. After that it tries on dofTaxAccount, which also fails. The last 
match is on Social Security Number and the engine finds KJones.

9. KJones gets modified with the property dofTaxAccount with value 007554.
10. The Sybase database of the water department creates an XML record with 

the following fields: dofTaxAccount, Last Name, Social Security Number.
11. The DirXML engine searches to find a match on the driver association, 

which fails. It next searches on dofTaxAccount and finds JSmith. It creates 
only a DirXML association of the driver.

To sum up, DB2 uses Social Security Number as a match field and City 
Administration Number as the query mechanism to its own database. Oracle uses 
Social Security Number and/or dofTaxAccount as matching fields and 
dofTaxAccount as the query mechanism to its own database. The Sybase database 
of the water department uses dofTaxAccount and an optional Social Security 
Number (if no match is found on dofTaxAccount) to match the user, and uses the 
dofTaxAccount as the query mechanism to its own database.

The water department has two sorts of customers: citizens and non-persons such 
as companies. Citizens have social security numbers, while non-persons do not. 
So the Social Security Number field should be optional in the DirXML driver. In 
the Sybase database, the only difference between persons and non-persons is the 
empty Social Security Number field. This field is also empty if a new citizen is 
added for which the water department doesn’t yet know the Social Security 
Number. Because the Citizens database doesn’t contain dofTaxaccount, it won’t 
submit this value to eDirectory. If the water department is faster with its 
information than Citizen Administration and the tax department, problems could 
arise with the creation of the user. 

Let’s look at an example where the water department wants to create a user and 
the Social Security Number is not filled in. When the Sybase database wants to 
create a user, it tries to match on dofTaxaccount, but doesn’t find a match. It then 
tries to match on Social Security Number, but since this field is empty it doesn’t 
find a match and a new user is created in eDirectory without the Social Security 
Number filled in. If the user is a citizen, it will end up having two userIDs: one 
created by the Sybase database and one later by the DB2 database. On the other 
hand, the Sybase or Oracle database could be creating a non-person, such as a 
company, that doesn’t have a social security number. (The DB2 database is 
specialized for citizens; it doesn’t contain any non-persons.)

Besides the dofTaxAccount, the Sybase database doesn’t contain any additional 
information that could be used to match to the other databases. With the use of a 
Java servlet and JDBC, the Oracle database—which in this example contains 
another table which isn’t connected to the DirXML driver of the Oracle database 
(otherwise the user would have already been created by the Oracle driver)—can 
be queried for the existence of the dofTaxAccount and the Social Security 
Number that should be associated with that user. Of course, you can query a 
totally separate database system in another organization as long as it contains 
these two necessary fields. Then the social security number could be used to find 
the user. If the dofTaxAccount or social security number is not found, the driver 
assumes this is a new non-person and the user gets created.
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If for whatever reason the user turns out to be a citizen after all and gets created 
from the DB2 database, a problem would arise. That’s why the Oracle driver 
should always have two matching fields; if both are on different users, the 
following action must be taken. The userID created by the Sybase database should 
be deleted. The user created by the DB2 database should be modified to have the 
dofTaxAccount property and value. The Sybase DirXML association between the 
deleted user and the Sybase database must be transported to the new “good” user. 
Possibly the citizen should be notified that a mistake has occurred and that one of 
his userIDs has been eliminated. While this is a rare occurrence, these things can 
and will happen and must be accounted for. The extreme flexibility of DirXML is 
very handy to handle such situations.

Delete Rule.  With employee provisioning, when a user leaves the organization 
the corresponding userID is removed from all databases. This is different in an 
eGovernment system because a citizen can be in some databases and not in others. 
It is possible that a citizen has to be removed from one back-end database because 
his presence is not relevant there anymore, but has to maintain entrance to other 
systems. A user deletion in a back-end database would lead to a remove 
association with the back-end database it is deleted from, while still existing in the 
other databases. Because the back-end database has no knowledge of whether the 
user exists in other databases, DirXML must query the directory to see if other 
associations exist. If not, the user is deleted; if so, the association is deleted. For 
every eGovernment system, there will be a need for one DirXML delete driver. 

Of course, the create rule is special too. Only the first database will create the 
user; the other systems will have to match the user. In this case, a create will 
mostly be an associate event. DirXML will know if the user is already associated. 
If it is not, DirXML will try to match it with the matching rule. If it finds a match, 
it will associate; if not, it will create the user by passing the XML document to the 
create rule.

Generating with Java.  With this kind of complex DirXML system, the use of 
Java servlets is very desirable to be as flexible as possible. Java servlets can be 
called from a stylesheet to perform special functions such as generating passwords 
or userIDs, or to perform LDAP/JDBC queries to the directory or other systems. 
Through servlets, hundreds of thousands of usernames and passwords can be 
generated or modified on the fly when creating the users. 

The Role of iChain

iChain, another of Novell’s Net solutions, provides an access and security 
management infrastructure that protects the network and safeguards sensitive 
eGovernment and identity data. iChain facilitates the eGovernment and remote 
access initiatives by providing secure authentication and access to portals, 
Web-based content, and Web applications. Figure 4 illustrates where iChain is 
positioned in the infrastructure.
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Figure 4: Positioning of iChain in the system infrastructure.

In traditional solutions, each Web server and application has its own security 
mechanisms. With iChain you create a “central” security architecture between the 
firewall and the Web servers that manages authentication and authorization for all 
Web servers and applications. The security architecture uses eDirectory to store 
and retrieve security information.

Besides authentication and authorization, iChain provides the following core 
functions:

• Robust security model with fine-graded access policies

• Rapid development and integration of eGovernment applications

• Web single sign-on capabilities

• Scalability and performance

Simple iChain Architecture

A typical iChain infrastructure is made up of three parts:

• Proxy Server

• Authorization Server

• Web and Application Servers

The Authorization Server is special version of Volera’s Excelerator. It functions 
as a reverse proxy and uses the directory server for authentication. The Proxy 
Server is placed in front of the Web and Application servers. The end-user will 
only communicate with the Proxy Server, not directly to the Web servers. Figure 5 
shows how these components work together.
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Figure 5: Process flow in the iChain system.

The process flow shown in Figure 5 are detailed in the steps below.

1. Employees, citizens, partners, or any Web-based clients access a URL via the 
iChain Proxy Server. Every request send by the browser to the Web Servers 
goes through the Proxy Server.

2. The Proxy Server uses configuration information stored in eDirectory to 
determine if the URL is a protected resource. If the URL is protected, the 
server will ask for the user’s authentication credentials. These credentials 
may take the form of a name and password, a digital certificate, a smart card, 
and so on. The credentials are compared against information stored in the 
user’s object in eDirectory.

3. The user sends a request to the public URL, and the request is forwarded to 
the particular Web Server. The Web Server’s response is sent back to the 
browser. Static information is cached at the iChain Proxy Server. Future 
requests will be served from cache, which dramatically reduces the Web 
Server’s workload. 

4. In this case, the user sends a request to a protected URL and the actual Web 
Server uses its own security mechanism—the user is forced to authenticate. 
Once the user is authenticated, the iChain Proxy server sends the user 
credentials (base64 encoded) to the Web Server in the authentication header 
of the HTTP request.

5. The Web Server contains only static information and needs to communicate 
with back-end systems to retrieve dynamic data. 
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6. Once authenticated, the iChain Proxy Server may inject attribute-value pairs 
into the HTTP headers as a query string so that Web applications can be 
customized for the user. The attribute value pair is derived from a 
pre-configured LDAP query; in this example, it is the social security number 
and the PostalCode (?sosec=322-233...&postalCode=6744MB). The Web 
Servers generate personalized content as a result of sending user credentials 
and/or additional attributes to the particular Web Server.

Multiple Web Servers can be serviced by one iChain Proxy Server (or, for fault 
tolerance, multiple servers can be clustered to service one or more Web servers). 
Accessing other resources or Web Servers does not require additional logins. The 
iChain Proxy Server remembers who the user is and allows access to any resource 
to which the user has been granted access.

The Authentication Server is a server running eDirectory. The schema for this tree 
is extended with special objects and properties to facilitate iChain. These special 
objects are the ACL rule and the iChain Service Object (ISO).

iChain supports different authentication methods such as Login ID / passwords, 
X.509 certificates, tokens, and smart cards. iChain eliminates the need to 
implement these on all back-end systems. This way there doesn’t have to be an 
authentication method in every back-end system, possibly resulting in the need for 
more smart cards and so on. With Login ID / passwords, any LDAP field in the 
directory can be used for authentication. 

The authorization process is enforced to ensure that users do not get access to any 
unauthorized data. The Authorization Services authorizes access requests based 
on rules stored as objects in eDirectory, leveraging the directory’s hierarchy and 
inheritance mechanisms. “Public” access can be allowed with no authentication 
point.

Figure 6 shows how and when a user receives access to a Web resource in a given 
iChain configuration.
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Figure 6: How access is granted in the iChain system.

An iChain accelerator is a configuration entity on the iChain server that maps an 
outside IP address and port to a Web site (IP address and port) on the inside. Each 
accelerator has the configuration option for authentication and what method is 
necessary to forward the users request to the Web Server. When a request from a 
client browser hits the accelerator and no authentication is required, the user is 
granted access to the resource. When authentication is enabled on the accelerator, 
the next level in the security model handles the request. 

The second level in the security model is the protected resource. A protected 
resource is a URL allowing access—down to file level if required—for example, 
my.county.gov/website/webpage.html. Protected resources have a number of 
wildcard options (“*” and “?”) that allow different levels of access. In addition to 
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• Public - no authentication is necessary to access the resource

• Restricted - forces the user to authenticate with the methods defined at the 
accelerator. A user is granted access when he is authenticated.

• Secure - forces the user to authenticate with the methods defined at the 
accelerator and the request is passed on to an ACLcheck.

ACLcheck is the third layer in the security model. Access is granted through the 
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object can contain multiple URLs, allowing access down to file level if required.
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As with protected resources, rules have a number of wildcard options that allow 
different levels of access. For example, an access rule containing 
“my.county.gov/*” will grant access to the entire Web site to anyone associated 
with this rule, while “my.county.gov/?” would grant access to the root Web 
directory only. Access rules can be assigned to containers, groups, and users. Each 
rule has an exception list so access could be granted to all users within an 
Organizational Unit except for certain specified users. 

In the near future, iChain 2.1 is scheduled to be released with a new feature: 
Query-based ACLcheck. This feature will make it possible to restrict access to 
Web sites at the property or property value level. You can then set up the system 
so that only users who have the property dofTaxAccount will have access to the 
Web site. This will further enhance the flexibility of the authorization system 
because this property can be managed by DirXML from the back-end database. It 
will also give separate departments even more control over user access to their 
systems.

iChain comes with a few Java servlets for managing user information such as 
changing passwords and so on.

Single Sign-On to Web Resources.  Single Sign-On is the ability to forward 
authentication information to a Web server in the HTTP authentication header. 
Using a feature called Object Level Access Control (OLAC), this Login ID and 
password may even be different from that which the user originally entered. Most 
important here is that it does not require any changes to the Web resource.

OLAC provides access control which lowers administration management. Each 
proxy or accelerator has one or more Web servers defined as protected resources 
within the iChain Service Object in eDirectory. For each protected resource, you 
can enter values in the “OLAC Attributed” field to define which values, if any, 
will be forwarded to the accelerated Web server.

In the case of single sign-on, two field names are available: ICHAIN_UID and 
ICHAIN_PWD. These parameters would replace the regular Authentication 
Header information from iChain, which is the distinguished name along with the 
specified attribute.

For example if you have an NT-based Web server that has Basic Authentication 
enabled, it would not understand the distinguished name normally presented by 
iChain. However, using OLAC, you can define the ICHAIN_UID to make an 
LDAP request for the common name (CN) of the user and pass this attribute to the 
NT server instead of the distinguished name. The NT server would then have a 
username it recognizes, and it would be able to process the authentication request.

Another option to provide single sign-on to Web applications is XML Form Fill 
and secret store. This feature stores user credentials in the directory for Web 
applications that use an HTML form for authentication (such as Novell’s 
GroupWise WebAccess). 
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Figure 7 illustrates the iChain logic flow.

Figure 7: Logic flow in the iChain system.

The following description of the logic flow assumes the user is already 
authenticated and authorized to access the requested URL.

1. The browser sends a request to iChain.

2. iChain queries the LDAP server for the URLs the user is authorized to 
access.

3. The LDAP server returns a list of the authorized URLs.

4. iChain sends a request to the Web Server with the username and password 
base64-encoded in the HTTP header.

5. The Web application queries the LDAP server for the user and/or group 
attributes.

6. The LDAP server returns the attributes to the Web Server.

7. Based on the attributes and application logic, the result is sent back to the 
iChain server.

8. The iChain server passes the information back to the browser at the user’s 
workstation.
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iChain in the One Government Model

iChain doesn’t have as many differences from normal implementations as 
DirXML has with it normal implementations counterparts, but still there are a few 
key issues to consider in the One Goverment model:

• Authentication methods

• Large number of accelerators, possibly local

• Live data

• Profiles

Authentication Methods.  Governments are looking at more modern methods 
than passports for identifying people. Smart cards and biometric methods are 
especially attractive. This brings in an interesting point. People who are giving out 
passports these days aren’t usually IT-minded. People who are giving out 
authentication information are mostly IT engineers, many of whom are hired from 
commercial organizations. But in the future these specialties will come together. 
This question doesn’t have one answer; project teams must think this situation 
over and make the best possible decision. 

Large Number of Accelerators, Possibly Local.  Depending on how much 
departments are integrated in the iChain system, there may be numerous 
accelerators configured on the iChain Authorization Server. Some or all Web 
applications will be housed at the organizations hosting the data service. This 
makes designing a proper and safe iChain system fairly complex. Several 
questions have to be answered, such as:

• Where will the Proxy Server(s) be placed and how will this affect the DMZ?

• Where will the directory server(s) be placed and managed?

• What about the availability of the Web applications themselves?

A sample configuration is shown in Figure 8. In this example, each department 
has its own iChain server for employees. Reasons for these additional iChain 
servers are:

• To make internal workstations independent of the well-being of the city ring

• To avoid unnecessary traffic over the city ring

• To protect Web-based resources in the departmental DMZ from internal users

• To provide Single Sign-On to all departmental Web sites and portals

Because iChain is a very flexible system, you could easily modify this example to 
conform to the needs of your organization, taking into consideration security, 
money, and other factors.
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Figure 8: Example City Somewhere eGovernment infrastructure.

Live Data. Governments must not make mistakes. When entering the Internet 
arena, the communication between government and citizen has to be 100% 
accurate. The only real way to accomplish this is by working with live data from 
back-end databases. This brings up another interesting point: government 
employees must realize that every change they make on citizen records will be 
published on the Internet. Of course, this is more an organizational than a 
technical issue, but it needs to be mentioned. With live data, the biggest advantage 
would be that government employees and citizens use the same information at the 
same time, instead of the possible “old” information contained in plain old letters.
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Profiles.  With the use of OLAC, it is possible to sent profiles to the Web 
application. Profiles can be used to set up a Web page with different views for 
different communities. It is possible that some information in the back-end 
database is only relevant for companies. Instead of figuring this out at the 
back-end, iChain can send the profile “company” to the Web application and the 
Web application will build a special page for the company profile. It is possible 
that for some applications the user is a “company” while for others the user is a 
“citizen”. By defining profiles per application, it is possible to make that 
distinction.

Another example is the possibility of letting users specify if they have broadband 
capability and storing the answer in the directory. The Web application can then 
deliver a full-featured page to the broadband user, while delivering a scaled-down 
page to the modem user.

Profiles can be filled on different places: in the back-end database by the 
employees, with DirXML using XSLT, in the directory itself by using the iChain 
servlets, or from the Web application with a form that is sent via LDAP to the 
directory.

Putting It All Together

As you have seen thus far, the Centralized Authentication/Decentralized 
Authorization model is made up of two parts. iChain handles the authentication 
process and delivers the needed authorization information to the backend 
application. DirXML makes the system work by providing the authentication 
information to the directory and keeping it synchronized. Figure 9 is an overview 
of the total process flow of this system.

If you review the business goals for the City Somewhere project, you can see that 
all goals are fulfilled by this solution. There is a personalized system for users, 
companies, and other organizations. No changes at the back-end level are needed. 
The flexibility to connect other systems/departments has been completely 
realized. 

Because the authorization information is placed into the directory directly from 
the back-end database and the query mechanism uses this information to query the 
back-end database, authorization is done where it should be: at the department 
level.
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Figure 9: Total process flow of the eGovernment system.

While creating this system, City Somewhere also built a system which can be 
used for remote government workers to access their Web applications, files, and 
e-mail. Even electronic voting by citizens could be easily achieved. City 
Somewhere is ready for the Internet Age.
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Conclusion

This AppNote has described how governments can enter the Internet Age with 
one integrated system, while at the same time keeping their organizational and 
technical boundaries. The potential of the Internet can be leveraged to 
communicate in a more powerful and integrated manner, without the difficulties 
normally associated with an Internet presence. Novell’s Net solutions provide an 
easy-to-implement framework on which governments can build their electronic 
relationships with their customers, wherever they are and whenever they desire 
to connect.

Several good AppNotes and other resources are available on the subject of 
DirXML and iChain. Here are some links for more information:

• Novell AppNotes (http://developer.novell.come/research)

• DirXML product page (http://www.novell.com/products/edirectory/dirXML)

• iChain product page (http://www.novell.com/products/ichain)

• Novell Developers Kit (http://developer.novell.com/ndk)

• Novell Education (http://education.novell.com)

• Novell Connection magazine (http://www.ncmag.com)
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Introduction to Dynamic Groups

In Novell eDirectory, Group objects are used to define a set of other Directory 
objects; the objects listed in the group are called the members of the group. You 
may have created groups of members for the purposes of single-point rights 
allocation, mail distribution lists, role-based policies, and so on. Before Novell 
eDirectory v8.6.1, the only way to build the membership list of a group was to 
explicitly add each member. 

Consider an organization that uses group membership lists to control access to its 
facilities. If a group holding all employees in the Marketing department is used to 
grant access to a particular facility, and an employee moves from Marketing to 
Sales, there is extra maintenance involved in updating the Directory. In addition to 
changing the department attribute of the employee, the administrator has to 
remove the employee from the group and add him/her as a member of another 
group. The more groups an employee is part of, the higher the maintenance cost 
becomes when changes happen.

To ease the administrative task of group maintenance, Novell eDirectory v8.6.1 
has introduced the concept of dynamic groups. Dynamic groups let you specify 
the members of a group using a search filter. The members of a dynamic group are 
computed dynamically by the eDirectory server(s) whenever the groups are 
accessed or evaluated. This makes it easier for a user to group objects together 
because membership can be based on a certain criterion, without having to 
manually add each member to the Group object.

For the example above, a dynamic group for Marketing would specify that the 
members are all employees that have “marketing” in their department attribute. 
This way, only the department attribute of the employee needs to be changed for 
the move. So when an employee moves from Marketing to Sales, a simple change 
to the employee’s department attribute is sufficient to make the change in group 
membership.

In addition to the search filter criteria, the membership list may be further 
modified by manually excluding or including specific objects. 

This AppNote outlines the features of dynamic groups, along with their 
advantages and limitations. It then explains exactly how to build a dynamic group 
and how to specify the search criteria that identifies the membership list.

Features of Dynamic Groups

You may wonder, “What exactly can I do with a dynamic group?”. This section 
discusses the functionality you’ll get, followed by some things that are not 
possible with dynamic groups.



w w w . n o v e l l . c o m / a p p n o t e s
76

With a dynamic group, you get the following features:

• Membership List. Applications such as mailing software can read the dynamic 
membership list, and can off-load the maintenance of membership lists to the 
server. 

• Member Inclusion. As with static groups, you can use the compare operation 
to check whether an asserted object is in the membership list. This can be used 
to apply an external policy to an object such as a client application that grants 
or denies access to external resources based on an object’s inclusion in a 
group.

• Internal Access Control. Granting permissions to a dynamic group object 
grants those permissions to its dynamic members also. Administrators can use 
this for setting internal access control policies.

Some things you can’t do are:

• List of Groups. When a member is manually added to a static group, the 
management tool (ConsoleOne, or NWAdmin) will—without you 
knowing—update a groupMembership attribute on the member object to 
point back at the static group. As long as the management tool performs this 
correctly and is exclusively used to populate static group membership lists, 
the groupMembership attribute can be used to list all the static groups 
you’re a member of. Obviously, this attribute is not updated whenever an 
object happens to match or not match a dynamic group’s filter. In order to find 
the dynamic groups you’re a member of, you can search for all dynamic 
groups that have member=<myDN>. Note that the list you get back is subject 
to access controls.

• Security Attributes. Similar to groupMembership, management tools 
populate the securityEquals attribute on members added to a static 
group with the group’s DN, and populate the equivalentToMe attribute 
on the group with the member’s DN. That’s a lot of DN populations! These 
attributes are used by traditional access control methods including the 
NetWare file system. Again, these attributes are not populated when a 
member is evaluated for inclusion in a dynamic group. So, if you have a need 
for these attributes to be populated, this is a limitation. As mentioned earlier, 
Bindery and NetWare file system access control use these attributes, and thus 
do not recognize dynamic members when performing their access control 
calculations.

Additional controls or extensions may be provided in the future to provide 
additional functionality or provide more user control of existing functionality.

Advantages and Limitations of Dynamic Groups

So why are dynamic groups worth reading about, let alone deploying? This 
section lists a few advantages dynamic groups provide over traditional (static) 
groups, and then lists the disadvantages.
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Advantages. The advantages of dynamic groups can be summarized as follows:

• References to Objects. User objects can be created or deleted without having 
to touch all the groups that the object is a member of. This is particularly 
useful in the case of non-local members, where the overhead of external 
references, back-links, and so on can be avoided. Groups can be created 
before the objects specified by the membership criterion are created.

• Smaller DIBs. Because the dynamic members are not stored, dynamic groups 
will consume less storage when large member lists are involved.

• Quicker Synchronization. During synchronization, only the search filter needs 
to be transferred rather than all the individual members.

• Centralized Query. Often, client applications perform a “canned” query to 
obtain a list of objects. But what happens if that query ever needs to be 
changed? Rather than recoding, rebuilding, and distributing new client 
applications, a dynamic group can be employed. The client applications use 
the dynamic group as the query; thus it can be changed frequently without 
having to touch the client software.

Disadvantages. The disadvantages of dynamic groups are:

• Referential Integrity. The search filter holds the DN of the base of the search. 
Currently, this DN is not protected by referential integrity. Thus, moving, 
deleting or renaming this object can stop the dynamic groups using it from 
working.

• Performance. Because a query must take place, dynamic group operations 
will perform slower than static group operations. Be aware that reading the 
membership list will cause a full search to occur, whereas comparing a 
specific DN to the membership list will only compare that object to the filter.

• Rights to Objects. The NetWare File system and bindery are not yet aware of 
dynamic groups, thus cannot take advantage of rights granted to the dynamic 
members.

• LDAP-Only Administration. ConsoleOne is currently not aware of dynamic 
groups; so dynamic group objects cannot be managed using this utility. This 
AppNote will give examples of how dynamic groups are created and managed 
through LDAP later.

Managing and Using Dynamic Groups Through LDAP

As mentioned above, there is no support for dynamic groups in ConsoleOne. Thus 
Novell suggests that you use LDAP to manage them. The remainder of this 
AppNote assumes you are using LDAP operations to create and update dynamic 
groups, and therefore uses LDAP object classes and attribute names.
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The object classes dynamicGroup and dynamicGroupAux are the 
structural and auxiliary classes that represent a dynamic group. Thus, a 
dynamic group can be created in eDirectory by adding an object with 
objectClass=dynamicGroup. Alternately, any existing object (including a 
static group object) can be upgraded to a dynamic group by adding an 
objectClass attribute with the value dynamicGroupAux.

Note: Keep in mind that auxiliary classes are only supported in eDirectory 8.5 release 
85.23 and later, and eDirectory 8.0 release 8.78 and later, and that Dynamic 
Groups are only supported beginning with eDirectory 8.6.1. 

Attributes Used by Dynamic Groups

The search criterion for the members is specified by the attribute 
memberQueryURL. Other attributes that are used by the dynamic group feature 
are uniqueMember, excludedMember, dgIdentity, 
dgAllowUnknown, dgTimeout, and dgAllowDuplicates. 
Administrators and developers can use the dynamic group features as follows.

The dynamic group feature allows you to specify a set of rules as an LDAP URL 
that will be used to evaluate the group members. The LDAP URL is held in a new 
attribute called memberQueryURL and is accessed by LDAP. 

For example, to group together all employees in the Sales department for a 
mailing list, you would define a dynamic group with the following value for 
memberQueryURL: 

ldap:///ou=sales,o=myorg??sub?(objectclass=inetOrgPerson)

memberQueryURL. This holds the entire search query that is used to define the 
dynamic membership list in the form of an LDAP URL. The format of LDAP 
URL is specified in RFC 2255 (see http://ietf.org/rfc/rfc2255.txt) which consists 
of the following rough format:

ldap://hostname:port/<baseDN>?<attrlist>?<scope>?<search filter>[?<extensions>]

The hostname, port, and attrlist have no effect on dynamic groups, and hence the 
general format of the memberQueryURL attribute is as follows:

ldap:///<base dn>??<scope>?<search filter>[?x-chain]

<base dn> The distinguished name of the search base. If the base is not specified the root 
of the tree is assumed.

<scope> The scope of the search, which can be one of these values: 
• base only searches the base object (<base dn>)

• one searches the direct subordinates of the base object. The base object 

itself is not searched

• sub searches the base object and all objects in the subtree below it
If the scope is not specified, the base scope is assumed.
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If the memberQueryURL is not present on the dynamic group object, the group 
will not have any dynamic members. For example, this LDAP URL will result in a 
list containing all users (inetOrgPerson objects) in the o=acme subtree:

memberQueryURL: ldap:///o=acme??sub?objectclass=inetorgperson?x-chain

In the event that the subtree is not all held on the local server, the search will 
communicate with other servers to continue the search.

Note: The memberQueryURL attribute can have multiple values, but in eDirectory 
8.6.1, only the first value will be used for computing the dynamic members. To 
avoid any confusion administrators should make sure that only one value is 
present on this attribute.

uniqueMember. A dynamic group is a subtype of a static group. Therefore, in 
addition to specifying the dynamic members through the memberQueryURL 
attribute, some members can also be specified statically, using the 
uniqueMember attribute. This is particularly useful when you want to add some 
members who do not fall under the criteria for membership. 

While listing a dynamic group, the uniqueMember attribute lists both the 
statically set as well as the dynamic members of the group. This way, existing 
applications that read group memberships will continue to function when reading 
members of a dynamic group. 

The syntax of uniqueMember is Distinguished Name and can take any DN 
value. Here is an example:

uniqueMember: cn=admin,o=org

Note: Both uniqueMember and member are mapped to the NDAP member attribute, so 
either attribute will work here.

<filter> An LDAP search filter to apply to entries within the specified scope of the 
search. Only entries matching the search filter will be selected as the result. If 
the filter is not specified a filter of “objectclass=*” is assumed. LDAP search fil-
ters are described in RFC 2254 RFC 2254 (see http://ietf.org/rfc/rfc2254.txt), 
and most any LDAP reference manual.

<extensions> 
(x-chain)

A special extension, x-chain is defined for dynamic groups. The x-chain option is 
used to indicate whether the search for dynamic members should chain across 
multiple servers, or should be done only on the server containing the dynamic 
group object. If x-chain is set, then the server will, if needed, communicate 
with other servers while searching for dynamic members. If the x-chain exten-
sion is absent, then the search for dynamic members will not chain across other 
servers, and return only local results. The use of this extension should be care-
fully considered, as it can result in lengthy operations. When designing tree 
structure, you may want to consider ensuring that all possible matches for a 
dynamic group reside on the local server.

The use of x-chain is optional and the default is to not chain. Currently, the only 
extension supported in a memberQueryURL is the x-chain extension.
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excludedMember. Just as some members can be added statically to a dynamic 
group, members can also be excluded statically from a dynamic group. This is 
useful when you want to deny a few specific objects from being members of a 
dynamic group, though they may fall under the criteria for membership. 

The syntax of excludedMember is Distinguished Name and can take any DN 
value. Here is an example:

excludedMember: cn=trainee1,o=org

A DN specified in uniqueMember will override the same DN specified in 
excludedMember, and as such, that DN will be considered a member of the 
dynamic group. An entry will be a member of a dynamic group if (a) it is either a 
static member specified by uniqueMember, or (b) it is specified by the search 
filter and not specified in excludedMember.

dgIdentity. In order to perform the search specified by the memberQueryURL, 
the server uses a specific identity so that the results will always be consistent. The 
identity object must have authentication credentials so the server can authenticate 
as the identity object. The server will decide the identity to be used for a dynamic 
group (DG) object as follows:

• If there is a dgIdentity attribute set on the dynamic group object, then the 
object specified by the dgIdentity attribute will be used as the identity for 
the dynamic member search.

• If the dgIdentity attribute is not present, but DG object has a password 
attribute, then the DG object itself will be used as the identity for dynamic 
member search.

• If neither the dgIdentity attribute nor the password is present, then the 
search for dynamic members will be done as [Public] (the anonymous user).

The syntax of dgIdentity is Distinguished Name and it can be set to any entry 
in the tree. Here is an example:

dgIdentity: cn=localadmin,ou=eng,o=org

In order for the dynamic member evaluation to work, the object specified by the 
dgIdentity attribute must be present on the same partition as the dynamic 
group object. The dgIdentity attribute has the schema flags 
DS_WRITE_MANAGED set. This means that one can only specify an object as 
the dgIdentity of a dynamic group, if he has administrative rights on that 
object. This ensures that users cannot flout the ACL checks and view more objects 
than creating a dynamic group and setting some other entry as the dgIdentity will 
allow them to.
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dgAllowDuplicates. While listing the members of a dynamic group, this specifies 
whether or not duplicates will be found in the member list. Duplicates may occur 
if an object is found in the search result of the memberQueryURL, as well as the 
uniqueMember attribute; but if dgAllowDuplicates is not true, then the 
server will eliminate the duplicates. By allowing duplicates, the administrator can 
reduce the load on the server while listing dynamic group members. 

This is a boolean attribute and can be set to true or false (the default is false). Here 
is an example:

dgAllowDuplicates: true

dgAllowUnknown. This boolean attribute determines the behavior when the 
dynamic group members are not fully expandable due to some reason. It 
determines the inclusion or exclusion of members in the dynamic group when the 
membership cannot be correctly ascertained. 

For example, if the search specified by memberQueryURL is not fully done 
because one of the replicas is not accessible, then if dgAllowUnknown is set to 
true, the object in question will be considered to be a member of the dynamic 
group. This is also true for dynamic ACL rights computations, and therefore must 
be used carefully. In short, unless the implications of setting this to true are fully 
understood, the administrator should always leave it unset or set it to false. When 
the attribute is not set, it is assumed to be false. Here is an example:

dgAllowUnknown: false

dgTimeout. This integer attribute determines how long to wait to get results from 
another server during a dynamic groups member search when the search operation 
spans across servers. The time interval is specified in seconds, and once reached, 
will terminate the search. Any members found before the search is terminated are 
included in the list. Here is an example:

dgTimeout: 40

The behavior of dgAllowUnknown is considered when the membership cannot be 
determined because of a timeout.

Using Dynamic Groups to Control Access to Resources

You can grant access control permissions to a dynamic group, and have those 
permissions be applied to all the members of that group.

Earlier, we mentioned that Novell management tools do some things behind the 
scenes when you add a member to a static group. One of these is to populate the 
securityEquals attribute on the member object to the DN of the group. This 
allows you to set an ACL on a resource with the trustee (subject) as the static 
group. If you think about it, with static groups, it’s not being part of the group that 
gives you the rights of the group, it’s being security equivalent to the group.
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Because dynamic members aren’t security equivalent to a dynamic group, you 
need to add a special flag to any ACL that points to a dynamic group. This way, 
when a user tries to perform some privileged operation on the resource object, 
eDirectory will know that it must check to see if the user is a member of the 
dynamic group as opposed to checking the user’s security equivalences.

The next section describes how to set this special “dynamic ACL.”

Dynamic ACL 

When using LDAP to create an ACL that names a dynamic group as the trustee 
(subject), the privilege bit 0x20000000 must be set by bit-wise ORing (or adding) 
the value with the other privileges being set.

As an example, say you have an object named cn=prn1,o=org and want to 
grant read and compare privileges on all attributes for the trustee 
cn=dg1,o=org:

• Privileges required = Read and Compare = 2 + 1 = 3

• Dynamic ACL value = 0x20000000 = 536870912

• Privileges to be given for a dynamic ACL for Read/Compare = 536870912 + 
3 = 536870915

So the ACL value to be added for the dynamic ACL on the object cn=prn1,o=org 
will be:

ACL: 536870915#entry#cn=dg1,o=org#[All Attributes Rights]

This dynamic ACL bit is also defined in Novell’s LDAP C SDK and can be used 
for the bit-wise OR operation. The following table shows which privilege bits are 
used to specify each privilege for a dynamic ACL. 

Rights On Required 
Rights

Normal ACL 
Permissions Dynamic ACL Permissions

Entry rights

Browse 1       (0x1) 536870913     (0x20000001)

Add 2 (0x2) 536870914     (0x20000002)

Delete 4 (0x4) 536870916     (0x20000004)

Rename 8 (0x8) 536870920     (0x20000008)

Supervisor 16 (0x10) 536870928     (0x20000010)
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If you assign a dynamic group as a trustee, and don’t add in the dynamic bit, only 
the static members of the dynamic group (as specified using the securityEquals 
relation) will be able to inherit those privileges.

For example, if cn=dg1,o=myorg is a dynamic group, cn=bob,o=myorg is a 
static member of that group, and cn=alice,o=myorg, and 
cn=sandy,o=myorg are dynamic members of the group, the following ACL 
will grant write rights to all attributes only for cn=bob,o=myorg:

ACL: 4#entry#cn=dg1,o=myorg#[All Attributes Rights]

But the next ACL will grant all the three users (bob, alice and sandy), write access 
to all attributes:

ACL: 536870916#entry#cn=dg1,o=myorg#[All Attributes Rights]

For more information on eDirectory LDAP ACLs, see 
http://ietf.org/internet-drafts/draft-sermersheim-nds-ldap-schema-02.txt.

Errors and Result Codes

In the course of expanding dynamic members for listing a dynamic group, the 
server might encounter an error. In that case, if the server is capable of finding 
some but not all the dynamic members, an Unknown Error is returned by LDAP, 
with additional information displaying the NDAP error “error partial results 
(-6016)”. The most common reason for a search or read operation on a dynamic 
group returning partial results is that x-chain is set, but one of the search 
references encountered during the dynamic member search is not accessible. This 
could have happened because the server holding the relevant replica is down. In 
this case the server will try to list all the members that it could evaluate, and then 
return an error . The client applications can treat this error as a non-fatal error and 
list the partial results of the operation.

Attributes Rights

Compare 1       (0x1) 536870913     (0x20000001)

Read 2       (0x2) 536870914     (0x20000002)

Write 4       (0x4) 536870916     (0x20000004)

Add Self 8       (0x8) 536870920     (0x20000008)

Supervisor 32     (0x20) 536870944     (0x20000020)

Rights On Required 
Rights

Normal ACL 
Permissions Dynamic ACL Permissions
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Example LDAP Commands and LDIF Data for Dynamic Groups 
Operations

The examples in this section use LDAP utilities like ldapmodify (or ICE) and 
ldapsearch.LDIF (LDAP data interchange format) provides a simple way to 
manage and use dynamic groups functionality. These LDAP tools are available in 
the LDAP SDK from Novell. The ICE utility is installed with ConsoleOne and is 
available as a command-line utility and as a wizard. For usage instructions, refer 
to the help that comes with these utilities.

• LDIF to add a dynamic group

dn: cn=dg1,o=myorg
changetype: add
objectClass: dynamicGroup
memberQueryURL: ldap:///o=myorg??sub?cn=*

• LDIF to change a group object to a dynamic group object (with x-chain set)

dn: cn=group,o=myorg
changetype: modify
add: objectClass
objectClass: dynamicGroupAux
-
add: memberQueryURL
memberQueryURL: ldap:///o=myorg??sub?cn=*?x-chain

The above example also specifies that chaining to other servers should be done 
if a non-local reference is encountered during the search.

• LDAP search utility example of listing the members of a dynamic group

ldapsearch -b o=myorg -s one “cn=dg1” uniquemember

Results:
dn: cn=dg1,o=myorg
uniquemember: cn=admin,o=myorg
uniquemember: cn=bob,ou=finance,o=myorg
uniquemember: cn=alice,ou=finance,o=myorg

• LDAP command for listing the static and dynamic groups under o=myorg of 
which cn=bob,ou=finance,o=myorg is a member

ldapsearch -b o=myorg -s sub“member=cn=bob,ou=finance,o=myorg” dn

Results:
dn: cn=dg1,o=myorg
dn: cn=sg1,o=myorg
dn: cn=dg2,ou=finance,o=myorg

• LDAP command for listing all static and dynamic groups under o=myorg 
which have at least one member

ldapsearch -b o=myorg -s sub “member=*” dn

Results:
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dn: cn=dg1,o=myorg
dn: cn=sg1,o=myorg
dn: cn=dg2,ou=finance,o=myorg
dn: cn=dg2,o=myorg
dn: cn=dg3,ou=finance,o=myorg
dn: cn=sg2,ou=finance,o=myorg

• LDAP command for comparing an entry against a dynamic group to assert 
membership

ldapsearch -b cn=dg1,o=myorg -s base
“member=cn=bob,ou=finance,o=myorg” dn

• LDIF to add a dynamic group using itself as the identity

dn: cn=dg2,ou=finance,o=myorg
changetype: add
objectclass: dynamicgroup
memberqueryurl: ldap:///o=myorg??sub?cn=*
userpassword: secret

• LDIF to add a dynamic group using cn=admin,o=myorg as the identity

dn: cn=dg2,o=myorg
changetype: add
objectclass: dynamicgroup
memberqueryurl: ldap:///o=myorg??sub?cn=*
dgidentity: cn=admin,o=myorg

• LDIF to add a dynamic group which excludes alice from being a member

dn: cn=dg3,ou=finance,o=myorg
changetype: add
objectclass: dynamicgroup
memberqueryurl: ldap:///o=myorg??sub?cn=*
excludedmember: cn=alice,ou=finance,o=myorg

• LDIF to add a dynamic ACL to a printer object giving entry rename 
permissions to dg3

dn: cn=prn1,o=myorg
changetype: modify
add: ACL
ACL: 536870920#entry#cn=dg3,ou=finance,o=myorg#[Entry Rights]

Now, an attempt to modify the RDN of the object cn=prn1,o=myorg as 
cn=bob,ou=finance,o=myorg will succeed, whereas the same operation 
performed as cn=alice,ou=finance,o=myorg will fail because of insufficient 
access permissions.
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Performance Considerations

As you have seen, dynamic groups can be very powerful. But with that power 
comes the need for some awareness and responsibility. Remember that any time 
the membership list is expanded, you’re causing eDirectory to perform a search 
operation. This may not seem costly at first, but what if hundreds of users are 
continuously reading the member list of a dynamic group?

Here are a few specific examples of potential performance problems and what you 
can do to prevent them:

• Listing All Groups I’m a Member Of. Performing a tree-wide search for 
“member=<cn=me,o=acme>” may be expensive if there are many dynamic 
groups. The search itself isn’t too bad because eDirectory just asserts that the 
member object in question matches the memberQueryURL (it doesn’t fully 
expand the membership list); but with too many dynamic groups present in 
the search scope, this will cause a membership assertion to be performed for 
each of these groups. Also, there is a problem with what is returned. If all 
attributes are asked for, then the entire membership list will be expanded for 
the matching group entries, which may lead to an expensive operation. Be 
sure to only ask for the attributes you need to see. In this case, you are only 
interested in the name of the groups themselves, so specify that you want no 
attributes to be returned. In LDAP this is done by using the attribute “1.1” or 
“dn” in the attributes list.

• Listing the Members of a Dynamic Group. Obviously this is as expensive as 
performing a search, using the filter held in the memberQueryURL of the 
dynamic group. If you are obtaining the list for comparison purposes, save 
yourself and the server some headaches and simply use the compare 
operation.

• Dynamic ACLs. These can become computation intensive and can take some 
time, particularly if they are located as subtree ACLs at a top-level container. 
As much as possible, use dynamic ACLs as “entry” level ACLs and not as 
“subtree” ACLs. If a subtree ACL must be used, make sure it is set on the 
lowest level container required. Also, it’s best to employ a policy that requires 
that the subtree specified by the base dn and scope of the memberQueryURL 
is all held in a single partition, or is ensured to be all held on any server 
holding the dynamic group. This way, there is no need to spend time 
communicating with other servers and dealing with network latencies when 
simply trying to evaluate an ACL.

Remember, dynamic groups are a great way to ease your administration jobs, but 
like any run-time feature, there is a price to pay in terms of performance. Dynamic 
groups and dynamic ACLs will be slower than normal groups and ACLs, so use 
them judiciously.
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Other Things to Remember

Here are a few more things to remember when working with dynamic groups:

• Currently, referential Integrity is not supported for distinguished names that 
are used inside the memberQueryURL attribute. So, if a particular DN is 
used as the base DN or in the search filter in the memberQueryURL, and it 
is later moved or deleted, it will not be reflected in the memberQueryURL. 
Therefore the result set may be different that what you expected.

• Currently, if multiple values are stored in the memberQueryURL attribute 
only the first that is read will be used. So make sure that you do not set 
multiple values for that attribute.

• File system rights cannot be managed through dynamic ACLs. Bindery 
operations do not use rights due to dynamic ACLs.

• The following operations do not use dynamic ACL rights because they would 
imply recursively evaluating dynamic groups:

• You cannot depend on the dgIdentity object to have rights to do the 
dynamic member search by getting rights through a dynamic ACL. It 
must have a normal ACL which grants it rights to perform the search. In 
addition to browse rights, this also means that the object must have 
attribute compare rights on all the attributes specified in the 
memberQueryURL search filter.

• If a filter of “member=<someDN>” or “member=*” is used in a 
memberQueryURL, it will match only groups having the given DNs as 
static members.

• If another group (dynamic or static) is a member of a dynamic group, its 
members are not added to the membership list.

• memberQueryURL is an LDAP attribute name. Using NDAP, the attribute 
is called memberQuery, and it is of a different format. It is advisable to 
change and view the memberQueryURL attribute through LDAP rather than 
use the memberQuery attribute via NCPs. 

• Currently, ConsoleOne does not provide snap-ins for managing dynamic 
groups. This means that you are not able to create or edit the 
memberQueryURL for dynamic group objects. However, you will be able to 
see the dynamic member list of a dynamic group using ConsoleOne by 
examining the member attribute of the object.
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Conclusion

Hopefully, you now have a working understanding of what dynamic groups are, 
and how to use and manage them. While dynamic groups provide an intuitive way 
to manage groups of objects, and ease administrative tasks for large directories, 
this AppNote has probably only scratched the surface of the many real-world uses 
you’ll come up with on your own. 
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ConsoleOne Command-Line 
Parameters

Kevin Burnett
Senior Research Engineer
Novell AppNotes

Novell ConsoleOne provides several command-line 
parameters to aid in debugging installation problems 
and to provide additional flexibility. If you install 
ConsoleOne on your Windows desktop, the easiest 
way to execute any of these command-line parameters 
is to follow these steps:

1. Right-click on the ConsoleOne icon on your 
Windows desktop.

2. Select Properties.

3. Select the Shortcut tab.

4. In the Target: window, you will see the path 
to the ConsoleOne executable. Following the 
…ConsoleOne.exe path, add a space and then 
put in the command-line parameter that you 
would like to use (see Figure 1).

For example, if the path is D:\Novell\Conso-
leOne\1.2\bin\ConsoleOne.exe, and you want 
to use the -windowout parameter, then add 
“–windowout” to the end of the path. The 
result should look like:

D:\Novell\ConsoleOne\1.2\bin\ConsoleOne.exe 
–windowout

5. After adding the command-line parameter, 
click on the OK button. The next time you 
execute the ConsoleOne icon from your 
desktop, the command-line parameter will 
also be executed.

The following are the available ConsoleOne 
command-line parameters, explanations, and uses.

-windowout This command-line option traps 
all output to a window, including exceptions, 
system outs, and so forth.

The command-line option produces a window that is 
named “Output” and can be used to debug problems 
with ConsoleOne and/or snap-ins. The Output window 
will show several Java-based syntaxes, including 
exceptions, text sent to system out and other debug 
information. 

The Output window (see Figure 2) has a Find button 
that allows you to search through long exception logs. 
You are also provided with buttons that let you save 
the log information to a file, clear the log information 
and print the log.

-snapinpath <path> Are you tired of putting all of 
your ConsoleOne snap-ins in the snapin directory? If 
you want total freedom to put your snap-ins where you 
like, then this command-line option is for you. 

This switch adds those directories specified in <path> 
to the directories that are searched for snap-ins as 
ConsoleOne loads. These directories are treated just 
like the default snapin directory. For example, you 
might specify the <path> as:

-snapinpath C:\engineering\snapins

Figure 1:Setting up the ConsoleOne execution command-line.
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-libpath <path> This command-line option allows 
you to add Java JAR files to ConsoleOne and/or to the 
snap-ins. The default <path> for ConsoleOne is the lib 
and resources directories directly under the 
D:\Novell\ConsoleOne path. For example, you might 
specify the <path> as: 

-libpath mylibs; c:\test\lib

In this case, the mylibs directory will need to be 
created under the 
D:\Novell\ConsoleOne directory and the 
semicolon separates multiple 
directories—such as the c:\test\lib 
directory path.

-prefdir <directory name> This 
command-line option is used to save 
user preferences within the directory 
that you name in the <directory name> 
argument. When the directory is not 
specified, the SHELL.PROPERTIES 
file is stored in the current working 
directory, which would be the 
D:\Novell\ConsoleOne directory.

If you specify the directory name as 
“user.home,” the user.home 
environment variable (as defined in 
Java’s system properties) will be used as 
the directory in which user preferences 

are stored. The user.home environment variable 
points to the user’s home directory that was 
created through the installation of Java and 
ConsoleOne.

-systemout This command-line option does 
not hide the output for exceptions, system outs, 
and so forth. Normally, ConsoleOne traps all 
output to the system console, including system 
outs. By using this command line option, output 
is not trapped to the system console. This 
command-line option works well with the 
–windowout option.

To use the -windowout and the -systemout 
options together, you would type the following:

D:\Novell\ConsoleOne\1.2\bin\ConsoleOne.exe –win-
dowout -systemout

-debug Use this command-line option to output 
debug and error statements in ConsoleOne. These 
statements can be useful to help track down developer 
debugging problems. The -debug command line option 
produces a sample window that is called NAG – The 
ConsoleOne Performance Inspector. This window is 
shown in Figure 3.

If you specify the
directory name as
“user.home,” the
user.home environ-
ment variable (as
defined in Java’s sys-
tem properties) will be
used as the directory
in which user prefer-
ences are stored. 

Figure 3:The ConsoleOne Performance Inspector window, lovingly 
called NAG.

Figure 2:The ConsoleOne debug window that you see by using 
the -windowout parameter.
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-fileout <filename> This command-line option 
traps all output to the file you specify, including 
exceptions, system outs, and so forth. A possible use 
for this command-line option would be along with the 
-debug option:

D:\Novell\ConsoleOne\1.2\bin\ConsoleOne.exe –debug 
–fileout C:\temp.txt

In my case, running these two command-line options 
produced the output shown in Figure 4 which shows 
the first 38 lines out of 635 that were produced on my 
system using the above example. Enabling the –debug 
command-line option with the –fileout option will 
write all debug and error statements to the specified 
file. This file will contain much more detailed 
debugging information than what is shown in the NAG 
window.

-forceSnapinLoad This command-line option 
mandates that ConsoleOne will read snapin registration 
information by parsing the appropriate directories 
rather than reading registration information from the 
serialized file. This is a way to ensure you can load a 
snap-in that would otherwise not load for various 
reasons. This option is handy for debugging snap-ins.

Conclusion
For this column, we’ve covered the ConsoleOne 
command-line options. These options are almost 
always used for troubleshooting problems with 
ConsoleOne and for debugging snap-in problems. Next 
month, we’ll look at more features that are available in 
the ConsoleOne utility.

Obituaries in Novell 
eDirectory

Kevin Burnett
Senior Research Engineer
Novell AppNotes Magazine

Novell eDirectory and earlier versions of Novell 
Directory Services (NDS) make extensive and 

sometimes continuous changes to the objects 
contained in its database. eDirectory has an 
attribute to track these changes, called the 
Obituary. eDirectory utilizes the Obituary 
attribute to identify and control changes that are 
occurring to an object’s identity. 

Since eDirectory is a distributed database, each 
server receives updated information through 
synchronization. Since all the servers in the 
replica ring do not receive updates 
simultaneously, the server may not hold the 
same information at a given time. As a result, 
each server holds on to the old information until 
all the other servers receive the updates. 
eDirectory uses obituaries to keep track of this 
type of information and more.

If you are immersed in eDirectory at your 
company, you have probably heard of the term 

“stuck Obituary.” Simply put, when Obituaries are 
stuck, eDirectory is not processing them. To better 
understand what a stuck obituary is, you need to have a 
reasonable understanding of Obituaries.

When Obituaries are
stuck, eDirectory is not
processing them. 

Figure 4: ConsoleOne Debug Output into the TEMP.TXT file.
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Obituary Types
The eDirectory engine utilizes 14 different obituary types. The following table lists each type and what they do.

Name
Reference 
Number Description

Restored 0 This obituary type (0) designates an object that has been restored from 
a backup system.

Dead 1 This obituary type is assigned the reference number 1 to designate that 
this object is being deleted.

Moved 2 This obituary type designates an object that is being moved to another 
name context. Obituary number 2 is assigned to a nonpresent version of 
the object that exists in the original name context.

Inhibit Move 3 This obituary type designates an object that has been moved from 
another name context. Obituary number 3 is assigned to the relocated 
object in its new name context.

Old RDN 4 This obituary type designates an object whose Relative Distinguished 
Name has been changed. Obituary number 4 is assigned to the renamed 
object that has the new RDN.

New RDN 5 This obituary type designates an object whose Relative Distinguished 
Name has been changed. Obituary number 5 is assigned to the 
nonpresent object that has the original RDN.

Backlink 6 This obituary type identifies an eDirectoryeDirectory Server which 
holds either an external reference or a replica of the object. Obituary 
number 6 is assigned to the object that has been assigned as the 
primary obituary.

Tree Old RDN 7 This obituary type designates a partition root object whose Relative 
Distinguished Name has changed. Obituary number 7 is assigned to the 
renamed partition root object that has the new RDN.

Tree New RDN 8 This obituary type designates a partition root object whose Relative 
Distinguished Name has changed. Obituary number 8 is assigned to the 
nonpresent object that has the original RDN.

Purge All 9 NDS uses this obituary type internally to identify an object whose 
attribute values should be purged.

Move Sub-tree 10 This obituary type designates a partition root object that is being 
moved to another name context. Obituary number 10 is assigned to the 
partition root object that is being moved.

Moved From 11 This obituary type is used so that if an object has been moved from a 
different user-created partition, its previous location is known to the 
NDS.

Used By 12 This obituary type notifies a user-created partition that points to an 
external reference.

Count 13 Novell uses this obituary type internally for test purposes only.
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Obituary Classifications
The classification of an obituary determines how it is processed. Currently, there are four classes of obituaries. 
These classifications are shown in the following table.

Obituary States
An Obituary may be in one of four different states or stages at any given time. These states indicate how far an 
Obituary has been processed. These states are listed in the table below. 

Classification Definitions and Associated Obituaries

Primary Primary Obituaries represent the basic action that is being performed on an 
object. These obituaries are assigned to an object by an authenticated 
Client that has the appropriate rights. They are processed by the Replica 
Purger background process. The obituary types classified as Primary 
Obituaries are: 
• Restored 
• Dead 
• Moved 
• New RDN

Secondary Secondary Obituaries represent the eDirectory servers that must be notified 
of the Primary Obituary action. eDirectory assigns these obituaries to an 
object and they cannot be assigned by an eDirectory Client. There is one 
Secondary Obituary for each eDirectory server that holds a replica of the 
partition that encompasses the object and there is one for each eDirectory 
server that holds an external reference of the obituary. These obituaries are 
removed by the Replica Purger background process. The obituary types 
classified as Secondary Obituaries are: 
• Used By 
• Backlink

Informational Informational Obituaries identify an object whose identity has been 
changed due to the placement of a Primary Obituary. eDirectory assigns 
these obituaries to an object and they cannot be assigned by an eDirectory 
Client. They are removed by the Replica Purger background process. The 
obituary types classified as Informational Obituaries are: 
• Inhibit Move 
• Moved From 
• Old RDN 
• Tree Old RDN

Special Case Special Case Obituaries represent partition, or internal, operations that are 
performed on an eDirectory object. These obituaries are assigned to an 
object by an authenticated eDirectory Client that has the appropriate 
rights, or by eDirectory. They are processed by the Replica Purger 
background process. The obituary types classified as special-case obituaries 
are: 
• Tree New RDN 
• Purge All 
• Move Sub-Tree

State Number Description

Issued 0 This is the initial state, which is assigned to the obituary when it is issued.

The classification of an
obituary determines
how it is processed.
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Return To Stuck Obituary
Now that we have a basic understanding of what an 
Obituary is, what it does and how it works, let’s get 
back to the Stuck Obituary problem. A few symptoms 
of a Stuck Obituary (and certainly not all of the 
possible symptoms) include:

• Getting the error -637 when trying to do a 
partition operation.

• Getting the error “Previous Move in Progress” 
when doing a partition operation. 

• “Check External References” in DSREPAIR has 
lots of obituaries that are flagged as Purgeable 

First thing, make sure that you are running the latest 
version of DS.NLM for the type of NDS/eDirectory 
that you are running. Check http://www.novell.com 
Technical Support area to see if there is a newer 
version of DS.NLM for your NetWare version. If there 
is, download and install that version before continuing.

Make sure you install this update on all matching 
server/NDS/eDirectory versions in your Replica Ring. 
This solution is intended for Purgeable obituaries 
and/or obituaries that don’t seem to be processing 
normally. 

The following steps will hopefully get your Stuck 
Obituaries processing once again:

1. Using DSRepair, Advanced Options Menu, repair 
local NDS database with Check Local References 
and Rebuild Operational Schema set to YES, all 
other options set to NO.

2. Type the following SET commands at the server 
console prompt:
SET DSTRACE = OFF
SET DSTRACE = NODEBUG

SET DSTRACE = ON
SET DSTRACE = +S
SET DSTRACE = *H
SET DSTRACE = +J
SET DSTRACE = *J
SET DSTRACE = *F 

3. Switch over to directory services screen and wait 
until you see ALL PROCESSED = YES 

4. Let the synchronization go out, then run Check 
External References from the Advanced Options 
Menu again. The obituaries should be purged over 
the next few minutes. (This may take longer if the 
server resources are low or if the network is busy 
with other traffic.)

5. Determine what replica or partition the obituaries 
belong to. The Master replica is in charge of 
processing obituaries. So if you are seeing stuck 
obituaries on a server that contains a 
READ/WRITE (RW) replica, then you may need 
to designate the RW replica as Master 
temporarily. 

Note: If the master replica is on a NetWare 4.11 
server, make sure this server can communicate to all 
other servers in replica ring, and is not getting any 
-625 type errors)

Warning: DO NOT designate a Subordinate Reference 
as a Master replica as all objects in the replica ring will 
go to an unknown state and will be lost. 

6. LOAD DSREPAIR -A on the server you wish to 
designate as Master, then select Advanced 
Options, Replica and Partition operations and 
highlight the partition (LONDON used in this 
example), and press enter to select.

7. Designate this server as the new Master replica. 
Then press Escape back to the Advanced Options 
Menu. 

Notified 1 This state is used on secondary obituaries to indicate that the eDirectory 
server specified within the obituary has been notified of the Primary 
Obituary. 
For all other obituary types, this state indicates that the servers specified 
within the corresponding Secondary Obituaries have been notified of the 
Primary Obituaries.

OK To Purge 2 This state is assigned to the obituary to indicate that it has reached the 
second stage of processing.

Purgeable 4 This state is used on secondary obituaries to indicate that the eDirectory 
server specified within the obituary has been notified that the obituary is 
purgeable. 
For all other obituary types, this state is used to indicate that the servers 
specified within the corresponding Secondary Obituaries have all been 
notified that the obituary is purgeable.

State Number Description

If the master replica is
on a NetWare 4.11
server, make sure this
server can communicate
to all other servers in
replica ring, and is not
getting any -625 type
errors)
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8. Again, at the console prompt, type the following 
SET commands:
SET DSTRACE = ON
SET DSTRACE = *H

Verify the replica consistency with NDSMAN-
AGER | Partition Continuity. 

9. Let the synchronization go out, then run Check 
External References from the Advanced Options 
Menu again. The obituaries should be purged. If 
the obituary does not appear when performing the 
External Reference Check on the server that is 
holding the Master replica for the partition, but the 
obituary does appear on a server that is holding a 
Read-Write copy of the partition, remove the 
Read-Write replica and then add it back. 

Note: Use caution when performing this step. 

10. Verify that the partition is healthy (run 
DSREPAIR, Report Synchronization Status 
Report and verify that there are no errors on the 
problem partition.

11. After removing the replica, verify that the removal 
is complete before trying to add the replica back.

12. If there are some obituaries still marked at “Flags 
= 0000,” such as backlinked obituaries, you will 
want to run DESREPAIR with the -xk3 option on 
all servers in the tree or on all servers that have 
ever been part of the affected partition.

XK3 Procedure
To perform a -xk3 procedure, follow the steps given 
below. 

1. Load DSREPAIR -XK3. Select Advanced 
Options, Repair Local DS Database. Check Local 
References = Yes. Press F10 to start the repair 
process. This procedure goes through all of the 
server’s backlink attribute timestamps and sets 
them to zero.

2. Save the repaired database and exit from the 
DSREPAIR utility completely. 

3. Run the backlink process to rebuild the backlinks. 
To do this, type the following at the server console 
prompt: 

SET DSTRACE=ON
SET DSTRACE=NODEBUG
SET DSTRACE=+BLINK (+ sign turns 
DSTRACE on as well)
SET DSTRACE=*B 

4. This last process will update the timestamps on 
those objects that are still valid. Those that are not 
updated are purged with the next successful 
synchronization of Directory Services. 

Conclusion
Hopefully this article introduced you to Obituaries, 
what they are, and how they work. Also, I hope that the 
debugging procedure outlined here will be beneficial in 
freeing the flow of Stuck Obituaries that may now or 
someday clog your network. 

I have referenced two Novell Technical Support 
Technical Information Documents (TIDs) in this 
article. There is a wealth of information about 
Obituaries, Stuck Obituaries, as well as practically any 
eDirectory/NDS subject you may have. Check out 
http://www.novell.com, then click on the Support & 
Downloads button.

I would like to credit the eDirectory Core Development 
Team, Novell Education Group, and Novell Technical 
Support (TIDs #10022791 and #10023339) for 
providing critical information for this column.
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eDirectory, LDAP and 
Password Policy Controls

Karl Bunnel
Novell, Inc.

LDAP controls provide a mechanism for additional 
information to be supplied as part of an LDAP 
operation. One example of an LDAP control is a 
Password Policy Control. A Password Policy Control 
can be used to return information during a bind request 
concerning the user’s password expiration state.

For example, the Password Policy Control can warn 
users that their password is about to expire, how long 

until the password expires, or that a password has 
already expired. 

The LDAP server included with eDirectory v8.5 and 
v8.6 does not support a Password Policy Control. In 
the absence of a Password Policy Control, the 
eDirectory LDAP server returns an error code and uses 
the message portion of the LDAP reply to provide 
specific information about the nature of the bind 
failure. 

The bind reply identifies each singular error condition 
with a unique error code. The password policy for the 
eDirectory LDAP server are defined using the 
ConsoleOne utility on the User Property page, under 
the “Password Restrictions” tab. The password policy 
includes password restriction parameters, such as the 
password expiration date, password expiration interval 
and the number of grace logins.

The error code combined with the message portion of 
the LDAP reply defines the state of the password 
policy. Following is the password policy, followed by 
the corresponding error code / LDAP message 
combinations.

Tuning eDirectory for Updates 
or Searches

Woldgang Schreiber
Novell, Inc.

Did you know that you can tune the eDirectory 
operation speed for searching and/or updating 
directory entries?

Before eDirectory v8.5 you had only one cache 
memory pool (8MB) for eDirectory operations. With 
eDirectory 8.5 or above, you can specify separate 
limits for block cache and entry cache. Block cache 
caches physical blocks from the database and is most 
useful when it is used for update operations and for 
index searching. 

Entry cache was introduced eDirectory 8.5 and caches 
logical entries from the database. Entry cache is most 
useful when it is used for operations that read through 
entries, such as browsing the eDirectory tree for a 
name resolution. 

For details on memory sizes and configuration, please 
refer to the “Improving eDirectory Performance” 
section in the Novell eDirectory Administration Guide 
online doumentation. You can find this at: 
http://www.novell.com/documentation/lg/ndsedir86/ta
oenu/data/a5zek7a.html.

Password Policy LDAP Error Code LDAP Message

Bad password, expired account password 49 “NDS error: failed authentication (-669)”

Good password, expired account password, 
grace logins disabled 0 

“NDS error: password expired (-223)”

Grace count is ignored, failure is ignored. Good 
password, expired account password, grace > 0 0 

“NDS error: password expired (-223)”
Grace is decremented by 1. 

Any password, expired account password, 
grace = 0 49 

“NDS error: bad password (-222)”
No login of any kind is allowed on the account. 

The bind reply identifies
each singular error con-
dition with a unique
error code.
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GroupWise: “John Doe” or 
“Doe, John?”

Wolfgang Schreiber
Novell, Inc.

If you are using the GroupWise ObjectAPI to send 
e-mail or to search through the address book, you will 
sometimes have to specify the full name of a user. For 
example, the full user name is required in methods 
AddByDisplayName() or in search functions like 
Find(<Name> Matches “xxx”).

When specifying the full name in such functions, you 
will have to use the first name and the last name of the 
respective user in the very same order that is the 
preferred display format set in the GroupWise client. It 
is there that users specify the display name format in 
the address book (option “View”/“Name Format ...”) 
which by default is “Show first name then last name.”

If users change their individual GroupWise client 
settings to “Show last name then first name,” you will 
have to use the same format in the APIs. This means 
that before using full names in the ObjectAPI, you 
should identify the display name format of the client.

An easy method to do so is to read the registry setting:

“HKEY_CURRENT_USER\Software\Novell\Group
Wise\Address Book - User Interface”

The key “Display Name Format” contains either the 
value “F L” (First Last) or the value “L, F” (Last, 
First), indicating the current name format.

Specifying the Load Stages to 
Be Processed and Other 
Command Line Switches for 
SERVER.EXE

Paul Thompson,
Novell, Inc.

You can use the following command-line switches 
with SERVER.EXE to control the Load Stage 
processing during server startup:

SERVER -#<loadstage_number>

You can use the switches to process up to the specified 
load stage. For example, 

SERVER -#a-b

has “a” and “b” as the numbers of the loadstages, 
which tells SERVER.EXE to process load stages a to b 
only. As another exemple, 

SERVER -#2-4 

tells SERVER.EXE to process only loadstages 2, 3 and 
4. The command-line switches can also be used to skip 
a loadstage. For instance, 

SERVER -#!a

designates “a” as the loadstage number. So the above 
command says “do not process stage A—skip it.” 
Similarly, 

SERVER -#!2-4 

tells SERVER.EXE to not process loadstages 2, 3 and 
4.

Here are some other command-line switches for 
SERVER.EXE that can be useful in troubleshooting 
server startup problems.

SERVER -D

Break into Debugger at startup.

SERVER -NDB

Do not open NDS DIB, just load DS.NLM.

SERVER -B <filename> 

Specifies which DS.NLM filename to use.

SERVER -NS

Do not process the STARTUP.NCF file.

SERVER -NA 

Do not process the AUTOEXEC.NCF file.

SERVER -SI

Disable real mode sharing of interrupts.

SERVER -V

Turn on System Verbose information. Some of these 
are only implemented in NetWare 5.1 Support Pack 3 
and above.

If users change their
individual GroupWise
client settings to “Show
last name then first
name,” you will have to
use the same format in
the APIs. 
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Deactivating/Activating NSS 
Pools and Volumes

Paul Thompson
Novell, Inc.

You might need to temporarily restrict user access to 
an NSS (Novell Storage Systems) storage pool or 
volume. Instead of bringing down the server, you only 
need to deactivate the specific volume or pool. 

You can deactivate both storage pools and volumes; 
however, you can only perform maintenance 
procedures (such as REBUILD and VERIFY) on 
storage pools. This means that users will be unable to 
access any of the volumes in the pool while you run 
REBUILD and VERIFY. When you use the REBUILD 
and VERIFY commands, a log file is generated at the 
root of the local DOS drive.

1. From the ConsoleOne utility, open the tree you 
want.

2. Right-click on the server object and select 
Properties.

3. Click Media > NSS Pools or Logical Volumes.

4. Select the storage pool or volume you want to 
activate or deactivate.

5. Click Activate or Deactivate.

6. Click Activate when you are ready to restore 
access to the volume or storage pool.

Determining IP Subnet in 
Login Script

Paul Thompson
Novell, Inc.

It is often useful to have the ability to check the 
network address of a user in the login script in order to 
avoid running commands that should not be used over 
a slow link. You should use this capability if you dial 
into the network via NIAS / NetWare Connect, or if 
you come into the network via a VPN connection. 

The difficulty comes in pure IP logins, where you do 
not have an IPX network number. The IP address of 
the client is provided by the NETWORK_ADDRESS 
variable, but it is coverted to hexadecimal. 

You can still use a pair of IF statements to determine if 
the client’s network address is outside your internal 
network and branch, as shown in the following 
example. To check for a subnet of 192.168.0.X, you 
would use the statement:

IF %NETWORK_ADDRESS > “C0A80000” AND 
%NETWORK_ADDRESS < “C0A800FF”

This will find any IP address between 192.168.0.1 and 
192.168.0.254. You can do the same thing with other 
IP subnets by converting each octet into a hexadecimal 
number (192 = C0, 168 = A8, etc). To get a bit fancier 
and look for both an IPX network number or an IP 
subnet, do the following:

IF %NETWORK_ADDRESS = "BADFACE" or 
(%NETWORK_ADDRESS > "C0A80000" AND 
%NETWORK_ADDRESS < "C0A800FF") 

This will find any machines logging in from an IPX 
segment of BADFACE or from an IP subnet of 
192.168.0.X.

New Features of Novell 
eDirectory 8.6.1

Karl Bunnell
Novell, Inc.

Two new significant features are included with 
eDirectory 8.6.1 that was made available to customers 
in October 2001. These features are Persistent  Search 
and Dynamic Groups. The following is a description of 
each of these features.

Persistent Search
Persistent Search allows you to track changes to a set 
of entries on an LDAP server that match a specified 
search criteria. After the initial search is performed, the 
server keeps track of the search criteria and sends back 
information when any entry that  matches the criteria is 
added, modified, deleted, or renamed. 

Persistent Search alters the standard LDAP search 
operation so that it does not end after the initial set of 
entries matching the earch criteria is returned. Instead, 
LDAP servers keep the search operation going until it 
is abandoned by the client or until  the client unbinds. 
This provides clients and servers participating in 
Persistent Search with an active channel through which  
entries that change (with any additional information 
about the changes) can be communicated.
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Dynamic Groups
Dynamic Groups allows an administrator to define 
group membership based on an criterion that is 
specified by an LDAP search filter. This  allows a 
user’s group membership to be based on certain 
attribute values of their user object. 

For example, a dynamic group can specify that all 
users having a “title” value equal to “Software 
Engineer” to be a member of the “Engineering” group. 
If  the user’s “title” attribute value changes from 
“Software Engineer” to “Sales Engineer,” that user’s 
group membership to the “Engineering” group is 
automatically revoked. 

Dynamic Groups provide a very powerful mechanism 
for defining access control to protected resouces. It 
does this by using user profile information (attributes) 
that is stored on the user’s object to access group 
membership.

Media Support Module Debug 
Commands

Paul Thompson,
Novell, Inc.

The following are little-known commands that prove 
useful in troubleshooting MSM (Media Support 
Module) problems. They are executed from the 
internal debugger.

To list the adapters or display the Adapter Data Space:

-a [n | ADS]

To display the HSM (Host Support Module) APIs for 
an adapter:

-apis [n | ADS]

To list the logical boards or display the Frame Data 
Space:

-b [LBN | FDS]

To display CTCB (C version of Transmit Control 
Blocks):

-c <address>

To display ECB (Event Control Blocks):

-e <address>

To display TCB (Transmit Control Blocks):

-t <address>

where:

n=Adapter Sequence Number
ADS=Address of Adapter Data Space
LBN=Logical Board Number
address=Address of object to display

Useful Connection Manager 
Commands

Paul Thompson
Novell, Inc.

The following server console Connection Manager 
commands are useful in troubleshooting and managing 
station connections. 

To display the current connection manager statistics, 
including table size, object re-use count, and watchdog 
state:

cm stats

To list connections that are currently busy or are being 
aborted, type:

cm busy

To list connection information about a specific 
workstation, type:

cm conn <connection#>

To delete a specific connection, type:

cm kill <connection#>
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Troubleshooting iChain 2.0 
Installation Problems

Neil Cashell
Novell, Inc.

Installing iChain 2.0’s Proxy Server is a straight- 
forward operation. You simply insert the iChain Proxy 
Server CD, boot the server, type “BLAST <Enter>” 
and accept the license agreement! However, now that 
you can install the iChain 2.0 Proxy Server on different 
hardware platforms (unlike its v1.5 counterpart that 
required dedicated hardware), customers have seen an 
increase in problems during the installation process.

The goal of this Network Troubleshooter column is to 
identify the various stages that the iChain Proxy Server 
installation program goes through, point out potential 
problems in each stage, and give troubleshooting tips 
to help you overcome these problems.

Note: You should perform a low-level format on the 
server’s disk drives prior to installing the iChain Proxy 
Server.

The DOS Image Stage
The whole process begins when the server boots from 
the iChain CD, which loads DOS and allows you to run 
a program called BLAST.

BLAST creates a DOS partition on the first server hard 
disk drive and copies binary-image data sector-by-
sector from the CD onto the hard disk, including the 
“bones” of the NetWare server. Other data includes 
files that are used in subsequent stages, including the 
master boot record, the DOS partition, and the 
NetWare .NCF files that are copied to the 
\NWSERVER directory. This stage ends by rebooting 
the server.

Troubleshooting the DOS Image Stage
Typically you see very few problems at this stage. If 
you do have trouble after running the BLAST program, 
check to see whether you can access the server’s hard 
disk drive after rebooting with bootable floppy. If you 
cannot, there’s an issue with the disk or controller. 

Check to see what type of disk and controller are 
installed in the server and replace them with different 
ones if the installation cannot proceed beyond this 
stage.

The Hardware CDT Stage
The Customizable Directory Tree (CDT) stage begins 
as the server reboots from the CD. In the previous 
stage, a special file named RDW was written to the 
server’s disk. The presence of this file tells the system 
to transfer DOS execution to the disk drive.

The NetWare server then runs the STARTUP.NCF and 
IMAGE.NCF command files. As the program detects 
the hardware (by running HDETECT.NLM), it copies 
any needed device drivers from the CD to the local 
hard disk. HDETECT.NLM writes the 
STARTUP.NCF and RESPONSE.SAV files to the 
disk as it performs the hardware detection process.

During this stage, the IMAGE.NCF file is modified for 
use in the next stage. The ouput from the START- 
UP.NCF and RESPONSE.SAV files that were created 
through the hardware detection step is deleted, as the 
original STARTUP.NCF will be used for the next 
stage. This stage ends by restarting the server.

Troubleshooting the Hardware CDT Stage
As with the previous stage, very few problems are seen 
at this stage. Any problems at this point are likely to be 
related to problems that existed in the previous stage, 
or result from a bad CD or CD-ROM drive. If you have 
performed all the troubleshooting steps from the 
previous stage and still have problems, try using a 
different iChain CD.

The NetWare Image Stage
When the server comes up, it runs in hardware detect 
mode and loads any needed drivers. The modified 
version of STARTUP.NCF and a new 
RESOURCE.SAV are written to the server’s disk 
drive.

The NWIMAGE.NLM program then runs. It first 
creates a NetWare partition large enough to hold the 
SYS and LOG volumes. Then the binary image of the 
SYS volume is copied sector-by-sector from the iChain 
CD to the disk. At this time, any needed commands to 
load drivers (as well as minimum and maximum packet 
receive buffer commands) are added to the 
STARTUP.NCF file. NWIMAGE.NLM then creates 
the LOG volume on the server’s disk drive.
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The OEMINST.NLM program runs to copy any 
Customizable Directory Tree (CDT) components from 
the CD to the SYS volume. The IMAGE.NCF file is 
also modified for the next stage. The DETECT.NCF 
file is deleted to avoid running the hardware detection 
process in the next stage. A command is issued to 
restart the server in preparation for the next stage.

Troubleshooting the NetWare Image Stage
Problems are most common in this stage of the 
installation. The typical symptom will be that the 
iChain console screen hangs, showing no progress 
whatsoever. Problems at this stage tend to all be related 
to hardware. To get around the problems, you can 
perform the three major troubleshooting steps 
described below.

Disable All Advanced BIOS Settings at the 
Hardware Level

• During bootup, select the option to bring up the 
system BIOS information (for example, on Dell 
computers press the <F2> key).

• Disable any RAID technology, as iChain servers 
gain nothing from RAID and the product was not 
designed to use it.

• Enable a single CPU. This can be done by 
selecting CPU Information and making sure that, 
if there are two CPUs, you remove one as an 
enabled selection.

• Select the Integrated Devices option and disable 
all on-board NICs. This step may not be required, 
but some systems ship with LAN cards for which 
iChain doesn’t have a driver (such as cards which 
use the BE27.LAN driver).

• Disable any advanced CPU caching features, such 
as Turbo CPU mode.

• You do not need to disable the serial ports.

• If you haven’t done so already, perform a low- 
level format on the server’s disk drives prior to 
installing the iChain Proxy Server.

• Reboot the iChain Proxy server hardware again 
and re-enter the BIOS settings. Make sure that all 
the changes you made are registered correctly.

• Reboot the server with the iChain CD and try 
running the install program again.

Determine Whether Drivers Are the Problem

• If you have problems with the new install after 
you have disabled the advanced BIOS options 

described above, go into the debugger by pressing 
<Alt>+<Left-Shift>+<Right-Shift>+<Esc>). 
Type “v <Enter>” to initially toggle to the console 
screen (you then simply press the v key to toggle 
between screens). 
Note: Pressing <Alt>+<Esc>, which is the usual 
way to toggle between screens, will not work 
while the server is in debugger mode. Note also 
that the server is effectively halted while in 
debugger mode.

• Scan through all active server screens at the time 
of the hang.

• Check to see if the system console shows that it’s 
in the process of loading the CD drivers, hard disk 
drivers, LAN drivers, or that it is trying to locate a 
response file. If this is the case, it is likely that 
there is an issue with the default driver that the 
iChain install process loaded. 

Many of the hard disks or LAN controllers 
detected have more than one associated driver. 
The installation process will stop at this point, 
waiting for the user to select the driver. However, 
since iChain locks the server screens during 
install, you cannot make the selection to continue 
the install process.

• If there is an active screen waiting for user input, 
write down the drivers it lists.

• Locate the correct driver for the peripheral being 
loaded and restart the installation using the steps 
shown under the next heading.

Updating Drivers During the iChain 2.0 Install

The steps below outline how to update IDE and SCSI 
drivers. The CD-ROM driver will be the most common 
failure on an install. Before attempting the driver 
update, try swapping the CD-ROM drive with one 
from a different manufacturer, or try using an external 
SCSI CD-ROM with the correct driver.

• Install the proxy server via the iChain CD.

• After the reboot that occurs just after the DOS 
Image Stage (after it creates the DOS partition and 
copies the drivers and startup files to the 
\NWSERVER and \NWSERVER\DRIVERS 
directories), press <F5> or <F8> as DOS boots. 
The <F5> key prevents the startup files as well as 
COMMAND.COM from loading, while the <F8> 
key gives you a line-by-line prompt through the 
startup files.

• Load COMMAND.COM.

Pressing
<Alt>+<Esc>, which is
the usual way to toggle
between screens, will
not work while the
server is in debugger
mode. Note also that the
server is effectively
halted while in debug-
ger mode.
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• First try copying only the IDEATA.HAM and 
IDECD.CDM files to both the D:\NWSERVER 
and D:\NWSERVER\DRIVERS directories for 
safe measure. (Drive letter C will likely be the 
CD-ROM drive letter designation.)

• Reboot the system and let the installation proceed 
as planned.

• If the installation continues to fail after this, the 
failure will probably be while it is creating the 
LOG volume on the system. If it hangs, go into the 
debugger and use the “v” debugger command to 
switch to the system console (the <Enter> key will 
toggle you through the screens while in debug 
mode). Check to see whether or not the server is 
going through the volume creation step—you 
should see a message on the system console 
indicating that the volume is being created.

• If the volume creation does fail or hang, start the 
installation over as described under “Trouble- 
shooting the Hardware CDT Stage”. Copy 
updated SCSI and IDE adapter and hard disk 
drivers—ADPT160M.HAM and IDEATA.HAM, 
as well as SCSIHD.CDM and IDECD.CDM (on a 
Dell system)—to the \NWSERVER and 
\NWSERVER\DRIVERS directories, 
respectively.

The NetWare/COS Partitioning Stage
At this point, the server comes up and runs the 
commands in the IMAGE.NCF file. It also runs the 
AUTOVOL.NLM program to mirror the NetWare 
partitions to a secondary disk. The DOS partition is 
cloned and a snapshot of the contents of the SYS 
volume is copied to the mirror disk. However, the LOG 
volume is not copied.

To finish preparing the disk drive(s), this stage creates 
the Cache Object Store (COS) partitions on all disks. 
This is followed by a hard reboot of the server.

Note: Where only one disk is present on the system, no 
cloning/mirroring is performed. In this case, the instal-
lation process moves immediately to the Completion 
stage without rebooting or restarting the server.

The Completion Stage
In the Completion stage, the server reboots from the 
CD and because the RDW file is present, it transfers 
OS execution to the hard drive. From the hard drive, 
the server is brought all the way up into an operational 
state.

As the server comes up, it runs AUTOVOL, which in 
turn runs the AVLOAD.NCF file. This causes the 
RESPONSE.SAV file containing the output from 
hardware detection stage to be parsed and to look for 
LAN cards. RESPONSE.SAV modifies the server 
configuration using INETCFG.NLM APIs to add the 
LAN hardware to the server configuration.

Because of this, it is recommended that you shut down 
the server, remove the iChain CD, and restart the 
server so that the iChain server will run completely 
from the hard drive.

Troubleshooting the Completion Stage

Make sure that the LAN drivers loaded through the 
NETINFO.CFG file correspond to the drivers you 
expect. Many LAN cards use the Intel N100 chipset, 
and each of these cards can run with mutiple LAN 
drivers. Some drivers (particularly newer ones) 
provide better performance than others.

For example, if the older CE100B.LAN driver is 
enabled instead of the newer N100.LAN driver that 
should be enabled, it could result in an increase of 
HTTP 504 errors under heavy load.
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TIDs of the Month

The Technical Information Documents (TIDs) are 
brought to you by Novell’s Support Connection site, 
which you can find at http://support.novell.com. We’ll 
be looking at a selection of TIDs from several 
categories, giving you a brief summary of the issue the 
TID addresses, along with its TID number and 
corresponding URL for your quick perusal. 

The categories for this month include Novell Directory 
Services (NDS) or eDirectory, NetWare 4, NetWare 5, 
NetWare 6, ZENworks for Desktops, Novell Client for 
Windows, GroupWise 6, Novell BorderManager 3.5, 
and LDAP Services for NDS 3.0.

Novell Directory Services (NDS) or 
eDirectory
If you are upgrading to eDirectory 8.6x, take note that 
there is a TID that is a Readme Addendum to the 
Novell documentation. TID #10066455 applies to the 
following upgrades:

• Novell eDirectory 8.6.x for NetWare 

• Novell eDirectory 8.6.x for Windows NT/2000 

• Novell eDirectory 8.6.x for Solaris 

• Novell eDirectory 8.6.x for Linux 

In the words of this TID, “Novell Technical Support 
provides this document for the purpose of helping 
customers during an upgrade to eDirectory 8.6.x. It is 
important to note that you should use this document 
(TID) in conjunction with the product documentation. 
This document is updated frequently to keep the most 
current and up-to-date information available to all 
customers.”

This TID contains a series of links to other TIDs 
dealing with common problems that have been found 
during the upgrade process. To get to the series of links 
and the addendum information, see: 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10066455.htm

NetWare 4
The information for removing a crashed server from an 
NDS tree has been recently updated and can be found 
in TID #10010922. Entitled “Removing a Crashed 
Server from the NDS Tree,” this newer TID takes the 
place of TID #2908056 and applies to the following 
versions of NetWare:

• Novell NetWare 4.10 

• Novell NetWare 4.11 

• Novell intraNetWare 4.11 

• Novell NetWare 4.2 

• Novell Netware 5.0 

• Novell NetWare 5.1 

• Novell Directory Services 

• Novell intraNetWare for Small Business 

• Novell NetWare for Small Business 

There are ten steps required for such a server removal, 
with each step succinctly covered. You can view TID 
#10010922 at the following URL: 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10010922.htm

NetWare 5
Suppose you have NetWare 5.1 (or NetWare 4.11) 
servers and your volumes are full and you already have 
eight volumes on the NetWare partition. What do you 
do to add more disk space to the NetWare partition and 
consequently to the NetWare volumes on that 
partition?

Entitled “Resizing a Novell NetWare Partition,” TID 
#10066242 covers the steps needed to add the 
necessary disk space to the NetWare partition and 
consequently to the NetWare volumes (since a 
non-NSS standard NetWare partition can only have 
eight volume segments).

To go directly to the fix for expanding NetWare 5.1 
server volumes, see: 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10066242.htm
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NetWare 6
Suppose you are performing an in-place migration to 
NetWare 6 and you either receive the error “Failure 
Updating NDS Database Error Code 1” or you have 
other errors occur during the in-place upgrade or 
migration to NetWare 6. What do you do now?

TID #10068442 may hold the answer for you. This 
TID states that “although this error can have multiple 
meanings, one possibility is that DIBMIG did not clean 
up the old database files and is still trying to load and 
convert the database each time the install process 
occurs.”

The TID further suggests that if the DIBMIG 
does not complete correctly, you need to check 
and ensure that it has completed at least Phase 3 
of its conversion. This TID then explains how to 
do this, as well as refer you to some other TIDs 
that deal with this specific problem.

See TID #10068442 at: 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10068442.htm

ZENworks for Desktops
TID #10066849 poses the question “Which Novell 
ZENworks Application Service (NALNTSRV.EXE) 
should be installed with the Novell Client v4.81 in a 
ZENworks For Desktops 3.0 environment?” The TID 
also poses the question “Which Novell ZENworks 
Application Service (NALNTSRV.EXE) should be 
installed with newer clients than what shipped with the 
ZENworks version?”

The TID then goes on to answer these questions and 
that answer affects a number of Novell products, 
including:

• Novell ZENworks for Desktops 2

• Novell ZENworks for Desktops 3.0

• Novell Application Launcher 3.1

• NALNTSRV.EXE 3.0

• NALNTSRV.EXE 3.1

• NALNTSRV.EXE 3.2

• Novell Client 4.6 for Windows NT

• Novell Client 4.7 for Windows NT/2000

• Novell Client 4.71 for Windows NT/2000

• Novell Client 4.8 for Windows NT/2000

• Novell Client 4.81 for Microsoft Windows 
NT/2000

To go directly to TID #10066849, see the following 
URL:

http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10066849.htm

Novell Client for Windows
Do you know how to configure Service Location 
Protocol (SLP) for a NetWare client? If you want to 
know? Take a look at TID #10014466. Entitled 
“Configuring SLP for a NetWare Client,” this is one in 
a series of TIDs that are to “provide network 
administrators with the settings and other configuration 
parameters associated with Service Location Protocol 
(SLP) and the configuration of User Agents, Server 
Agents, and Directory Agents. 

“Other related documents include: 

• TID 10025313 - Frequently Asked Questions 
about SLP

• TID 10014396 - SLP Terms and Configuration 
Reference

• TID 10014466 - Configuring SLP for a NetWare 
Client

• TID 10027163 - Configuring SLP for a NetWare 
Server

• TID 10062474 - SLP Design and Implementation 
Guidelines”

The information provided in TID #10014466 is related 
to workstations that have the symptoms of not 
registering with the SLP scope even after the 
workstation has been statically configured.

To view TID # 10014466, go to: 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10014466.htm

GroupWise 6
You are using the Novell GroupWise Internet Agent 
(GWIA) 5.5 or 6.0, and you are experiencing the 
following problems:

• Groupwise Internet Agent will not load
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• GWIA comes up with a blue screen

• GWIA won’t load, but gives no errors

According to TID #10065521, the GroupWise Internet 
Agent is running on separate server, so the users and 
their passwords are not pointing to the correct 
GroupWise Domain directory.

To access TID #10065521, see http://support.novell.
com/cgi-bin/search/searchtid.cgi?/10065521.htm

Novell BorderManager
You are running the Novell BorderManager Enterprise 
Edition 3.5 and you are having problems with network 
communications. So you call one of Novell’s 
Technical Support Engineers and you are asked to 
provide a packet trace in order to better troubleshoot 
this issue. You would love to supply one, but you don’t 
have the tools or the know-how to do it. Where do you 
go from here?

TID #10011012 may be your answer. Entitled 
“Guidelines to Take a Packet Trace,” this TID tells you 
where you download a limited version of the Novell 
LANalyzer 2.2 utility. It then explains how to install 
the LANalyzer and how to set it up properly so you can 
perform a packet trace.

The guidelines given here apply to quite a number of 
Novell products and services, including:

• OnDemand

• Software Developer Support

• GroupWise

• LANalyzer

• ManageWise

• ZENworks for Desktops

• NetWare OSes from NetWare v4.x to v6

• NetWare Print Services

• Novell Clients

• Novell Small Business Suites

• ZENworks 2

• NDS 8

To find out more information on TID #10011012, go to 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10011012.htm

LDAP Services Running on a NetWare 5 
Server
Your applications that are using LDAP are not 
functioning correctly and you need to test and see if 
LDAP is running on your NetWare 5.x server. How do 
you do this?

TID #10051915 can help you with this effort. Entitled 
“How To Test if LDAP Is Working On a NetWare 5 
Server,” this TID gives you step-by-step instructions to 
ensure that basic LDAP is configured correctly. If it is 
configured correctly, LDAP will return information for 
the different LDAP clients.

See TID #10051915 at: http://support.novell.com/
cgi-bin/search/searchtid.cgi?/10051915.htm

You Want Some More?
If you want to find more TIDs in these several 
categories or on any other Novell products, perform 
the following steps from your browser at 
http://support.novell.com.

In the list of Support Links that appear either along the 
left-hand side or in the middle of the screen, click on 
the “Product-Specific Support” link. 

From the resulting list of Novell products, select the 
product of your choice.

Under the “What’s New” category, click on “Last 7 
days” to see the technical documents that were created 
or have been updated in the last 7 days for the product 
you selected. You can also look at documents that have 
been created in the last 14 or 30 days.

Choose the TIDs that apply to your circumstances.
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Used IP Ports in NetWare 6
Dear Ab-end: I am writing a Client/Server application 
that utilizes SSL as the medium. This application will 
run in-house at my company. My company uses Net-
Ware 6 exclusively as our networking software. Would 
you be able to tell me which IP ports NetWare 6 (and 
associated applications/utilities) use so my application 
will not conflict with them?
—Porting in Purgatoire

Dear Porting: Here is a list of the applications on a 
NetWare 6 server and the ports that they use. The 
notation of “no,” “yes” and “dependent” represent the 
ability to adjust the port. The notation “un” represents 
unknown. 

AFP 548 no
Apache Web Server 80 yes,443 yes
Border Manager 21 no,119 no,443 yes,1040 no,1045 
no, 1959 no,7070 no,8080 no,9090 no
CIFS 139 unknown
CsAudit 2000 yes
DirXML NDS-to-NDS 8090 yes
DirXML Remote Loader 8000 yes
DNS 53 no
eGuide 389 dependent, 636 dependent
FTP 20 no,21no
GroupWise Monitor 1099 yes
GroupWise Web Access 80 dependent, 443 dependent, 
7205 yes
GWIA 25 un,110un,143 un,389 no,636 no,9850 yes
iChain 2222 yes
iFolder 80 dependent,389 dependent, 443 dependent, 
636 dependent
iMonitor 80 yes
iPrint 443 no, 631 no
LDAP 389 yes, 636 yes
Licensing (NLSRUP) 21571 un,21572 un
LPR 515 un
Media Server 554 no
MTA 3800 yes,7100 yes,7180 yes
NAS NetDevice 2222 no
NCP 524 no
NetWare GUI 9000 yes, 9001 yes
NetWare Web Access 80 dependent
(NetWare 5.x) News Server 119 yes
NFS 20 no,111 no,2049 yes
NIMS 
25,80,81,110,143,389,443,444,465,636,689,993,995 all 
un

NMAS 1242 un
(NetWare 5.x) Novonyx Web Server 80 yes, 443 yes
NRM 80 un, 81 un,8008 yes, 8009 yes
NTP 123 no
NWIP 396 no
POA 1677 yes,2800 yes,7101 yes,7181 yes
Portal Services 80 dependent,443 dependent,8080 
dependent
Radius 1812 yes
Remote Console DOS 2034 yes
Remote Console Java “2034 yes,2036 yes, 2037 yes
SCMD 2302 no
SLP 427 no
SNMP 161 un
Telnet 23 no
Tomcat 8080 yes
VPN 213 no,353 no,2010 yes
ZFD 3 2544 yes,2638 yes, 5008 un,8039 no
ZFS 2 80,443,8008,8009 all dependent,1229 no, 1521 
yes, 1600 un,2544 yes,2638 yes, 5008 un
ZFS 3.2 80,443 dependent, 1229 yes,1433 yes,1521 
yes,2638 yes,8089 yes, 65443 yes

(This information was taken from TID #10065719.)

Novell iChain v2.0 and Linux Running 
eDirectory 8.5.1
Dear Ab-end: I am trying to set up a Novell iChain 
v2.0 box to protect a specified resource with LDAP 
authentication, but I am having problems. I saw in the 
documentation for Novell iChain v2.0 that the Authori-
zation services run on Netware v5.1 and Windows 
NT/2000 servers. Since I know these services are 
schema extensions and ConsoleOne snap-ins, I 
installed those authorization services on a Linux 
machine, running eDirectory 8.5.1.
Basically, I always get the “403 Forbidden” error mes-
sage, with the Organizational Policies Prohibit Access 
to this page description. I am running the wizard from 
Novell ConsoleOne exactly as described in the docu-
mentation. What should I do?
—Receiving Errors in Englewood

Dear Errors: I can’t be sure if this is specifically an 
issue with running on Linux, but I do know that the 
documentation is incorrect for setting up a protected 
resource with Novell iChain v2.0. Try adding a URL 
pre-fix of www.somesite.com/* instead of just 
www.somesite.com in the ISO object itself when you 
are setting up the resource. Then perform the access 
control lockdown in the ACL rule itself. By the way, 
Novell should be updating the iChain documentation to 
correct this mistake.
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Fixing the GWIA After Moving the GW 
Domain Directory
Dear Ab-end: I have just moved my GroupWise 
Domain directory to a new server/volume and now the 
MTA (Message Transfer Agent) still thinks the GWIA 
(GroupWise Internet Agent) directory is at the old 
location. How do I get it to think otherwise?
—Addressing Directory Domains in Detroit

Dear Directory: There has been a TID or two that 
suggest deleting/recreating the gateway. But that 
sounds too much like hard work, eh? Well, there is an 
easier way. Just follow the steps below:

1. Under the ...\domain\wpgate directory, create a 
folder called TEMP.

2. In either the NWAdmin or ConsoleOne utilities, 
edit the gateway object and change the ‘sub 
directory’ field to TEMP and save the changes.

3. Go back into the object and change back to the 
GWIA directory and save the changes.

4. Then stop and restart the MTA.

That’s easier than deleting/recreating the gateway, is it 
not?

Dear Ab-end: Can you tell me what versions of ZEN-
works for Desktops (ZfD) support Windows XP?
—XPing It in Palmyra

Dear XPing: ZENworks for Desktops 3.2 only 
supports Windows XP Professional, with all 
components supported except imaging. You need to 
use the Windows XP client and apply the Group Policy 
update within the client. Imaging is available for 
Windows XP and you can find it on the Cool Solutions 
Web site at the http://www.novell.com/coolsolutions/ 
URL, but it is not supported.

The next release of ZfD (code named Prometheus) will 
also fully support Windows XP Professional, including 
imaging.

Which eDirectory Version to Implement 
iFolder
Dear Ab-end: I’m confused. I would like to imple-
ment iFolder, but what version of Directory Services or 

eDirectory do I need in order to implement this ser-
vice?
—Going Global in Georgia

Dear Going: You need eDirectory 8.5 or later in order 
to have a supported configuration. There is some 
confusion on DS versions. Basically there are three 
generations of NDS and LDAP for NetWare 5.1. 
DS7.xx shipped initially as the default on the NetWare 
5.1 CD and DS8.xx is the Directory Services version 8 
option on the CD. 

eDirectory 8.5 has versions of the DS.NLM that are 
85.xx. eDirectory 8.6 has versions of the DS.NLM that 
are 86.xx. If the version you are running is 8.x, it was 
called eDirectory 8.0.

Because iFolder performs an LDAP authentication, it 
doesn’t really care what the DS version is. While 
iFolder could work with earlier versions of DS/LDAP, 
to use them would be an unsupported configuration, 
which is basically a “use at your own risk” 
implementation.

You can find information about iFolder at the 
following URLs:

http://www.novell.com/documentation/lg/ifolder/index.
html?ifolder/data/ac12ef9.html

http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10065372.htm

Making the NetWare Enterprise Web 
Server a Trusted Site
Dear Ab-end: I have installed the NetWare Enterprise 
Web Server and when people browse to my Web site, 
they get a warning that this is not a trusted site. How 
can I fix this?
—Waxing Webbiness in Wilford

Dear Waxing: You need to send them the file 
sys:\public\rootcert.der and have them import it into 
Internet Explorer. This problem will then go away.

IP Addresses and DNS Host Name 
Retention
Dear Ab-end: I am using Netware 5.1 Dynamic DNS 
(Domain Name Services). After the DHCP server 
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issues an IP address, it updates our DNS. However, I 
find that the DNS server seems to retain these forever. 
Computers that connected once six months ago still 
appear in the DNS tables. 
I have looked but cannot find a setting to “flush” these 
old entries. How do I do that?
—Flushing in Folsom

Dear Flushing: They have to be “flushed” manually. 
Something you may not have noticed, however, is that 
it’s only the host name that stays in DNS. When an IP 
address is released, the address is removed from the 
DNS settings, leaving only the host name portion 
behind. If the same host is used again, the DNS will be 
updated with the new address that it gets.

Changing Date Formats on a Web Client
Dear Ab-end: Is there a way that I can change my date 
formats on the Web client? It is showing the USA for-
mat now and I want to change it to the UK format. Can 
this be done and how do I do this?
—Exasperated in Essex

Dear Exasperated: You can find out how to do this 
from Technical Information Document (TID) 
#10065291 at http://support.novell.com/cgi-bin/
search/searchtid.cgi?/10065291.htm 

Creating Boot Disks for NT and Novell on 
TCP/IP
Dear Ab-end: We have a boot disk that allows us to 
login to the Windows NT side of the network. How do 
I create a boot disk that allows me to log in to Novell 
on TCP/IP, or even better, to both sides of the network 
with one boot disk?
—Booting in Bastia

Dear Booting: You can find out information about 
creating IP boot diskettes for NetWare 5 from the 
DOS_IP.TXT document, which describes how to 
create an IP boot diskette. The DOS_IP.TXT is located 
on the NetWare 5 Client CDROM in the 
Products\doswin32\NLS\english directory. The 
DOS_IP.TXT document fully explains how to create 
the IP boot diskettes. 

You can read more about this at the following URL: 
http://support.novell.com/cgi-bin/search/searchtid.cgi
?/10013532.htm 

Fails When Copying Files to Patch 
GroupWise
Dear Ab-end: I’m trying to patch Groupwise 5.5 or 
GroupWise EP, but it keeps giving me errors about 
failing to copy files and it won’t patch. What do I do?
—Failing in Foxe Basin

Dear Failing: The best solution is to copy the original 
CD to a hard disk drive and mark all files Read/Write. 
An alternative solution is to copy the Software 
Distribution Directory locally to the hard drive, mark 
all files Read/Write, and run the patch from there (no 
backup, no local copy), then copy the directory back to 
the server and run the setup program. TID #10025877 
covers the different versions of Directory Services.

NetWare 6 Only Shows 35% Free Memory
Dear Ab-end: I am working with NetWare 6. I have 
discovered that whatever the amount of memory I put 
in my server, it always shows 35% free memory (even 
with 1, 2, or 4 GB of server memory). This occurs 
when I am running Netstorage, iFolder and iPrint. 
Then there is no way to use ZENworks for Desktops 3 
or anything else due to the memory problems. 
Novell Storage System’s (NSS) cache balance has 
been changed from 60% to 10%, but there is no change 
in memory usage. Is this a bug? Or are there some par-
ticular parameters to change in web access parameters 
or another current program?
—Memory Madness in Molokai

Dear Madness: Go into the NetWare Remote 
Manager utility and click on the List Modules option. 
This will tell you what is taking up the most RAM. I 
would guess that NSS is taking up a lot (and you can 
normally turn this down). 

By default, the Java Virtual Machine (JVM) will only 
take up to 64 MB. Also, eDirectory could be taking up 
a lot of RAM. NetStorage and iFolder use Apache, so 
you may want to look at the NVXADMUP.NCF file 
and modify it so that you restrict the memory used by 
Java. You do this by using the following switches on 
the load Java command line:
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-XMSaaM -XMXbbM

Where: “aa” is the minimum memory limit and “bb” is 
the maximum memory limit.

For example: -XMS96M -XMX192M sets Java to use 
a minimum memory allocation of 96MB and a 
maximum of 192MB.

Put these commands on the load line before any 
references are made to “com.”, etc. Hopefully this 
helps. 

I would suggest that you use the Remote Manager 
utility to look at the memory that is being allocated in 
real-time. You could have a memory leak caused by a 
bad driver or something like that. As for iPrint, this is 
hosted by HTTPSTK. I do not know if you can tune 
HTTPSTK. You may need to contact Novell Technical 
Support on this one. Of course you do have NDPS 
running in the background as well, so you might want 
to check how much memory it is using.

Not Able to Delete .FRS Files
Dear Ab-end: I have discovered some files that are not 
being cleaned up on my NetWare SYS volume and 
they have an extension of .FRS. Regardless of what I 
do, I am not able to delete the files.
There’s an e-mail thread making its way through Nov-
ell Technical Services relating to the probable cause of 
these files. They think that the reason files are not 
being cleared up is that the Purge Immediate flag is 
missing and there is a Delete Inhibit flag setting 
instead. I have been told that the only way to get rid of 
these files once they’re there is to use the VRepair util-
ity with the Purge parameter turned on. Can you help 
me?
—Stuck Files in Findlay

Dear Stuck: I suspect that .FRS files are temporary 
files used by the eDirectory database, FLAIM, for 
sorting and merging index records (FRS stands for 
Flaim Result Set). You are best advised not to delete 
them when eDirectory is up and running. If you do, 
unexpected results will occur, even system failures.

BTW, a fairly simple way to delete files when you 
have access to a NetWare server is to use the 
“netbasic” and “shell” commands, or with NetWare 6, 
you would use the “nsninit” and “nsnshell” commands 
at the server console prompt. You will get the good ol’ 
DOS prompt. This is pretty dangerous stuff, so you had 
better know what you are doing.

Requiring NMAS Authentication before 
Application Authentication
Dear Ab-end: I have verified that I can require a Nov-
ell Modular Authentication Service (NMAS) authenti-
cation verification in an NSL script in order to get the 
single sign-on benefit to a Web site or to an application 
through the AAVerify script command. But doing this 
does not require the NMAS authentication. If you 
bypass the NMAS authentication, you just have to pro-
vide the application credentials. 
For a military customer, what I need to know is how I 
can require the NMAS authentication prior to authenti-
cating to the application? This would truly provide 
strong authentication without modifying the applica-
tion. Does anyone know how to do this?
—Wanting Security in Szombathely

Dear Wanting: The only way to require another 
authentication is to have the application use NMAS 
APIs that check the user’s clearance level. If the user 
hasn’t authenticated properly, the application calls for 
an NMAS login. 

This has always been a problem with applications, 
since there is no general security model for them to 
use. If an application is written for Windows 2000, 
they can use Kerberos and Active Directory, but that 
won’t help on other systems. 

With NetWare, you could place the application on a 
security-enabled volume. Then only users with proper 
clearance could access that volume. If the application 
is Web-based, you could use iChain. However, 
iChain’s authentication isn’t as capable as that of 
NMAS.
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Novell eDirectory: The Power 
Behind the Portal

If your company is serious about competing and you 
have customers and employees that need access to 
business applications, databases, and each other, you 
need to know this. It’s not enough to have a Web site 
anymore. You need an enterprise portal. 

Traditionally (if you can call a fistful of years a 
tradition), companies have relied on corporate intranets 
to provide tools and information to their employees, 
and corporate Web sites to provide mostly information 
to customers. But it makes a lot more sense to create a 
single access point for employees, partners, suppliers, 
and customers. And it makes more sense to transfer 
workflow processes, supply-chain mechanisms, 
self-service features, and integrated applications into a 
single, cohesive, online experience. This is better for 
customers, better for employees, and better for the 
bottom line.

Of course all those benefits are worthless if the portal 
isn’t absolutely secure. Access control is a huge 
requirement when companies begin thinking about 
implementing an enterprise portal. No one will risk 
breaches of their essential databases and confidential 
information, despite all of the cost-savings, operational 
efficiencies, and customer services that are possible in 
a portal.

The Marketing Manager, for example, should be able 
to go to the company portal and open the Employee 
Review tool for her employees, review and amend her 
budget, track the project status of her vendors, check 
her remaining vacation days, exercise her own stock 
options, and demo her product to her resellers. She 
should not be able to spend the Operations budget, 
check on her boss’s remaining vacation days, or 
reserve the Executive Jet. And her vendors should be 
able to interact with her without ever seeing the 
company’s expansion plans.

Leading providers of enterprise portals know this is an 
essential requirement for their customers. That is why 
Novell eDirectory is fast becoming the technology that 
provides identity management in enterprise portals, not 
only in Novell’s own Portal Services product, but in 
industry leaders like Yahoo!, TIBCO, and SAP. Novell 

eDirectory is a Lightweight Directory Access Protocol 
(LDAP)-enabled, directory-based identity 
management system. It is the best way to store user 
identity information, allowing companies to control 
access to portal resources and personalize those 
resources based on a user’s role and responsibility in 
the company. 

Novell Portal Services 
Novell has created its own portal software that takes 
full advantage of eDirectory’s identity management 
and single-point network administration. Novell Portal 
Services is a portal integration toolkit for creating 
customized portals. This toolkit integrates both internal 
and external content, Novell Net services, and other 
portal solutions into business tools that each user can 
understand and use to increase daily productivity. 

Novell Portal Services is most often used to create an 
interactive portal. Such a portal is based on each user’s 
unique combination of tasks, roles, location, reporting 
structure, security rights, workgroups, or any other 
defined attributes. When combined, these attributes 
equal a user’s business context. Because a user’s data 
and application needs change as the user’s business 
context changes, Novell Portal Services recognizes 
these changes and configures new portal interfaces on 
the fly. 

Novell Portal Services also simplifies and focuses your 
business by allowing users to access information from 
any Web-enabled device. Users can access the portal 
through a computer at corporate headquarters, from a 
PDA, or even at an Internet café on the road. As a 
result, organizations can build solutions that give 
employees, suppliers, and customers 24-hour access to 
vital information. 

.

Novell eDirectory Ships with 
SAP Portals’ Enterprise Portal 
Solution

Novell has announced that eDirectory is being bundled 
with SAP Portals’ Enterprise Portal. With this 
agreement Novell supplies the LDAP directory that 
ships with SAP Portals’ Enterprise Portal. Customers 
can have the assurance that eDirectory has proven 
integration with the solution. Adding the user identity 
management capabilities of eDirectory to the 
enterprise portal lowers administration costs and 
strengthens security. This is done by simplifying portal 

Novell has created its
own portal software
that takes full advan-
tage of eDirectory’s
identity management
and single-point net-
work administration.
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user management and providing identity-based access 
to personalized portal resources. 

To get business done today, people increasingly rely 
on information from diverse sources, such as business 
applications, databases, e-mail and the Internet. A need 
to unify these resources has driven the deployment of 
enterprise portals, which bring together applications 
and information into a single view and deliver them 
seamlessly to users. 

Directories (which store user identity information) 
simplify the management of these portal solutions by 
allowing companies to control access to portal 
resources and to personalize those resources based on a 
user’s role and responsibility in the company. SAP 
Portals takes advantage of these directory-based 
benefits by supporting a full range of industry 
standards, including LDAP. 

For more information about eDirectory, go to the 
http://www.novell.com/products/
edirectory. For more information about SAP Portals, 
go to http://www.sapportals.com.

.

Novell Portal Services 1.5 
Puts a Personalized Face on 
the Web

Novell has announced the availability of Novell Portal 
Services 1.5, the Net services software that brings 
together information and tools that are personalized for 
each user. These tools allow users to effectively 
communicate, share information and applications, 
make better decisions, and take action. Working across 
all types of networks as one Net, Novell Portal 
Services helps organizations to realize the benefits of 
eBusiness faster, to build strong partner relationships 
and to simplify their business processes. 

Novell Portal Services 1.5 makes it easy for users to 
customize portal interfaces to their own preferred look 
and feel, find information, and set up online 
communities for sharing information and 
communicating with other community members across 
organizational boundaries. New management features 
help portal administrators further distribute portal 
administration responsibilities and provide more easily 
customizable portal content. With this release, Novell 

has also made possible the integration of multiple 
portals with key Novell Net services. 

Unlike many of the other portal offerings, key 
personalization and security infrastructure is tightly 
integrated with Novell Portal Services, yet it is still 
flexible enough to integrate with other portal solutions. 
Novell provides the deepest set of Net and professional 
services to provide a seamless user experience. 

Novell Portal Services 1.5 also has the following 
features:

• Allows users to create online community Web 
sites without requiring IT intervention or Web 
development expertise. Communities help create 
groups that cross organizational boundaries, with 
features that include file sharing, news posting, 
community calendars, links, discussion threads 
and chat.

• Provides a leading search engine, AltaVista 
Search, which relates searching to a user’s 
business context for more secure and productive 
search results.

• Integrates with other portal solutions, such as 
Yahoo! Portal Builder, to deliver the benefits of 
Net services to end users. Novell Portal Services 
can also insert individual portal components into 
standard Web pages, making it easier for users to 
get to the resources they need.

• Makes it easy to distribute and secure portal 
administration responsibilities. Because it 
leverages the power of Novell eDirectory, it 
allows administrators to customize a portal’s 
content, look and feel that is based on users’ 
common traits, such as department, security level 
or location.

• Runs on the most popular eBusiness platforms, 
including Solaris, Windows NT/2000, Linux and 
Novell NetWare. 

Pricing and Availability 
Novell Portal Services 1.5 is now available in English, 
Portuguese, French, Italian, German, Spanish and 
Japanese for $59 per user or $49,000 per CPU through 
Novell Authorized Resellers SM and solution 
providers worldwide. A free evaluation copy of Novell 
Portal Services 1.5 is available at http://download.
novell.com. For additional licensing and product 
information, visit http://www.novell.com/products/
portal. 

Novell Portal Services
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Novell eDirectory Gains 
Momentum Among Software 
Vendors

Novell has announced the company’s market-leading 
directory software, Novell eDirectory, is enjoying 
widespread adoption by innovative independent 
software vendors (ISVs) as the core identity 
management and access control technology for one Net 
solutions. Including high-profile deals with Yahoo! 
and TIBCO, more than 40 ISVs have signed 
agreements with Novell since July 2001 to redistribute 
eDirectory; and many other redistribution agreements 
are currently in negotiation. 

The broad range of these agreements demonstrates the 
versatility of eDirectory, which has surpassed 300 
million licenses distributed worldwide. As a 
component in solutions ranging from enterprise portals 
to eBusiness platforms, eDirectory simplifies the 
management of these solutions by lowering costs for 
customers. It also enables tighter security and 
enhanced personalization that is based on user identity. 

Among those partnerships are the following: 

Ayeca. Ayeca provides wireline and wireless telecom 
operators with the DSB (Dynamic Split Billing)—a 
powerful Revenue Management framework. DSB is a 
real-time, network-independent software platform that 
enables telecom operators to better utilize existing 
network resources, such as offering enterprise users a 
virtual business line on their personal mobile phones. 

Ayeca’s DSB Platform uses eDirectory as its core 
repository to guarantee carrier-grade quality, scaling to 
tens of millions of users across distributed 
environments. It also provides the flexibility to change 
the data model and functionality on-the-fly, without 
bringing down the system.

Caldera. Caldera ships Novell eDirectory as part of its 
overall Volution Manager solution for customers. 
Volution Manager helps customers reduce the 
ownership costs of implementing and managing Linux 
systems. Volution Manager enables administrators to 
manage whole networks with profiles and policies 
rather than individually managing each system. The 
superior technology of eDirectory is a key component 
of Volution Manager that makes those benefits 
possible. 

Intelliun. Intelliun uses eDirectory as the data 
repository for the company’s flagship product, the 
Virtual Enterprise (VE). VE is a Java eBusiness 
platform that capitalizes on existing middleware 

products like J2EE application servers, database 
drivers and directory providers. With these products, 
VE delivers an environment for rapidly developing, 
integrating and deploying eBusiness solutions. 
Integrating VE with eDirectory provides a robust and 
secure platform for highly federated and complex 
eBusiness solutions. 

ProActuate. ProActuate is delivering the first 
packaged solution for implementing “Virtual Close” 
capability within the enterprise, enabling continuous 
monitoring and analysis of critical financial 
information. ProActuate has used Novell eDirectory to 
intelligently map data hierarchies against transactional 
data. eDirectory has not only reduced complexity but 
has also increased the overall performance of the 
application.

Additional ISVs who have partnered with Novell to 
redistribute eDirectory include Aim Management 
Services, Alopa Networks, Aztec Software & 
Technology Services, Chori Joho System, COM:ON 
Communication Systems, Comsel System, Consegna 
Advanced Technologies, CyberArchitects, DARC 
e.V., DiChain Systems, Dimension, Easy Access, 
Entrust Japan, International Software Solutions, IO 
Domain, Neovest, NTT Software, OpenNetwork 
Technologies, Orangesoft, PatchLink, Quality 
Software, Radiance, SafeStone Technologies, 
SecureInside.com, Stoneware, Systemneeds, Telia 
IT-Service, WWL, Yam Digital Technology and many 
others.

ISVs, equipment manufacturers and developers 
interested in learning more about the Novell eDirectory 
Redistribution Program, can go to 
http://developer.novell.com/edirectory.

.

Novell Joins the Liberty 
Alliance Project

Committed to developing and deploying open 
standards for network identity, the Liberty Alliance 
Project has announced Novell’s membership as a 
sponsor in the project. Novell is joining other industry 
leaders to establish business rules and technology 
solutions for an open, federated, single sign-on identity 
model, which will simplify and secure the process of 
conducting business on the Net. 

Today, in order to conduct business on the Internet, 
users are often required to verify their identity each 
time they visit a Web site or access an online 
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application. This process makes Internet-based 
transactions very complex and reduces the quality of 
the end-user experience. 

The Liberty Alliance Project is a business alliance that 
was formed to address this challenge by creating open 
standards that form the basis of an identity solution for 
the Internet. This solution will give consumers and 
business users single sign-on to Internet-based 
resources, while allowing them to maintain control of 
their personal information. 

As a sponsor member, Novell brings a long history in 
identity management, access control and single sign-on 
to the Liberty Alliance Project and will participate in 
the policy making, marketing and technology 
committees of the program. Novell will provide 
expertise and insight into both the development and 
deployment of a universal identity management 
system. 

Novell eDirectory, which provides identity 
management and access control for network resources, 
is already deployed for hundreds of millions of users 
worldwide. Novell’s strength and experience in 
identity management are effective complements to the 
key objectives of the Liberty Alliance Project, which 
are: 

• To allow individual consumers and businesses to 
maintain and secure personal information.

• To provide a universal open standard for single 
sign-on, with decentralized authentication and 
open authorization from multiple providers.

• To provide an open standard for network identity 
spanning all network devices.

.

Novell Improves DirXML 
Technology to Help 
Companies Tie Data and 
Systems Together

Novell has announced the delivery of Novell DirXML 
1.1, a more flexible and powerful version of the 
company’s data synchronization software. DirXML 
helps customers create one Net (where all types of 
networks work together) by linking data stored in 
directories, applications and databases, whether they 
reside inside the firewall or across the Internet on 
business partner systems. 

In addition, Novell also announced the availability of 
the DirXML Driver for SAP HR, which integrates user 
identity information among the mySAP Human 
Resources (mySAP HR) application, Novell 
eDirectory, and other enterprise applications. By 
linking systems such as HR applications, e-mail, 
databases, and facilities access, DirXML eliminates the 
costly and time-consuming task of creating and 
updating profiles in these systems individually. 

As companies move business processes online, the 
number of users who need access to network resources 
increases exponentially. The challenge of granting and 
revoking access rights to dozens of applications and 
platforms becomes increasingly difficult as the number 
of users accessing those resources grows. DirXML 
forms the foundation of eProvisioning solutions, which 
address this challenge. By linking independent systems 
such as HR applications, Lotus Notes, Oracle, 
eDirectory, and so on, eProvisioning solutions allow a 
company to create a consistent identity for each user 
across all business applications. 

With new connectivity to the mySAP HR application, 
DirXML offers SAP customers a powerful one Net 
solution that supports their current business processes. 
The user information stored in mySAP HR can now be 
shared and integrated with other systems throughout an 
organization. For example, when a new user is hired, 
the user’s data is entered into the mySAP HR 
application. 

With DirXML, that data entry can trigger the 
provisioning of user accounts in any number of IT 
systems based on the user’s job title, location or other 
attributes. This integration allows customers to 
significantly reduce administration costs and make 
more effective use of corporate data. Such abilities 
help employees become more productive, as well as 
help foster stronger relationships with customers and 
partners. 

DirXML 1.1 Enhancements 
The latest version of DirXML offers customers a 
variety of new features: 

New Base Drivers. Updated drivers for Microsoft 
NT Domains, Delimited Text Files and Novell 
GroupWise are added to the DirXML base package 
suite. The base package of drivers now supports Novell 
eDirectory, iPlanet Directory Server, IBM SecureWay 
Directory, Innosoft Directory Services, CP Directory 
Server, other LDAP-compliant directories, Lotus 
Notes, Microsoft Exchange, Novell GroupWise, 
Microsoft Active Directory, Microsoft NT Domains, 
and Delimited Text Files. 

Novell eDirectory,
which provides identity
management and access
control for network
resources, is already
deployed for hundreds
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worldwide.
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Simplified Administration. Two new DirXML 
features support easier administration: First, enhanced 
rule handling simplifies the configuration of rules that 
drive a business’s policy-based data integration and 
synchronization. For example, an enterprise can reduce 
the time it takes to build its unique naming policies 
into DirXML to more quickly achieve rollout and the 
resulting cost savings. Second, administrators can now 
log errors and warnings according to specific DirXML 
functions, such as subscriber channel, publisher 
channel and driver set. This new “per function” 
logging feature enables an administrator to recognize 
error trends and create a solution much faster.

Remote Loader. DirXML drivers can now be hosted 
on a server separate from eDirectory and the DirXML 
engine. This capability allows DirXML to integrate 
applications running on operating systems that are not 
supported by eDirectory. By deploying only a small 
driver on servers, DirXML reduces the cost of data 
integration and helps companies simplify the 
deployment of eProvisioning solutions. 

DirXML Driver for SAP HR. With the addition of the 
DirXML Driver for SAP HR, DirXML adds 
connectivity with the mySAP HR system, allowing 
user identity information to be shared among mySAP 
HR, eDirectory and other enterprise applications. 
Novell is a member of the SAP Software Partner 
Program, and the DirXML Driver for SAP HR has 
been validated by SAP. This validation assures 
customers that DirXML has proven integration with 
SAP software. 

In addition, Novell eDirectory is the first directory to 
be certified for use with the SAP Web Application 
Server, which is the user and management interface for 
all mySAP.com eBusiness platform solutions. 

Availability and Pricing 
Novell DirXML 1.1 is available to customers today for 
$29 per user. The DirXML Driver for SAP HR is 
available today for $10 per user. Both products are 
available from Novell channel partners, Novell 
Consultant and System Integrator partners or directly 
from Novell by calling (888) 321-4272. For more 
information about DirXML and additional drivers, go 
to the following URL: www.novell.com/products/
edirectory/dirxml 

.

Novell Delivers SecureLogin 
3.0 for Single Point of Access 
to Enterprise Applications

Novell has announced the availability of Novell 
SecureLogin 3.0, a new password management 
software package that significantly reduces 
administration costs and enhances network security. 
These are two primary objectives for many businesses 
today.

As a key component of the Novell Secure Access 
security suite that was recently announced, 
SecureLogin 3.0 helps create a “one Net” experience 
for users by providing access to virtually all enterprise 
applications using a single login. This simplified, 
secure access not only saves employees’ time, but it 
also dramatically reduces costs associated with lost or 
forgotten passwords. According to the Help Desk 
Institute, this accounts for nearly 30 percent of all help 
desk calls. 

Password management is one of the most consistent 
obstacles to productivity organizations encounter, 
regardless of their size or business. As reported in Giga 
Information Group’s IdeaByte entitled “Password 
Reset Software Can Reduce Help Desk Costs,” 
consider this scenario: 

“A support organization servicing 20,000 employees 
receives an average of 3,000 help desk calls each 
month, 30 percent of which are related to password 
resets. With each password-reset incident costing 
$32.50 to $57.50, the company would incur support 
costs of $351,000 to $621,000 for forgotten password 
requests each year.”

How It Works
With Novell SecureLogin, usernames and passwords 
are encrypted and hidden in Novell’s eDirectory, 
where only the user can access them. To access 
network resources and applications, a user logs in to 
eDirectory just once. Thereafter, each time the user 
launches an application, Novell SecureLogin 
automatically retrieves the appropriate username and 
password for the application being launched.

This process bolsters network security by eliminating 
such practices as writing multiple passwords on office 
notepads or storing them on local files. Novell 
SecureLogin can also handle situations where an 
application’s password has expired; the software will 
automatically generate and submit a new password to 
the application, according to the organization’s defined 
password policy.

As a key component of
the Novell Secure
Access security suite
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announced, SecureLo-
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Novell SecureLogin 3.0 Features 
Novell SecureLogin 3.0 offers users the following 
advanced features: 

• The product offers single sign-on to virtually all 
Windows (16 and 32 bit), Web, mainframe/ 
terminal emulator, Citrix and Telnet applications. 

• Usernames and passwords are encrypted and 
hidden using Novell SecretStore technology, 
which is a secure container within eDirectory that 
is accessible only to the user. 

• Novell Modular Authentication Service (NMAS) 
Standard Edition is included with SecureLogin 
3.0, supporting advanced authentication methods 
for data that is too sensitive to guard with a 
password alone. This supports the following 
forms of authentication:public/private PKI, 
eDirectory password authentication, simple 
password authentication, advanced password 
authentication, and Entrust X.509 digital 
certificate authentication.

For additional forms of security, such as smart 
cards or biometric identification, customers can 
upgrade to NMAS Enterprise Edition.

• SecureLogin 3.0 supports LDAP connections, 
both to eDirectory and other LDAP v3-compliant 
directories. This provides customers an alternative 
to Novell’s Client32 when used with eDirectory 
and the flexibility to work in heterogeneous 
directory environments.

• The graphical user interface and wizards have 
been redesigned to improve usability and 
attractiveness. 

• Automated wizards help users automatically set 
up applications or allow administrators to perform 
this function for users. 

• The product supports connected or disconnected 
use for remote or mobile users.

• SecureLogin 3.0 offers built-in SNMP 
monitoring, allowing administrators to track 
events, such as application logins and 
performance measurements (for example, how 
long it takes a user to log into an application).

• Flexible application integration tools allow 
customization of how Novell SecureLogin 3.0 
works with applications. This flexibility allows 
Novell SecureLogin to manage application 
passwords even in unique circumstances, such as 
specialized terminal emulators, legacy DOS 

applications or applications with multiple login 
screens. 

Novell’s leadership in single sign-on technology is a 
key component to the strength of the Novell Secure 
Access security suite. Combining products like 
SecureLogin, iChain and BorderManager, this suite 
allows companies to efficiently manage and secure 
access to network resources, allowing Web, wireless, 
dial-up, VPN and client-based users to have a secure, 
single sign-on experience. 

Availability and Pricing
Novell SecureLogin 3.0 is available today for $79 per 
user MSRP. SecureLogin 3.0 is the upgrade path for 
both Novell Single Sign-on 2.x and SecureLogin 2.5. 
The product supports integration with NDS version 4 
and above, including eDirectory 8.x, and other LDAP 
v3-compliant directories. It also supports the NetWare, 
Windows NT/2000, Linux, Solaris, Tru64 UNIX and 
AIX operating systems. For more information, go to 
the following URL: 
http://www.novell.com/products/securelogin

Novell Secure Access is available today from Novell 
channel partners and Novell Consultant and System 
Integrator partners, such as Cap Gemini Ernst & 
Young, Computer Sciences Corporation, Deloitte & 
Touche and PricewaterhouseCoopers. It is also 
available directly from Novell by calling (888) 
321-4272. Novell Secure Access is being offered at a 
promotional price of $159 per user MSRP through 
June 2002. For more information about Novell Secure 
Access, go to http://www.novell.com/products/
secureaccess

.
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Answers to Your Developer 
Questions

Publishers Note: Most of these questions/answers are 
taken from the Novell Worldwide Developer Support 
Forums, which are online forums where questions 
about Novell Technologies can be asked. Answers are 
provided by Novell Developer Support Engineers, 
Novell Development Engineers and volunteer 
third-party Sysops. These Sysops are experts in the 
forums in which they answer questions.

Q. I would like to use the Novell ODBC driver for 
checking the usernames and passwords. Which table 
would I be able to find those attributes (or columns)? I 
try to find this in Usernds, but with no luck.

A. As I understand it, the password is not freely 
readable as an attribute of an object and will not, 
therefore, appear in a column or table that you obtain 
via the ODBC driver. To the best of my knowledge, 
you cannot even get at an encrypted form of it using 
raw DS APIs.

Q. Let’s hope the Novell Developers support the 
change on the rumored PHP for NetWare at 
BrainShare, since the following press release has been 
issued:

“PHP Security Update

“[27-Feb-2002] Due to a security issue found in all 
versions of PHP (including 3.x and 4.x), a new version 
of PHP has been released. Details about the security 
issue are available here. All users of PHP are strongly 
encouraged to either upgrade to PHP 4.1.2, or install 
the patch (available for PHP 3.0.18, 4.0.6 and 
4.1.0/4.1.1). More details found here: 
http://www.php.net.”

A. Rest assured that the Novell Developers assigned 
to this “rumored” project are familiar with the problem 
and are taking the appropriate actions. Novell will 
never release any product before its time.

Q. I am new to NLM programming. Is there any 
standard that will let me use a 64-bit type as a long 
long? Can I do this even if the computer I am 
compiling on is only 32-bit?

A. This depends not on the OS, but on the compiler 
you are using. All C/C++ compilers that generate 
NetWare NLMs support 64-bit data types. In fact, for 
example, 16-bit computers supported 32-bit data types 
without any problems. If you need 64-bit variables, 
make sure your compiler supports them.

Q. I am having a problem grafting GroupWise 
Distribution List objects back into our NDS tree. The 
Snap-in appears to be ignoring the setting for the 
destination container and it tries to graft them back 
into the previous location (from where they were 
removed). Please help!

A. Apparently when the Distribution objects where 
deleted with an unsnapped version of the NWADMIN 
utility, the NDS obituaries failed to process through to 
their completion. You can fix this by running 
DSREPAIR -XK3 on all servers in the NDS Tree.

What will happen is that the NDS obituaries for the 
deleted Distribution Objects will be processed. 
Attempting to graft the Distribution List objects back 
into the tree will then be successful. (Answer is taken 
from Technical Information Document #10066313).

Q. Whatever happened to the NDS Catalog 
Services? One day I hear about this nifty way to speed 
up searches in NDS, and the next, it’s gone.

A. Catalog Services was introduced with NetWare 
4.x and NDS v7.x to increase access speed in larger 
trees. With the advent of NDS v8.x, the concept 
became obsolete when faster methods of accessing the 
directory were made available, including iteration 
services (NDS v8.x) and filtered replicas (v8.5) 
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Novell ODBC driver for
checking the usernames
and passwords. Which
table would I be able to
find those attributes (or
columns)? I try to find
this in Usernds, but with
no luck.
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Novell does not recommend the use of Catalog Service 
and no longer ships Catalog Services with NetWare 6. 
However, NetWare 6 remains downward compatible, 
and the Catalog Services APIs as well as the Catalog 
Services utilities will continue to work with eDirectory 
8.6.

As developers, you should make plans to migrate 
applications to Filtered Replicas. 

(Submitted by Wolfgang Schreiber, Novell)

Q. How can I identify the Security Domain Key 
Server?

A. To determine which server is the Security 
Domain Key server for the tree, use the ConsoleOne 
utility to open the properties of the W0 object that is 
located in the KAP container within the Security 
container. Click the Other tab and expand the 
NDSPKI:SD Key Server DN attribute. The server 
referenced in this attribute is the Security Domain Key 
server. 

(Submitted by Paul Thompson, Novell)

Q. What is the easiest way to develop an NLM?

A. Did you know that with NetWare 5.1, 
developing NLMs is as easy as Visual Basic (VB) 
scripting? Its true! Included with NetWare 5.1 is a 
Rapid Application Development environment that is a 
VB Script syntax-compatible script language called 
Novell Script for NetWare. In order to build an NLM 
using Novell Script, you need to do the following: 

1. Take a look at some Novell Script examples at the 
http://developer.novell.com/ndk/nscript.htm URL. 
From the examples, build a script to do something 
useful. You can use some of the example scripts 
that are found in the sys:\nsn\util directory.

2. Build a project file. The project file contains 
commands for the compiler and linker. Take a 
close look at the sys:\nsn\sdk\compiler.txt file to 
obtain additional information on how to format 
the project file. Look at the project file examples 
that are located in the sys:\nsn\sdk\bas\utilnlm 
directory. 

3. Ensure that the compiler utilities are located in the 
search path (such as sys:\nsn\sdk\tools). 

4. Invoke the compiler tools by passing the name of 
the project file to the compiler tool (for example, 
nsncomp dir.prj). 

5. You have just built an NLM. Easy, wasn’t it?

(Submitted by Karl Bunnell, Novell)

Q. I have been reading about auxiliary classes in 
NDS. How do I actually add an auxiliary class to an 
object in NDS?

A. Prior to NDS 8, the only way you could add 
additional attributes to an NDS object was to extend 
the object class of that object. The downside to this 
approach was that schema extensions added to the base 
class could not be removed. 

NDS 8 has added the capability of using an auxiliary 
class in order to define additional attributes on an NDS 
object. So how does it work? Using an auxiliary class 
is a three step process:

1. Create the auxiliary class. You can use the API 
NWDSDefineClass() to create the auxiliary class. 
Auxiliary classes do not require a Super Class and 
often just include the optional attributes you wish 
to define for an NDS object.

2. You must add the auxiliary class to an existing 
instance of an NDS object. This is accomplished 
by adding the auxiliary class to the ‘Object Class’ 
attribute of the NDS object instance. Prior to NDS 
8, the Object Class was read-only. It has been 
changed in NDS 8 to accommodate auxiliary 
classes. You can use the NWDSModifyObject() 
API to add the auxiliary class to the Object Class 
of the attribute.

3. Add values for the new attributes as defined by the 
auxiliary class. You can use the API 
NWDSModifyObject() to add attribute values for 
attributes that are defined by the auxiliary class.

That’s all there is to it! To remove the auxiliary class, 
you must remove all values of the attributes that are 
defined by the auxiliary class, then you can remove the 
auxiliary class value from the Object Class attribute of 
the NDS object instance. 

(Submitted by Karl Bunnell, Novell)

I have been reading
about auxiliary classes
in NDS. How do I actu-
ally add an auxiliary
class to an object in
NDS?
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The Compaq-Novell 
GET-CONNECTED Program

Since 1985, Compaq and Novell have been partners in 
innovation, pioneering many of the major technology 
breakthroughs. Today, we’re pleased to bring you the 
Compaq-Novell GET-CONNECTED program.

By joining both the Compaq Business Partner Program 
for developers (the worldwide Compaq Solutions 
Alliance) and the Novell developer program 
(DeveloperNet), you can take advantage of the 
combined program benefits and develop to sell with 
the most popular Novell platform in the world.

Novell DeveloperNet Members: Why Join 
the Compaq Solutions Alliance?

• You get big savings on Compaq development 
equipment, from iPAQ Pocket PCs to NonStop 
Himalaya servers, and Software Developer Kits.

• You are one click away from in-depth technical 
information and online support.

• You gain access to experienced Compaq 
engineering resources.

• You get 24/7 access to Compaq systems over the 
Internet for testing, porting, and optimization of 
your application and code.

• You are afforded the opportunity to learn about 
and participate in many other developer-focused 
programs from Compaq. 

Compaq Business Partner CSA Members: 
Why Join Novell’s DeveloperNet?

• You gain access to Novell Developer Labs and the 
Novell Developer Kit.

• You receive an invitation to attend DeveloperNet 
University and Novell’s BrainShare and Strategic 
Developer Conference.

• You gain access to online or personalized 
developer support by seasoned Novell engineers, 
as well as the online AppNotes magazine.

How Do I GET-CONNECTED?
As a CSA member, how do I join DeveloperNet? 

Go to http://developer.novell.com URL and select the 
Novell Development Dashboard. Membership fees 
vary, based on the level of service that’s right for you. 

As a DeveloperNet member, how do I join the Compaq 
Compaq Solutions Alliance? 

Go to the http://csa.compaq.com/ URL. Yearly 
membership fee varies by geography.

One Great Toolkit

Don’t miss out on getting your hands on the most up to 
date, complete tools and resources available!  More 
than 9 GB has been packed onto these two DVDs, 
giving you quick and convenient access to networking 
information such as Technical Documents, Career 
Resources, and over 4 GB of Evaluation Software. 

These are tools that you need and use on a regular 
basis, with over 50 programs, support packs, patches 
and updates. You’ll also receive the Netware 6 
demonstration kit with eval clients and documentation. 

This DVD is an incredible reference tool, an 
alternative to endless Internet searching, a 
troubleshooting lifesaver, and a great way to increase 
your skills and knowledge. Whether you are a network 
administrator, consultant, instructor, student, or 
salesperson, you’re sure to find incredible value from 
this package.  But don’t wait—quantities are limited, 
and these tools are in great demand. 

Just to review, the Technical Resource DVD package 
comes with 2 DVD’s and 3 CD’s… over $280 worth of 
materials - for only $20.00 US/$30 International, 
which includes shipping and handling. For more 
details, or to quickly order your Technical Resource 
DVD today, visit http://www.nuinet.com/dvd. If you 
have any questions, certainly don’t hesitate to e-mail 
us at dvdinfo@nuinet.com.

More than 9 GB has
been packed onto these
two DVDs, giving you
quick and convenient
access to networking
information such as
Technical Documents,
Career Resources, and
over 4 GB of Eval Soft-
ware. 
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Telecommuting: Has Its Time 
Finally Come?

Gamal B. Herbon
Editor-in-Chief
Novell AppNotes

Telecommuting has been a hot topic in the high tech 
industry for years. But with our current technology, it 
is an idea whose time has come. Some will argue this 
point, but their arguments are getting weaker and 
weaker as technology keeps improving.

With Salt Lake recently holding a very successful 
Winter Olympic Games, telecommuting was once 
again driven home to me. Many people in the 
metropolitan Salt Lake City area were encouraged to 
telecommute during the Olympics. Just about everyone 
I spoke to that did telecommute commented on how 
much more productive they were. They also mentioned 
the increased benefits not having to dress up, drive to 
the office, start the day with the usual formalities, and 
then repeat the same process at the end of the day.

Increased Productivity
So, let’s look at the advantages of telecommuting. 
First, from the corporation’s perspective, there is the 
concept of increased productivity. Workers can spend 
more time actually being productive. There are few 
things you accomplish in the office that can’t be done 
from home. People can still check their email, have 
meetings through chat or video or teleconferencing, 
and even share concepts through internet “whiteboard” 
technologies. Many people now have broadband 
service at home, which is often as fast as network 
transfer rates and allows most people to transfer files 
and documents as if they were at work. 

Also, with the new software and technologies such as 
portal services and i-login, people can access 
everything at home that they access at work. So what 
does all of this mean? It means that corporations could 
set up such access systems and provide people with the 
proper equipment to work from home. Costs to the 
company would be no more than the equipment costs 
they are already paying to furnish the office. 

Lower Cost
This brings up another plus. If a person is working at 
home, they aren’t costing the company as much in 

overhead because they are not using the corporation’s 
electricity, not causing wear and tear on furniture, 
physical security systems, restrooms and water, etc. 
This has to result in some cost savings. It has also been 
shown that people are more productive in an 
environment in which they are comfortable and reflects 
their likes. This is more likely to happen in the home 
than in the office.

Time Efficiencies
Next, let’s look at the time spent at the proverbial 
“water cooler.” This doesn’t happen at home. Sure, 
people can use Internet chat, but this becomes less 
likely if they are not being interrupted by constant 
phone calls or having others walk by their 
cubicles/offices. Also, home workers are less likely to 
go offsite for lunch—how much productivity is lost in 
offsite ventures!

Now let’s consider the physical commute to and from 
the office. There is the stress of driving, the time it 
takes to deal with accidents, flat tires, traffic jams, 
weather delays, and similar perils of the road. Who can 
argue that commuting isn’t a stress-filled time that can 
lead to decreased productivity? No one! Not to 
mention, the fewer people that commute, the less 
pollution we have, and the less road maintenance and 
the less support services we need.

There’s always the question of managers losing control 
over their direct reports. However, the people who 
would ask to telecommute are professionals that 
understand what is expected of them and are 
self-motivated. Not all jobs qualify for telecommuting 
and there needs to be some human interaction in many 
jobs. This could happen with a once-a-week in-person 
meeting day. How would it be to have all meetings 
scheduled for one day a week—think how much this 
alone could increase productivity!

Now for the other benefits to the corporation that are 
also benefits for the employee. How about the idea that 
employees could work whenever they are most 
productive? I often do my best work late at night when 
everyone else is asleep. This cuts down on 
interruptions from others, from unnecessary phone 
calls, and so on. What about working in your sweats 
and being comfortable? Such flexibility makes for 
happier employees, which also can help productivity. 
Also think about all the illnesses that get passed back 
and forth between co-workers. I bet this would be 
greatly reduced, thus lowering company costs for 
healthcare expenses as well.

These are my thoughts on telecommuting, and I’d like 
to hear yours. Until next time, I’ll just keep rambling....

Who can argue that com-
muting isn’t a stress-filled 
time that can lead to 
decreased productivity? 
No one! Not to mention, 
the fewer people that com-
mute, the less pollution we 
have, and the less road 
maintenance and the less 
support services we need.
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A Little Office Humor

We’ve all seen them – those photocopied funnies that 
employees love to post on their cubicle walls. Here are 
a few that we thought were especially amusing.

Quote from a recent meeting: “We are going to 
continue having these meetings, every day, until I find 
out why no work is getting done.”

Quote from the Boss: “I didn't say it was your fault. I 
said I was going to blame it on you.”

A motivational sign at work: The layoffs will continue 
until morale improves. 

A direct quote from the Boss: “We passed over a lot of 
good people to get the ones we hired.”

My Boss frequently gets lost in thought. That’s 
because it’s unfamiliar territory.

My Boss said to me: “What you see as a glass ceiling, I 
see as a protective barrier.”

My Boss needs a surge protector. That way his mouth 
would be buffered from surprise spikes in his brain.

I thought my Boss was an idiot, and so I quit and went 
to work for myself. My new Boss is an idiot, too ... but 
at least I respect him.

My Boss has given automobile accident victims new 
hope for recovery. He walks, talks, and performs 
rudimentary tasks, all without the benefit of a SPINE.

Some people climb the ladder of success. My Boss 
walked under it.

Quote from the Boss after overriding the decision of a 
task force he created to find a solution: “I’m sorry if I 
ever gave you the impression your input would have 
any effect on my decision for the outcome of this 
project!”

HR Manager to job candidate “I see you’ve had no 
computer training. Although that qualifies you for 
upper management, it means you’re under-qualified 
for our entry level positions.”

Quote from telephone inquiry: “We’re only hiring one 
summer intern this year and we won’t start 
interviewing candidates for that position until the 
Boss’ daughter finishes her summer classes.”

And speaking of cubicle walls, here are some 
humorous notes about those walls that most everyone 
can relate to. This particular collection is entitled 
“Drawbacks To Working in a Cubicle.”

Being told to “Think Outside the Box” when I’m in the 
darn box all day!

Fabric cubicle walls do not offer much protection from 
any kind of gun fire.

That nagging feeling that if I just press the right button, 
I will get a piece of cheese.

Lack of roof rafters for the noose.

My walls are too close together for my hammock to 
work right.

23 power cords, 1 outlet.

Prison cells are not only bigger, they have beds.

When tours come through, I get lots of peanuts thrown 
at me.

If you talk to yourself, it causes all the surrounding 
cubicle inhabitants to pop their heads over the wall and 
say “What? I didn’t hear you.”

If your boss calls you and asks you to come to his 
office, that minute walk is like a funeral march...people 
hand you tissues as you pass and refuse to make eye 
contact.

You always have the feeling that someone is watching 
you, but by the time you turn to look, they’re gone.

You can’t slam the door when you quit and walk out.

Disclaimer: Lightweight Access brings you humorous 
observations and refreshing diversions to give you a 
break from the daily grind. Opinions expressed here do 
not reflect Novell’s official position on anything.

Quote from a recent
meeting: “We are going
to continue having these
meetings, every day,
until I find out why no
work is getting done.”
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Novell AppNotes    (formerly Novell / NetWare Application Notes)

Date Part Number Titles

Apr 02 464-000063-004 A Technical Overview of Novell TCP/IP in NetWare 6
Managing Browser Configuration for Novell BorderManager Proxy Clients 
Upgrading from iChain 1.5 to 2.0
One eGovernment: Bringing Governments to the Net
How to Manage and Use Dynamic Groups in Novell eDirectory

Mar 02 464-000063-003 Novell iChain 2.0 Installation and Configuration Quick Start
What's New in Novell BorderManager 3.7?
Link Level Load Balancing and Fault Tolerance in NetWare 6
Creating Applets for Novell GroupWise with Advansys Formativ
How to Uninstall Novell Account Management 2.1 for Windows NT
How to Extend the NetWare Scripting Environment by Creating UCX Compo-
nents

Feb 02 464-000063-002 ZENworks for Desktops Preboot Services: A Technical Overview
Blocking Virus Requests in Novell BorderManager’s HTTP Accelerator
Building eDirectory-Enabled Applications Using Delphi: Low-Level
How to Use the Security Features in Novell Portal Services
How to Audit DirXML Events Using Stylesheets, Java, and JDBC

Jan 02 464-000063-001 Cluster-Enabling a ZENworks for Servers 2 Development
Understanding Novell BorderManager’s HTTP Proxy Logs
How to Implement Complex Business Rules Using DirXML Stylesheets and Java
How to Write a ConsoleOne NDS Management Snap-In Using the eCommerce 
Bean for LDAP
How to Manage Internet Directories Using Beans for Novell Services

Dec 01 464-000062-012 Ensuring High Performance and Availability from NetWare 4.x and 5.x Servers
Building eDirectory-Enabled Applications Using Delphi: ActiveX
How to Use the Novell Kernel Services Programming Environment and Standard 
Run-Time Library: NetWare 6 Update
How to Access Remote ActiveX Controls from NetWare
How to Define a Corporate Naming Policy Using DirXML Stylesheets
How to Certify an NLM Application on NetWare 6

Nov 01 464-000062-011 Should I Use a Directory, a Database, or Both?
Preparing a Disaster Recovery Plan for NetWare and eDirectory
Building eDirectory-Enabled Applications using Delphi: Overview
How to Use the eCommerce Beans for LDAP in Servlets, Java Server Pages, and 
Enterprise JavaBeans
How to Install and Configure NetWare Enterprise Web Server or Apache Web 
Server with Tomcat

Oct 01 464-000062-010 What’s New in NetWare 6? A Features Overview
Upgrading or Migrating to NetWare 6
iFolder: Data Accessibility, Where and When You Need It
Novell iPrint: A Best-of-Breed Print Solution for Business
High Availability Networking with NetWare 6: NSS 3.0 and Cluster Services 1.6
Multiprocessing Support in NetWare 6
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Sep 01 464-000062-009 Troubleshooting the Novell BorderManager 3.6 VPN Client
Moving Novell’s Legacy Print Services Between Volumes and Servers 
Implementing SecuGen’s Fingerprint Recognition Technology with NMAS 2.0
Ten Guidelines for Designing Effective Schema Extensions
How to Install ZENworks for Desktops 3
How to Use eDirectory-Based Home Directories with the Apache Web Server
How to Access NDS from HTML or ASP, Part 6 (online article)

Aug 01 464-000062-008 Getting to Know LDAP and Directories: What to Consider
Enhancing ZENworks for Desktops 3 Imaging with ENGL Zim
How to Showcase Your Web Content Using Novell Portal Services
How to Use Novell Directory Control (NWDir), Part 3
How to Use Perl, Python, and PHP to Access NDS eDirectory 8.5 via LDAP
How to Access NDS from HTML or ASP, Part 5 (online article)

Jul 01 464-000062-007 An Overview of Biometrics Support in NetWare Through NMAS
Quick Guide to Installing and Configuring Novell iChain 1.5 Community Ser-
vices
Printing from a Macintosh on an IP-Only NetWare Network with NDPS
How to Integrate NDS eDirectory with Your Web Application Using the eCom-
merce Bean for LDAP
How to Access NDS from HTML or ASP, Part 4 (online article)

Jun 01 464-000062-006 Configuring a Fault-Tolerant Messaging System Using GroupWise 5.5 and Novell 
Cluster Services
Quick Guide to Installing and Configuring Novell iChain 1.5 Authorization Ser-
vices
How to Use the ODBC Driver with XML
How to Clear a User’s Connection Using a Perl Script
Centralis Contex: The ConsoleOne Extensions for Thin Client Server Solutions 
(online article)

May 01 464-000062-005 Performing an Unattended Installation of ZENworks for Desktops 3 on Remote 
Servers
Centralis AXE: The Power Utility for ZENworks for Desktops
Health Check Procedures for NDS eDirectory on Supported Platforms
Quick Guide to Installing and Configuring Novell ICS and iChain 1.5
How to Use Novell Directory Control (NWDir), Part 2
How to Access NDS from HTML or ASP, Part 3
How to Integrate NDS eDirectory, JDBC, and EJB (online article)

Apr 01 464-000062-004 How to Maintain Caching in eDirectory 8 and eDirectory 8.5
Creating the “Digital Airlines” Novell Technology Demo
Custom Development with Novell iChain 1.5
Process Foundations for Successful Solution Deployment
How to Use the ODBC Driver with NDS, Part 3: Understanding XML
How to Access NDS from HTML or ASP, Part 2

Mar 01 464-000062-003 How to Monitor NetWare Servers Using a Wireless Device
Policy-Based Management of Mobile Phones
How to Use Novell Directory Controls (NWDir), Part 1
How to Write a Simple DirXML Stylesheet
How to Access NDS from HTML or ASP, Part 1 (online article)
How to Analyze NDS.DTD to Construct XDS Documents for DirXML
How to Build an NDS-Enabled Application Using Visual Basic and the Novell 
Controls for ActiveX, Part 2
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Feb 01 464-000062-002 Understanding Novell’s iChain: A Technical Overview
How to Use NDS eDirectory to Secure Apache Web Server for NetWare
How to Program to NDS eDirectory on NetWare Using Perl
How to Analyze NDS.DTD to Construct XDS Documents for DirXML
How to Build an NDS-Enabled Application Using Visual Basic and the Novell 
Controls for ActiveX, Part 2

Jan 01 464-000062-001 Novell OnDemand Services: Architecture and Customization
How to Optimize Novell Licensing Services
How to Use a Perl Script to Reboot a NetWare Server Using a UPS
How to Write a Simple NLM Using Novell Script for NetWare

Dec 00 464-000060-012 How to Manage Active Directory with Novell’s eDirectory
How to Use MVC Beans for eBusiness to Administer eDirectory Using Your 
Browser
How to Use the ODBC Driver with NDS, Part 2
How to Use the GroupWise Filter and Query
How to Use GroupWise Tokens
New Features of the Novell Kernel Services Programming Environment for Net-
Ware 6 Programming

Nov 00 464-000060-011 NDS eDirectory 8.5: A Detailed Overview
Personalizing and Customizing Web Content Using NDS eDirectory at CNN
How to Configure WebSphere, Oracle, NetWare Enterprise Web Server, and 
eGuide on a NetWare Server
How to Use the ODBC Driver with NDS: Part 1
Overview of the Universal Component System (UCS)

Oct 00 464-000060-010 Using NDS Corporate Edition to Manage Windows NT and Windows 2000
Using the Novell Import Convert Export Utility
NDS Tree Walking Issues and Recommendations
How to Update Applications, ZENworks Application Objects, and snAppShots 
Residing on Multiple Servers
KLib: A Kernel Runtime Library
GroupWise Object API in Visual Basic and C++
Accessing Novell Services from Perl on NetWare

Sep 00 464-000060-009 Using Novell Net Publisher to Publish, Share, and Store Files on the Web
Protecting Your Network from Hackers with Advanced BorderManger Packet 
Filtering
Migrating from NT to NetWare with the NetWare Migrating Wizard
How to Configure and Optimize eDirectory LDAP Servers
Time Functionality in the Standard C Library
How to Add C3PO Custom Buttons with GroupWise Object APIs in Visual Basic

Aug 00 464-000060-008 Multimedia Streaming with NetWare 5.1
Implementing Strong Passwords in an NDS Environment
Troubleshooting BorderManager Licensing Issues
Choosing a Scripting Language on NetWare
How to Develop Web Applications for WebSphere Using MVC Beans
NetWare Installation Guide for Non-NetWare Users
Novell Controls for ActiveX and Microsoft Excel
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Jul 00 464-000060-007 An Introduction to Novell’s DirXML
What It Really Means to be Integrated with NDS eDirectory
System Requirements for NDS eDirectory
Novell eGuide: One-Click Connection to Directory-Based Information
How to Supercharge LDAP Searches with NDS eDirectory Indexes
How to Use Metrowerks CodeWarrior
Building an NDS-Enabled Application Using Visual Basic and Novell Controls for 
Active X, Part 1

June 00 464-000060-006 Implementing an Enterprise-Wide White Pages/Yellow Pages Lookup Service 
with NDS eDirectory
Troubleshooting TCP/IP Communication Issues in the NetWare 5 Environment
NetWare Security: Closing the Doors to Hackers

May 00 464-000060-005 Standardizing Network Server Configurations with Server Policies in ZENworks 
for Servers
NDS eDirectory Design, Implementation, and Maintenance Guidelines
Enabling Roaming Lotus Notes Users with ZENworks for Desktops
Configuring BorderManager Authentication Services for Use with ActivCard 
Tokens

Apr 00 464-000060-004 An Introduction to NDS Corporate Edition
Understanding and Configuring SLP Directory Agents (DAs) and Scopes
Troubleshooting and Diagnosing NetWare 5.1 Server Problems Through the 
NetWare Portal Utility
Implementing Software Metering with ZENworks

Mar 00 464-000060-003 Providing Web Services on the Internet: Why I Chose NetWare 5 Over Windows 
NT and Linux
An Introduction to ZENworks for Servers
Novell Internet Messaging Service (NIMS) Configuration Tips
What’s New in ManageWise 2.7
Protecting NDS from Malicious Internal Attacks with NetVision’s DirectoryAlert

Feb 00 464-000060-002 Novell’s Support for Windows NT, Windows 2000, and Active Directory
Understanding Novell’s Single Sign-On
How to Set Up and Use Remote Control with ZENworks 1.1 and 2.0
A Strategy for Migrating to Novell Distributed Print Services in a Pure IP Envi-
ronment

Jan 00 464-000060-001 What’s New in NetWare 5.1: The Complete Solution for Web-Based Networking
Rolling Out NetWare 5.1 with the NetWare Deployment Manager
Upgrading Novell Client Software Across the Network Using ACU.EXE
An Overview of NetWare 5.1’s Management Portal Utility
Taking Advantage of NetWare’s Public Key Infrastructure with Novell Certifi-
cate Server 2.0
An Introduction to WebSphere: The Next-Generation Web Application Server

Dec 99 464-000057-012 The Novell Controls for ActiveX and Visual Basic: Writing NDS Field Values
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Four
WebSphere Components
Introduction to NetWare 5 Memory Enhancements
Novell, Java, and Voyager
Novell to Ship NetWare 5.1 Beta
Novell Year 2000 Testing

Date Part Number Titles



A p r i l  2 0 0 2 125

Novell Research Publications

Nov 99 464-000057-011 Configuring Your Client Application for LDAP Secure Binds
ASN.1, OIDs, and NDS—The Common Fit
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Three
Novell SSL for Java
SecretStore Single Sign-on
Programming on NetWare Made Easy with Perl Scripting
Developer Tools: Contest Winners Use NDS and NetWare to Create Prize-
Winning Apps

Oct 99 464-000057-010 The Novell Controls for ActiveX and Visual Basic: Searching NDS Field Values
Using JNDI and Novell’s NJCL to Access NDS
Using the NetWare Deployment Kit to Upgrade to NetWare 5 
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Two
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part Two
Overview of New Features in BorderManager Enterprise Edition 3.5
Novell Developer Workshop Tour ‘99

Sep 99 464-000057-009 The Novell Controls for ActiveX and Visual Basic: Reading Field Values
NDS Glossary
The Future of Application Development on NetWare with NLMs
SCHMAP: NDS Schema Extension and LDAP-to-NDS Mapping Utility
Features of the Novell Kernel Services Programming Environment for NLMs: 
Part One
SCHMIG: Schema Migration Utility
Developer Tools: Credentia ViaNet/NDS

Aug 99 464-000057-008 White Pages Application NDS Programming Tutorial: Directory Concepts
White Pages Application NDS Programming Tutorial: The Demo Application
Building Web Database Applications Using Novell Script for NetWare
The Business Case for Directory-Enabling Your Application with NDS
Benefits of NDS 

July 99 464-000057-007 Designing NDS Schema Extensions 
The Novell Controls for ActiveX and Visual Basic: Logging In 
Extending the NDS Schema with DSAPIs
NDS 8 Update 
Novell Delivers High-Availability Solution for NetWare 5 

June 99 464-000057-006 Programming with the Novell Controls for Active X and Visual Basic: Getting 
Started
Configuring JavaBeans for Novell Services
Schema Enhancements for NDS 8
Runtime Programming in Java; A Technology Primer
Using BulletProof’s JDesignerPro 3.0 to Build Java Applications on NetWare 5

May 99 464-000057-005 Introduction to NDS for Developers 
Applications for NetWare 5, Part 4 
Overview of NDS for NT 2.0 
BorderManager Authentication Services 3 
EPC C/C++ Enterprise Edition for Novell NetWare 
Novell SuperLab 
NDS for Solaris: An Overview 
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