
CHAPTER 9Security Baselines
In this chapter, you will

• Learn about hardening operating systems
• Understand hardening network devices
• Explore hardening applications

Computers are such an integral part of everything we do now that it is difficult imagin-
ing life without them. Operating systems, network devices, and applications all work to-
gether on millions of computers to process, transmit, and store the billions of pieces of
information exchanged every day. Everything from cars to credit cards require comput-
ers to operate.

The many uses for systems and operating systems require flexible components, al-
lowing users to design, configure, and implement the systems they need. Yet, it is this
very flexibility that causes some of the biggest weaknesses in computer systems. Com-
puter and operating system developers often build and deliver systems in “default”
modes that do little to secure the system from external attacks. From the view of the de-
veloper, this is the most efficient mode of delivery, as there is no way they could antici-
pate what every user in every situation will need. From the user’s view, however, this
means a good deal of effort must be put into protecting and securing the system before it
is ever put into service. The process of securing and preparing a system for the produc-
tion environment is called hardening. Unfortunately, many users don’t understand the
steps necessary to effectively secure their systems, resulting in hundreds of compro-
mised systems every day.

Security Baselines
To effectively and consistently secure systems, one must take a structured and logical ap-
proach. This starts with an examination of the system’s intended functions and capabili-
ties to determine what processes and applications will be housed on the system. As a
best practice, anything that is not required for operations should be removed or dis-
abled on the system. Then all the appropriate patches, hotfixes, and settings are applied
to protect and secure the systems.

This process of establishing a system’s security state is called baselining, and the result-
ing product is a security baseline that allows the system to run safely and securely. Once
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the process has been completed for a particular hardware and software combination,
any like systems can be configured with the same baseline and achieve the same level
and depth of security and protection. Uniform baselines are critical in large-scale opera-
tions, as it is far too costly to maintain separate configurations and security levels for
hundreds or thousands of systems.

Password Selection
Password selection is one of those critical activities that is often neglected as part of a
good security baseline. The heart of the problem is this—most systems today are only
protected by a simple userid and password. If an attacker guesses the right userid and
password combination, then they are in, and have completely bypassed all the other
steps taken to secure the system. Worse still, on a system supporting multiple users, the
attacker only has to guess one correct userid and password combination to gain access.

This basic security challenge exists for every other topic we will examine in this chap-
ter, from operating systems to applications. Selecting a good password for all user ac-
counts is critical to protecting information systems. So how does one select a good
password? One that is still relatively easy to remember but still difficult to “guess?” Un-
fortunately, there is no magic answer to cover all situations, but there are some basic
guidelines and principles to help ensure good password selection.

Password Policy Guidelines
The username and password challenge is arguably the most popular security mecha-
nism in use today. Unfortunately, it’s also the most poorly configured, neglected, and
easily circumvented. The first step in addressing the password issue is to create an effec-
tive and manageable password policy that both system administrators and users can work
with. In creating a policy, you should examine your business and security needs care-
fully. What level of risk is acceptable? How secure does the system need to be? How of-
ten should users change their passwords? Should you ever lock accounts? What
guidelines should users use when selecting passwords? Your list of questions will vary
greatly, but the key is to spend time identifying your concerns and addressing them spe-
cifically in your password policy.

Once you have created your password policy, spread the word. Make sure every user
gets a copy. Post it on your company intranet. Have new users read a copy of the policy
before creating an account for them. Periodically send out e-mail reminders highlight-
ing items in the password policy. Make announcements at company gatherings. The
method is not important—the goal is simply to ensure that every single user under-
stands what the policy is.

Once you have taught everyone what the policy is, you have to enforce it to make it
effective. Set a minimum number of characters for passwords, and never accept a shorter
password. Implement password aging and prompt users to change passwords on a regu-
lar basis. Do not accept passwords based on dictionary words. Do not allow users to use
the same password over and over. Many operating systems have built-in utilities or
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add-ons that allow administrators to enforce good password selection, force password
aging, and prevent password reuse. Here are some useful references for different operat-
ing systems:

• Microsoft Windows NT 4.0, Service Pack 2 Introduced PASSFILT.DLL, which
forces users to follow specific conventions when creating new passwords:
http://support.microsoft.com/support/kb/articles/q161/9/90.asp

• Linux

• Npasswd A replacement for passwd that provides intelligent password
screening to help users select a more secure password:
www.utexas.edu/cc/unix/software/npasswd/

• PAM (Pluggable Authentication Modules) Provides a common
authentication scheme that can be used for a variety of applications.
Go to www.redhat.com and search for “PAM.”

• Solaris

• PAM (Pluggable Authentication Modules Is the Solaris implementation of
a common authentication scheme
www.sun.com/solaris/pam/

Take the time to audit your own password files by running some of the more popular
password cracking utilities against them. In a large organization with many user accounts
(over a thousand), this will take some time and computing power, but it is well worth the
effort. Perform these audits as often as you can—monthly, every other month, or every
quarter. If you find accounts with easily cracked passwords, have the users review your
password policy and change the passwords immediately. Remember, there are many pub-
licly available password cracking tools, and any account you crack easily can be cracked by
someone else. Here are some of the more popular password cracking utilities:

• LC4 (formerly L0phtCrack) for Windows 2000 and NT
www.atstake.com/research/lc/

• John the Ripper (UNIX and DOS) www.openwall.com/

• Crack (UNIX) packetstormsecurity.nl/Crackers/crack/

Selecting a Password
There are many different methods of selecting a password, ranging from random genera-
tion to one-time use. Each method has its own advantages and weaknesses, but typically
when security increases, usability tends to decrease. For example, random generation
tends to produce secure passwords composed of random letters (no dictionary words,
and a mix of upper- and lowercase letters with usually one or two numbers) that are very
difficult to guess and will defeat most password cracking utilities. Unfortunately, ran-
domly generated passwords tend to be difficult to remember, and users often write such
passwords down, usually in a location close to the machine, thus defeating the purpose of
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the password. The best compromise between security and usability lies in teaching users
how to select their own secure password based on an easy to remember passphrase.

A password based on a passphrase can be formed in many ways: taking the first letter
of each word in a sentence; taking the first letter from the first word, second letter from
the second word, and so on; combining words; or replacing letters with other characters.
Here are some passphrase examples and the resulting passwords:

• Use the first letter of each word in the following sentence:
Sentence I love to drive my 1969 Mustang!
Password Iltdm69M!

• Combining words and replacing letters with characters:
Sentence Bad to the Bone
Password Bad2theB1

Passphrases can be almost anything—lines from your favorite movie, lyrics from
your favorite song, or something you make up on the spot. Use any method you choose,
but the end result should be a difficult-to-guess, easy-to-remember password.

Components of a Good Password
By using the passphrase method, users should be able to create their own easy-to-re-
member passwords. However, since a password is meant to protect access and resources
from intruders, it should not be easy for someone else to guess or obtain using password
cracking utilities, such as John the Ripper, L0phtCrack, or Crack. To make a password
more difficult to guess or obtain, make sure your new password meets the following
guidelines:

• Should be at least eight characters long (some operating systems require longer
passwords by default)

• Should have at least three of the following four elements:

• One or more uppercase letters (A – Z)

• One or more lowercase letters (a – z)

• One or more numerals (0 – 9)

• One or more special characters or punctuation marks (!@#$%^&*,.:;?)

• Should not consist of dictionary words

• Should never be the same as the user’s login name or contain the login name

• Should not consist of the user’s first or last name, family member’s names,
birth dates, pet names, or any other item that is easily identified with the user

Password Aging
Given enough time and computing power, virtually any password can be cracked by sim-
ply testing all possible passwords. It is therefore necessary to have users change their pass-
words on a regular basis. Additionally, since any password can be cracked eventually, it is
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necessary to prevent users from “recycling” passwords (using the same password over and
over). Many operating systems have options allowing system administrators to enforce
password aging and prevent password reuse. Consider using the following guidelines:

• Have users change their passwords every 60 to 90 days (very secure facilities
may want to change passwords every 30 to 45 days)

• Have the system “remember” the user’s last five to ten passwords, and do not
allow the user to use those passwords again

Operating System and Network Operating
System Hardening
The operating system (OS) of a computer is the basic software that handles things such as
input, output, display, memory management, and all the other highly detailed tasks re-
quired to support the user environment and associated applications. Most users are fa-
miliar with the Microsoft family of operating systems: Windows 95, Windows 98,
Windows NT, Windows 2000, Windows ME, and Windows XP. Indeed, the vast major-
ity of home and business PCs run some version of a Microsoft operating system. Other
users may be familiar with Mac OS, Solaris, or one of the many varieties of the UNIX op-
erating system.

A network operating system (NOS) is an operating system that includes additional
functions and capabilities to assist in connecting computers and devices, such as print-
ers, to a local area network. Some of the more common network operating systems in-
clude Novell’s Netware and SpartaCom’s LANtastic. For most modern operating
systems, including Windows 2000, Solaris, and Linux, the terms operating system and
network operating system are used interchangeably as they perform all the basic function
and provide enhanced capabilities for connecting to LANs.

Operating system developers and manufacturers all share a common problem. There
is no possible way they can anticipate the many different configurations and variations
that the user community will require from their products. So, rather than spending
countless hours and funds attempting to meet every need, manufacturers provide a “de-
fault” installation for their products that usually contains the base operating system and
some more commonly desirable options, such as drivers, utilities, and enhancements.
As the operating system could be used for any of a variety of purposes, and could be
placed in any number of logical locations (local LAN, DMZ, WAN, and so on) the man-
ufacturer typically does little to nothing with security. The manufacturer may provide
some recommendations or simplified tools and settings to facilitate securing the sys-
tem, but in general, the end users are responsible for securing their own systems. Gen-
erally this involves removing unnecessary applications and utilities, disabling
unneeded services, setting appropriate permissions on files, and updating the operating
system and application code to the latest version.

This process of securing an operating system is called hardening, and it is intended to
make the system more resistant to attack, much like armor or steel is hardened to make
it less susceptible to breakage or damage. Each operating system has its own approach to
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security, and while the process of hardening is generally the same, different steps must
be taken to secure each operating system.

Hardening Microsoft Operating Systems
When we talk about securing or hardening Windows operating systems, we generally only
discuss the Windows NT, Windows 2000, or Windows XP family of operating systems.
Older Microsoft operating systems, such as Windows 3.11, Windows 95, Windows 98,
and Windows ME were designed with very little in the way of security capabilities, and not
much can be done to harden those particular operating systems. For the purposes of this
discussion, we will focus on hardening the Windows 2000 and Windows XP operating
systems, as they are the most popular choices for business servers and desktops.
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General Steps for Securing Windows Operating Systems
The following is a general guide for securing Windows operating systems such as
Windows 2000 or XP Professional. It is by no means an exhaustive list, but can
help you address some of the more critical areas of Windows security.

1. Disable all unnecessary services. In general, Windows systems will serve one
main purpose (web server, mail server, DNS server, domain/login server,
and so on). Once you have determined what the main purpose of the
system will be, disable any service not absolutely necessary to support
that purpose.

2. Restrict permissions on files and access to the Registry. While this step may
take some time, restricting who can read, write, and execute certain files
can provide some much-needed security. Additionally, the Windows
Registry must be protected to ensure that entries are not modified or
deleted.

3. Remove unnecessary programs. Any application or utility not needed should
be removed. This reduces the chances of an attacker exploiting a weakness
or enabling unneeded services.

4. Apply the latest patches and fixes. Ensure the operating system and all
applications have the latest vendor-supplied patches applied.

5. Remove unnecessary user accounts and ensure password guidelines are in place.
Default accounts such as “guest” should be disabled or removed. Password
guidelines should be enabled and enforced to ensure that users choose
appropriate passwords.
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Hardening Windows 2000
When Microsoft introduced Windows 2000 in February of 2000, many users were
thrilled at the additional stability and security promised by this new operating system.
While Windows 2000 did deliver on some fronts, like many previous Microsoft prod-
ucts there were some significant vulnerabilities discovered, and these vulnerabilities
were used by attackers to disable, disrupt, or modify hundreds of thousands of systems
over the last two years. A large number of these vulnerabilities came from default set-
tings or applications that were never addressed by the end users when they installed the
operating system and attached their computer to the Internet. Windows 2000 security
can be significantly improved, and there are a number of guides out there to assist you in
securing your Windows system. In this chapter, we will examine the steps recom-
mended by Microsoft’s own security team.

NOTE Microsoft updates their on-line content on a fairly frequent basis.
Should the Microsoft checklist be updated from the material available in this
text, please use the suggested checklist from Microsoft.

The first step, though it is not covered in Microsoft’s own checklist, is rather obvious
but extremely important. You must determine which version of the operating system
you are securing (Professional, Server, or Advanced Server) and what purpose the sys-
tem will serve (user desktop, web server, file server, and so on). We will assume we are
working on a Windows 2000 Server system destined to be a file server (web servers are a
special case, and we will discuss them in the “Web Servers” section later in this chapter).
There are six recommended steps in the Windows security checklist on Microsoft’s
TechNet (http://www.microsoft.com/technet/treeview/default.asp?url=/technet/security/
tools/ChkList/wsrvSec.asp

NOTE Step 7 applies to web servers only so we will not include that step in
this particular discussion):

1. Install the latest Windows 2000 service pack, following the recommended steps
in the “Microsoft Windows 2000 Service Pack Installation and Deployment
Guide”. Visit the Windows Update site to receive any additional updates
released after the latest service pack. .

2. Configure Window’s “Automatic Updates” service to check the Microsoft and
inform you when new security fixes become available. As an option, the
automatic update service can be configured to download and install updates
without manual intervention.

3. Keep up with the latest security patches using Microsoft’s Security Bulletins Search.
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4. Follow the guidelines in the “Microsoft Windows 2000 Server Baseline Security
Checklist.”and update your antivirus tools and signature files against viruses.
Check Microsoft’s virus alerts regularly.

5. Read “Securing Windows 2000 Server”, “Security Operations Guide for Windows
2000 Server” and the “Security Administration Operations Guide“—all available
from Microsoft.com.

6. Use the “Baseline Security Analyzer“ tool to scan and evaluate the security of
your system.

Step 1 recommends installing the latest Windows 2000 service pack and critical up-
dates using the Windows Update site.. Service packs are Microsoft’s way of bundling up-
dates, fixes, and new functions into a large, self-installing package. Services packs can be
found on Microsoft’s main download page and vary in size from less than 1MB to over
100MB. Installing a service pack is usually quite simple and consists of downloading an
executable file from Microsoft and running it. While this may seem to be an easy and
agreeable process, service packs themselves have introduced new functions and vulnera-
bilities, disabled old functions, and caused third-party applications to fail. Even so, to
secure your Windows systems, you must make sure you update them with the latest ser-
vice pack—in this case, the good outweighs the bad. Critical updates are small, but im-
portant updates, that are provided on an individual basis as they become available.
Eventually, critical updates get rolled up into the next service pack.

Step 2 recommends configuring the “Automatic Updates” service that is installed au-
tomatically with Service Pack 3. Once configured, the service automatically checks the
Windows Update site for any new security fixes. This utility can be configured to down-
load and install security updates without manual intervention.

Step 3 urges you to keep up with the latest security patches using the Security Bulle-
tins Search. Microsoft provides security bulletins to alert its user community to prob-
lems, issues, or vulnerabilities with Microsoft’s products. The security bulletins usually
identify the problem, the affected software and versions, and how the problem can be
addressed.

Step 4 recommends following the “Microsoft Windows 2000 Server Baseline Security
Checklist.” This is a 17-step checklist that we will examine in more detail in the next sec-
tion. Step 4 also recommends keeping your anti-virus software and associated signature
files updated.

Step 5 instructs us to read three documents available from Microsoft that detail best
practices for securing, running, and maintaining Windows 2000 servers.

Step 6 recommends use of the “Baseline Security Analyzer.” This free tool from
Microsoft can scan and evaluate the security state of your Windows system to ensure the
latest patches and fixes are in place, user accounts are secured, and appropriate permis-
sions have been applied to files and directories

Microsoft Windows 2000 Server Baseline Security Checklist To assist
its end-user community, Microsoft has provided a baseline security checklist specifically
for Windows 2000 servers. This checklist applies to both the Windows 2000 Server and
Advanced Server operating systems and outlines the steps to achieve a minimum base-
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line of security. The following list reviews each step to better understand what each step
requires and the benefit it provides.

• Verify that all disk partitions are formatted with NTFS. NTFS is the NT file system,
a Microsoft-developed file system that provides features, such as enhanced
security and reliability, that its previous file systems lacked. NTFS allows you to
set access permissions using an access control list on files and directories, so you
can control what users or groups of users can read the contents of a particular
file, or modify it. Microsoft’s permissions consist of none, read, write, execute,
delete, change permissions, and take ownership, and they can be applied to both
files and directories in various combinations.
In most cases, the choice to format a particular disk partition as NTFS occurs during
installation, but you can convert a partition from FAT or FAT32 to NTFS by using
the Disk Management tools provided with Windows 2000, as shown in Figure 9-1.
In this example, you can see that the first partition (C:) is NTFS but the second
(OTHER HALF) is FAT32. You could apply ACLs to the files and directories in the
first partition, but not the second. Anyone with access to this system would be able
to read, write, modify, and delete files on the FAT32 partition.

• Verify that the Administrator account has a strong password. The Administrator
account is a special account under the Windows 2000 operating system. This is
the “superuser” account that has the ability to control virtually everything on that
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Figure 9-1 Viewing disk partitions with the Windows 2000 Disk Management utility
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system, much like the “root” account on UNIX systems. As such, the Administrator
account is a frequent target, as attackers attempt to guess or otherwise obtain the
password for this account. In general, a password should be selected with care,
and this is even more important for an account with this level of privilege. Good
passwords typically consists of eight or more characters, at least one change in
chase, one number, and one special character.

• Disable unnecessary services. Any service not absolutely required to support the
intended function of the server should be disabled or removed from the system
completely. For example, a dedicated web server should not have SMTP or FTP
services running on it, and there’s usually no legitimate reason for file and print
sharing to be enabled on a publicly viewable system. Additionally, there are
often components of services that should be removed. For example, within IIS
there are often data-access components and sample files that are placed on the
system during installation. Like any component not vital to the operation of
the system, sample files and unnecessary functions, plug-ins, and expansion
packs should be removed.

• Disable or delete unnecessary accounts. Removing or disabling unnecessary
accounts is a standard best practice for any system, but is particularly applicable
for servers. User accounts on public systems should be limited to only those
absolutely necessary. On a Windows 2000 system, use the Users and Passwords
tool (see the following illustration) to view and remove accounts from the
system. To remove an unnecessary account, simply highlight the account and
click Remove. For additional security, some organizations will also rename the
Administrator account or create an equivalent account under a different name.

Ill 9-1
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• Protect files and directories. Certain Windows operating systems (such as 2000
and XP) have the ability to restrict access to files and directories through the use
of access control lists (ACLs). An ACL is a list of permissions that controls who
may write, modify, delete, or access a specific file or directory. A default, “clean”
installation of Windows 2000 places restrictive permissions on certain system
files and directories that prevent the average user from tampering with or removing
those system files. An upgraded version of Windows 2000 (from Windows 98
or NT) will not have the same default permissions in place, so to secure the system,
an administrator must enable those permissions and protect the system files. It
is important to note that file and directory permissions can only be implemented
on NTFS disk partitions—FAT and FAT32 partitions do not support ACLs for
files and directories. The next illustration shows the ACLs placed on the WINNT
directory in a default Windows 2000 install. By right-clicking any file or directory
on an NTFS partition, selecting Properties, and clicking the Security tab, you can
see the permissions associated with each group or user account for that particular
file or directory. For more specific information on what each permission setting
means, see Table 9-1.

Ill 9-2

• Make sure the Guest account is disabled. In a default installation of Windows
2000, the Guest account is disabled, meaning that it is no longer accessible for
use on that system. Older versions of Windows NT and older systems that have
been upgraded to Windows 2000 may not have the Guest account disabled. To
ensure that the Guest account (or any other account) is disabled, use the Users
and Passwords tool found in the Control Panel.
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• Protect the Registry from anonymous access. By default, Windows does not restrict
remote access to the Registry, a fact that many attackers take advantage of when
collecting information (such as user accounts, shared drivers, resources, and so
on) from potential Windows targets. To restrict network access to the Registry,
Microsoft recommends following these steps:

NOTE Editing the registry incorrectly can lead to an unstable Windows system.
If you are not familiar with the tools and techniques required to complete these
steps contact your local system administrator or a qualified professional.

1. Add the following key to the Registry using regedit:
Hive HKEY_LOCAL_MACHINE \SYSTEM
Key \CurrentControlSet\Control\SecurePipeServers
Value Name \winreg

2. Select winreg (the key you just created), click the Security menu, and then
click Permissions.

3. Set the Administrators permission to Full Control, make sure no other users
or groups are listed, and then click OK.

Full
Control Modify

Read &
Execute

List Folder
Contents
(folders only) Read Write

Traverse
Folder/Execute File

x x x x

List Folder/Read Data x x x x x

Read Attributes x x x x x

Read Extended
Attributes

x x x x x

Create Files/Write
Data

x x x

Create Folders/
Append Data

x x x

Write Attributes x x x

Write Extended
Attributes

x x x

Delete Subfolders
and Files

x

Delete x x

Read Permissions x x x x x x

Change Permissions x

Take Ownership x

Synchronize x x x x x x

Table 9-1 Permissions on Windows 2000
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• Apply appropriate Registry ACLs. In a default installation of Windows 2000, the
Registry has secure ACLs enabled by default. Unfortunately, this is not the case
for systems upgraded to Windows 2000. To enable the appropriate Registry
ACLs, refer to Microsoft’s TechNet web site (www.microsoft.com/technet) for
more information, and search for a white paper entitled “Default Access
Control Settings in Windows 2000.”

• Restrict access to public local security authority (LSA) information. The LSA within
Windows handles specific aspects of security administration on the local
computer, including access to the system itself, and permissions checking for
files and folders. To prevent potential attackers from extracting information
from your system anonymously, create the following Registry key using regedit:

Hive HKEY_LOCAL_MACHINE\SYSTEM
Key CurrentControlSet\Control\LSA
Value Name RestrictAnonymous
Type REG_DWORD
Value 1

For additional security, you can also use the Local Security Policy Setting tool to
restrict anonymous connections, as shown in the following illustration. Select
Administrative Tools from the Control Panel, then select Local Security Policy,
Local Policies, Security Options, and Additional Restrictions for Anonymous
Connections. In the drop-down box, select None, Do Not Allow Enumeration Of
SAM Accounts And Shares, or No Access Without Explicit Anonymous Permissions.
The most secure setting is the latter, which will help prevent potential attackers
from anonymously gathering information from your Windows systems.

Ill 9-3

• Set stronger password policies. Password policies are extremely important to the
security of any system. More often than not, the only thing that stands between
an attacker and access to the system is a simple userid and password pair. You can
always educate a user on how to select a good password, but it often helps to have
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the system itself enforce good password selection. Within Windows 2000, you can
enable certain features regarding password selection by using the Password Policy
Tool found by selecting Administrative Tools from the Control Panel. Then select
Local Security Policy, Account Policies, and Password Policies. This will open
the Local Security Settings window shown here.

Ill 9-4

In the preceding illustration, there are six options for local password policies. Enforce
Password History allows you to specify the number of previous passwords that the system
should remember and prevent users from reusing. Maximum Password Age specifies how
long a user may maintain the same password before being forced to select a new one.
Minimum Password Age specifies the minimum number of days that must pass after a
successful password change before a user is allowed to change their password again. Mini-
mum Password Length specifies the minimum number of characters the user must in-
clude in an acceptable password. For example, if the minimum password length were set
at 4, then the user’s password must be at least four characters long. Passwords Must Meet
Complexity Requirements specifies additional restrictions on password selection. When
this option is enabled, all passwords must be at least six characters long (regardless of the
minimum password length setting), the password cannot contain the username or any
part of the user’s full name, and the password must contain at least one character from
three of the four classes of characters identified in the following table:

Character Class Examples

Uppercase letters A, B, C, ... Z

Lowercase letters a, b, c, ... z

Numerals 0, 1, 2, ... 9

Non-alphanumeric (“special characters”) Punctuation marks and other symbols

Storing passwords using reversible encryption is essentially the same as storing a
cleartext version of the password as it makes the password easy to access for third party
applications. In most environments this option should never be enabled.
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• Set the account lockout policy. To protect against brute-force password-guessing
attacks, Windows 2000 includes an account lockout feature that will disable an
account after a specified number of login failures. For example, the administrator
may choose to enable account lockout after three unsuccessful login attempts. The
account lockout policies shown in the following illustration give the administrator
three distinct capabilities. Account Lockout Duration tells the system how long to
leave an account locked once the account lockout threshold has been reached (this
can be anywhere from minutes to hours to until the administrator manually
unlocks the account). Account Lockout Threshold tells the system how many
unsuccessful login attempts to allow before locking a user account. Reset Account
Lockout Counter After tells the system how long to wait after the last unsuccessful
login attempt before clearing out the unsuccessful-login-attempt counter.

Ill 9-5

NOTE It is highly recommended that you enable reset options and account
lockout durations if you choose to enable an account lockout threshold. If each
account must be manually unlocked by an administrator once it is locked, then a
large-scale brute-force attack will cause a great deal of additional effort for your
system administrators.

• Configure the Administrator account. While in actual practice this is rarely done,
for additional security, the built-in Administrator account can be modified and
hidden to make it less obvious to potential attackers. For added security, the
Administrator account can be renamed to something obscure that does not
indicate that this is the administrator level account (do not use names such as
“admin” or “root”). Once the Administrator account has been renamed, you
can create a dummy account called “Administrator” but ensure that it has no
privileges of any kind. This gives you the ability to still look for password-guessing
attacks against the dummy Administrator account in the event logs, but it does
not risk the actual administration account. By disabling the Administrator account,
attackers won’t be able to use the account in any way, even if they are able to
guess the password assigned to the account. If you are really concerned about
security, you can enable account lockout features on the admin account you
created, but be warned that this could cause problems if the entire system comes
under a brute-force attack and every account on the system becomes locked.
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• Revoke the Debug programs users right. By default, Windows 2000 grants
administrators the “Debug programs” user right. If abused, this capability allows
administrators (or virus, Trojan, or malicious piece of code accidentally run by
the administrator) to obtain sensitive information from system memory, such
as hashed passwords. Unless absolutely required, this right should be removed
from all administrator accounts.

• Remove all unnecessary file shares. In any operating system, information that does
not absolutely have to be shared should not be. In Windows this means removing
sharing on every file and folder unless it is absolutely necessary. Be aware that
Windows creates hidden administrative shares for certain resources by default
(a hidden share is created for each drive on the system as well as the WINNT
directory). Hidden shares are marked with a dollar sign ($) in front of the name.
For example $C is the admin share for the C drive on a Windows 2000 system. The
admin shares function much like other shared files and folders—anyone accessing
the $C share would be accessing the C drive as if it were one large, shared folder.
You can disable these admin shares after installation, but doing so may cause many
Microsoft or third-party administration tools to fail. If you do wish to disable the
admin shares, you can do so by following these steps:

1. Start the Registry Editor (Regedt32.exe).

2. Locate and then click the following key in the Registry:
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\LanmanServ
er\Parameters\AutoShareServer

3. Change the value of the AutoShareServer key to 0 (zero).

NOTE A setting of 0 prevents the administrative shares, such as C$, D$, and
Admin$ from being created automatically.

4. Quit the Registry Editor.

CAUTION Editing of the Registry should only be performed by qualified
individuals. Alterations to the system Registry can cause the system to
become unstable or even nonfunctional.

• Set appropriate ACLs on all necessary file shares. By default, any newly created file
shares on an NTFS file system will give Full Control access to all users. To prevent
unauthorized access and manipulation of these files, administrators must modify
permissions by right-clicking on the shared folder or file and selecting Properties
then clicking the Security tab. In the Security tab, the administrator can manually
assign or remove permissions for the appropriate users or groups

• Enable security event auditing. By default, Windows 2000 does not perform
logging of security events such as successful or failed logons. The Audit Policy
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section found under the Local Policies section of the Local Security Settings tool
allows administrators to record the success of failure of certain actions. Microsoft
recommends carefully selecting which events to log as logging too many events
creates extremely large log files. Microsoft recommends enabling only Success
and Failure auditing for the Audit account logon events policy.

• Set log on warning message. Windows 2000 provides administrators with the
ability to display a message to any users attempting to login to the system.
By displaying a message indicating that system use is restricted to authorized
users as well as information regarding monitoring and the prosecution of
unauthorized access attempts, organizations can enhance their ability to
perform forensic and legal actions.

• Install antivirus software and updates. With damage estimates for recent virus
outbreaks and their associated clean-up efforts in the billions of dollars, installing
antivirus software is a critical best practice for maintaining a functional and
secure system. Installing antivirus software is merely the first step, though. The
antivirus signatures must be kept up to date as new viruses, worms, and Trojans
are discovered every day. Most antivirus software programs contain utilities that
will automatically update antivirus signatures for you at preset intervals. In
general, antivirus signatures should be updated at least once a week.

• Automate patch deployment. With the release of Service Pack 3, Microsoft added a
capability called “Automatic Updates”. By enabling this utility, administrators
can have systems automatically check Microsoft for new security updates and ,
if desired, download and install those updates automatically.

• Scan system with the Baseline Security Analyzer To help address the complexity of
keeping Windows systems up to date, Microsoft introduced a free utility that
can be used to scan the local system, identify potential vulnerabilities and
missing updates, and assist the user in addressing any discovered issues. At a
minimum this utility should be run on any newly installed Windows system.

• Install the latest service pack. Keeping operating system and application software
up to date is also critical for maintaining the security and functionality of your
systems. Microsoft releases major revisions to its operating systems called service
packs, which contain a large collection of modifications and corrections to
eliminate bugs, vulnerabilities, or misconfigurations in previous versions of the
code. Service packs are usually numbered, inclusive of previous updates (service
pack 3 contains the fixes from service packs 1 and 2), and they can be found on
the Microsoft web site in the download section. In general, service packs are
quite large and can be ordered in CD format if your Internet connection does
not support downloading 20MB to 100MB files.

• Install the appropriate post-service-pack security hotfixes. New service packs
are not released for each discovered vulnerability—this would simply be
too much effort for an organization like Microsoft. Instead, Microsoft will
release hotfixes designed to correct specific vulnerabilities. These hotfixes are
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eventually collected into a service pack over time, but in order to maintain
security on your system, you must install the latest service pack and then any
appropriate hotfixes. Fortunately, Microsoft has made this task a little easier
through the Windows Update function found in Internet Explorer. From an
Internet Explorer window, select Tools and then Windows Update. This will
launch the Windows Update utility, shown in Figure 9-2, which will scan
your system and provide a list of appropriate updates and hotfixes for your
system. Running this Windows Update tool each week will help ensure that
your system is kept up to date.

• Remove File And Print Sharing protocol. On certain systems, such as web servers
or any other system maintained in your DMZ, you should consider removing
or disabling the File And Printer Sharing For Microsoft Networks protocol from
all network interfaces. This prevents administrators from accidentally sharing
out directories and files on publicly visible systems and will help prevent
certain types of reconnaissance and network-based attacks.
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Figure 9-2 Microsoft’s Windows Update site
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In addition to the Windows 2000 hardening checklist, Microsoft has provided some
additional tools to help you keep your Windows systems up to date. The Microsoft Secu-
rity Baseline Analyzer (MSBA) is an automated tool that scans your Windows systems
and does the following:

• Checks to ensure the latest security patches and service packs have been
installed

• Checks to ensure the strong passwords requirements are enabled

• Scans Internet Information Server and SQL Server for common security-related
misconfigurations

• Checks for misconfigured security zone settings in Microsoft Office, Outlook,
and Internet Explorer

The MSBA is available from Microsoft’s TechNet (www.microsoft.com/technet/de-
fault.asp) by selecting Security, Tools and Checklists, and MBSA (www.microsoft.com/
technet/treeview/default.asp?url=/technet/security/tools/Tools/mbsaqa.asp).

In addition to the MSBA, the Internet Information Server (IIS) Lockdown Tool is
available to help secure IIS servers from attack (we will discuss this tool in the
“Microsoft’s Internet Information Server” section later in this chapter). If you don’t wish
to run the fully implemented version of the MSBA, you can run HFNetChk—a com-
mand line tool that will scan your system to ensure it is up to date with the latest security
fixes and service packs.

As you can see, the Microsoft checklist for securing Windows 2000 systems contains
many different steps, all designed to help secure the system by examining a specific area.
This checklist is designed to help you create a secure baseline for your Windows 2000
systems by following the same basic tenets as any other operating system baselining
process: remove unnecessary components and services, restrict and limit access to files
and directories, and apply the latest patches. After following the checklist and making
the appropriate choices for your specific environment, you should end up with your
own secure Windows baseline.

One item the Microsoft checklist does not adequately cover is logging. Logging, or au-
diting, is the process of recording events or actions that take place. More specifically in this
case, the recording of events or actions that take place on the system itself—events such as
logins, program executions, file or directory modifications, and so on. Recording these
events makes it possible for security personnel and administrators to determine what has
happened on the system and whether or not the security of the system has been compro-
mised in any way. The logging facilities within Windows are fairly simple and essentially
consist of turning logging on or off for certain events. Logged events within Windows are
placed into one of three event logs: Application Log, Security Log, or System Log. The
event logs can be accessed through the Event Viewer provided with Windows, as shown in
next, or through any of a number of third-party tools.
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Ill 9-6

Determining your logging and auditing requirements is an important part of the
overall baselining process. You must decide which events to record, what the records
will be used for, when and how to examine the records, and how long to maintain these
records. Setting up logging should be a part of every security baseline checklist or pro-
cess, and it is typically done just after the system is installed and configured, but before
the system has been placed on the network or into production.

Removing or disabling programs or services in Windows is usually relatively simple.
Many applications contain their own uninstaller, which is designed to remove the ap-
plication from the system. Others rely on the built-in Windows Add/Remove Programs
utility found in the Control Panel and shown in the following illustration. Removing an
application is a simple process: select the application you want to remove by clicking it,
and then click the Remove button. In most cases this works quite well, but there are
many cases where files and directories get left behind and require manual intervention
to completely remove them from the system.

Ill 9-7

Removing or disabling services is fairly simple, as Microsoft has provided a Services
utility under the Administrative Tools section of the Control Panel. By using this utility,
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shown in Figure 9-3, administrators can examine those services that are running on their
system, how the services are started, and when they are started. Administrators can also
use this utility to stop or start specific services, as well as disable services that should not
be running on the system.

Hardening UNIX- or Linux-Based Operating Systems
As a general rule, any operating system can be made relatively secure, but by default
UNIX operating systems tend to be more secure than default installations of Windows
operating systems. However, that does not mean that UNIX systems are completely secure
by default and don’t need any additional security configuration. UNIX systems, like
Windows systems, need to be carefully examined, modified, and baselined to provide
secure operations.

Depending on the skill and knowledge of the system administrator, securing UNIX
systems can be more challenging than securing Windows systems because the operating
system is so powerful and flexible and so much control is placed in the hands of the ad-
ministrator. Unlike Windows, there is no single manufacturer to provide specific guide-
lines and step-by-step checklists for securing UNIX systems. Instead, there are many
general and version-specific guidelines that must be adapted and applied to your spe-
cific version of UNIX to complete the baselining process. This section examines some of
the common guidelines for a sampling of the more popular versions of UNIX.
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Figure 9-3 Starting or stopping services with the Windows Services utility
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General UNIX Baselines
General UNIX baselining is the same as for Windows operating systems: disable unnec-
essary services, restrict permissions on files and directories, remove unnecessary soft-
ware, apply patches, remove unnecessary users, and apply password guidelines. Some
versions of UNIX provide GUI-based tools for these tasks, while others require adminis-
trators to manually edit configuration files. In most cases, anything that can be accom-
plished through a GUI interface can be accomplished from the command line or by
manually editing configuration files.

Like Windows systems, UNIX systems are easiest to secure and baseline if they are
providing a single service or performing a single function, such as acting as an SMTP or
web server. Prior to performing any installing or baselining, the purpose of the system
should be defined and all required capabilities and functions should be identified. One
nice advantage of UNIX systems is that you typically have complete control over what
does or does not get installed on the system. During the installation process, you can se-
lect which services and applications are placed on your system, giving administrators a
good opportunity to simply not install services and applications that will not be re-
quired. However, this assumes that the administrator knows and understands the pur-
pose of this system, which is not always the case. In other cases, the function of the
system, itself, may have changed.

Regardless of the installation decisions, the administrator may sometimes need to re-
move applications or components that are no longer needed. With UNIX systems, there is
typically no “add/remove program” wizard as there is with Windows, but you will often
encounter package managers that enable administrators to remove unneeded compo-
nents and applications automatically. On some UNIX versions, though, you must manu-
ally delete the files associated with the applications or services you wish to remove.

Services on a UNIX system can be controlled through a number of different mecha-
nisms. As the root user, an administrator can start and stop services manually from the
command line. The operating system can also stop and start services automatically
through configuration files (usually contained in the /etc directory). Unlike Windows,
UNIX systems can also have different run levels, where the system can be configured to
bring up different services depending on the run level selected.

On a running UNIX system, you can see which processes, applications, and services
are running by using the process status or ps command, as shown in Figure 9-4. To stop
a running service, an administrator can identify the service by its unique process identifier
or PID and then use the kill command to stop the service. For example, if you wanted to
stop the klogd service in Figure 9-4, you would use the command kill 743. To prevent
this service from starting again when the system is rebooted, you would have to modify
the appropriate run levels to remove this service or modify the configuration files that
control this service.

Accounts in a UNIX system can also be controlled via GUIs in some cases and com-
mand line interfaces in others. On most popular UNIX versions, the user information
can be found in the passwd file located in the /etc directory. By manually editing this
file, you can add, delete, or modify user accounts on the system. By examining this file,
an administrator can see which user accounts exist on the system and then determine
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which accounts to remove or disable. On most UNIX systems, if you remove the user ac-
count from the passwd file, you must manually remove any files that belong to that
user, including their home directories.

How you patch a UNIX system depends a great deal on the UNIX version in use and
the patch being applied. In some cases, a patch will consist of a series of manual steps re-
quiring the administrator to replace files, change permissions, and alter directories. In
other cases, the patches are executable scripts or utilities that perform the patch actions
automatically. Some UNIX versions, such as Red Hat and Solaris, have built-in utilities
that handle the patching process. In those cases, the administrator downloads a specifi-
cally formatted file that the patching utility then processes to perform any modifications
or updates that need to be made.

To better illustrate UNIX baselines, we will examine two popular UNIX-based operat-
ing systems: Solaris and Red Hat Linux.

Solaris The Solaris operating system is developed and distributed by Sun
Microsystems and has been an extremely popular choice in high-performance and
high-availability environments. As a commercial operating system, Solaris is typically
bundled with a hardware platform from Sun, but it can be purchased separately and is
even available for Intel-based processor platforms (Solaris x86). For more secure envi-
ronments, a specially hardened version called Trusted Solaris is available, though this is
typically only used by the government, military, and banking communities.

Baselining a Solaris system is fairly simple. Once the system’s purpose is defined, instal-
lation is typically done through a graphical interface that allows the administrator to select
which applications and services should be loaded on the system. On a running Solaris sys-
tem, patches and services can be added or removed using the pkgadd command, which
adds binary packages, and the pkgrm command, which removes binary packages.
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Figure 9-4 Running the ps command on a UNIX system
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The binary packages, themselves, are unusable in the format in which they are down-
loaded or delivered on removable media. The pkg utilities take care of interpreting the
package’s software control files to determine where to either install or remove files or di-
rectories. Any package handled by the Solaris system is stored in a package information
database, so administrators can easily obtain a list of currently installed software. Soft-
ware can also be installed or removed using the admintool shown in Figure 9-5.

Obtaining a list of running services on a Solaris system is much the same as on all
UNIX systems. You can use the ps command to view running processes, and you can ex-
amine the Internet servers configuration file, called inetd.conf in Solaris. The inetd.conf
file, located in the /etc directory, contains a list of services controlled by the Internet ser-
vices daemon, simply called inetd. On Solaris, and many other UNIX variants, inetd lis-
tens for incoming connections on the TCP and UDP ports associated with each of the
services listed in its configuration file, inetd.conf. When a connection request is re-
ceived, inetd will launch the program or process associated with that service, if neces-
sary, and pass the connection request to the appropriate service. To prevent unwanted
services from running and processing requests, administrators can edit inetd.conf and
either comment out or remove the lines for the services they wish to disable.

In addition to disabling or removing unnecessary network services, Solaris allows ad-
ministrators to use local security mechanisms called tcp wrappers that provide additional
layers of security for network services. TCP wrappers are essentially filters that compare
incoming connection requests to lists of authorized and unauthorized connections. If a
connection is authorized, then it is permitted to reach the network service it is attempt-
ing to contact. If a connection is unauthorized, it is dropped by the TCP wrappers. These
functions are controlled by two files: hosts.allow and hosts.deny. The hosts.allow file
contains a list of IP addresses or subnets that are allowed to connect to a specific service,
such as “10.0.0.0: FTP”, which would allow any address in the 10.X.X.X network to con-
nect to the FTP service on the local machine. In more secure installations, the hosts.al-
low file is populated, and the entry “ALL: ALL” is placed in the hosts.deny file. This type
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The Solaris
Admintool is
used to add or
remove software

P:\010Comp\All-in-1\633-1\ch09.vp
Friday, May 23, 2003 10:04:56 AM

Color profile: Generic CMYK printer profile
Composite  Default screen



of configuration will reject any inbound connections to the local system unless they are
specifically authorized by the hosts.allow file.

Securing access to files and directories in Solaris is done in the same manner as in most
UNIX variants. Each file and directory has a list of associated permissions for the owner of
the file or directory, the group owner of the file or directory, and anyone else (often called
the “world”). The permissions are listed in owner-group-world order and consist of three
values for each grouping: read, write, and execute. The logical representation looks like
this: rwx rwx rwx. Read (r) allows for viewing of the file or listing of the directory. Write
(w) allows for modification of the file or directory. Execute (x) allows the file, usually an
executable or script, to be run. If you want a file to have read, write, and execute permis-
sions for the owner, read and write permissions for the group, and no permissions for the
world, the permissions could be logically represented as shown in here.

Ill 9-8

In Solaris, you can use the chmod command to modify the permissions associated
with a file or directory. Similarly the chown command allows you to modify the owner-
ship of a file or directory, and chgrp allows you to change the group ownership of a file
or directory. To adequately secure a Solaris system, you should ensure that all configura-
tion and system files have appropriately restrictive permissions—you don’t want any
user on the system to be able to modify inted.conf without appropriate access. To assist
you in securing files and directories, there are many different resources available on
Sun’s web site, as well as on security-related web sites.

A crucial step in baselining a Solaris system is to ensure that all the latest patches and
fixes are in place. Patches for Solaris systems are typically distributed from Sun and are
available from Sun’s web site but can also be obtained on CD, floppy, or tape in some
cases. Once obtained, patches must processed, and Solaris provides several tools to assist
administrators in managing and maintaining patches: patchadd, patchrm, smpatch, and
pkgparam. The patchadd command can be used to add patches to the system as well as
obtain information about what patches are currently installed on the system. The
patchrm command can be used to remove installed patches from the system. The
smpatch command is used to process signed patches. The pkgparam command shows
patches installed for a specific software package. In addition to the command line tools,
Solaris provides a GUI-based management console, called the Solaris Management Con-
sole, that provides the same level of functionality. The Solaris Management Console is
shown in Figure 9-6.

In spite of the security efforts identified so far, a Solaris system can still be easily com-
promised if the user base is not effectively managed and maintained. The keys to pro-
tecting accounts and system access are to remove or disable unused accounts and to
ensure that all accounts are secured with a good, strong password. In Solaris, user ac-
counts are maintained in the passwd file, and groups are maintained in the groups file,
both of which are located in the /etc directory. There are three main methods for main-
taining users and groups on a Solaris system: manually editing the required configura-
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tion files, using command line interface tools such as useradd, and using the manage-
ment console. Each method can be used interchangeably, offering a level of flexibility
not found on Windows systems. Removing unused user accounts can be accomplished
through any of these methods—the end result is the same.

The second step to effectively managing your user base is to ensure that users select
good passwords. On Solaris systems, passwords are generally stored in a separate file
called shadow. This file contains the encrypted password for each account on the system,
and it must therefore be guarded and protected appropriately. An administrator can use
any of a number of popular password cracking programs to check the user passwords to
ensure that they are not easily guessed or based on a simple dictionary word. Additionally,
Solaris already imposes some restrictions on what is considered a “suitable” password for
users. In most implementations, a password must be at least six characters long, must con-
tain at least two letters and one number or symbol, must not be the same as the login ID,
and must be different than the previous password. If this are not strict enough guidelines,
the administrator can alter these parameters by using the passwd command and the ap-
propriate option flag or by modifying the parameters in /etc/default/passwd. Solaris also
supports PAM (Pluggable Authentication Modules), a mechanism for providing
interoperation and secure access to a variety of services on different platforms.

Figure 9-6 Solaris Management Console
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Linux Linux is a rather unique operating system. It is UNIX-based, very powerful,
open source, can be obtained for free, and is available in many different “distributions”
from several vendors. Linux was initially conceived and written by Linus Torvalds in
1991. His concept of creating a lightweight, flexible, and free operating system gave rise
to an entirely new operating system that is very popular and is installed on millions of
computers around the world. Due to its open nature, the entire source-code base for the
operating system is available to anyone who wants to examine it, modify it, or
recompile it for their own specific uses. Linux is a favored operating system among secu-
rity professionals, system administrators, and other highly technical users who enjoy
the flexibility and power that Linux provides.

While most versions of Linux can be obtained for free simply by downloading them
from the Internet (including major commercial distributions), you can also purchase
commercial versions of the Linux operating system from vendors, such as Red Hat,
Slackware, SuSE, and Debian, who have built a business out of providing custom ver-
sions of Linux along with support and training. Red Hat is arguably the most popular of
these commercial Linux distributions, and we will use it as the example for the rest of
this section. Regardless of which Linux version you prefer, baselining a Linux system fol-
lows the same guidelines as any other UNIX system: disable unnecessary services, re-
strict permissions on files and directories, remove unnecessary software, apply patches,
remove unnecessary users, and apply password guidelines.

Services under Linux are normally controlled by their own configuration files or by
xinetd, the extended Internet services daemon. Instead of starting all Internet services,
such as FTP servers, at system startup, Linux uses xinetd to listen for incoming connec-
tions. Xinetd listens to all the appropriate ports (those that match the services in its config-
uration files) and when a connection request comes in, xinetd starts the appropriate server
and hands over the connection request. This “master process” approach makes it fairly
simply to disable unwanted services—all the configuration information for each server is
located in /etc/xinetd.d with a configuration file for each process, as shown in Figure 9-7.
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Figure 9-7 Listing of server configuration files for xinetd
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Inside each configuration file are the options to be used when starting the service, the
location where the server binary is located, and the disable flag. By changing the value of
the disable flag to “yes”, you can disable any process controlled by xinetd. Figure 9-8
shows the configuration file for the telnet service on a Red Hat Linux system. Services in
Red Hat Linux can also be configured via a GUI-based utility, as shown in Figure 9-9. Re-
gardless of the method chosen, the end result should the same—all unnecessary services
should be removed or disabled.

Permissions under Linux are the same as for other UNIX-based operating systems.
There are permissions for owner, group, and others (or world). Permissions are based
on the same read-write-execute principle and can be adjusted using the chmod com-
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Figure 9-8 Telnet service configuration file under Red Hat Linux

Figure 9-9
Red Hat Linux’s
GUI-based service
configuration
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mand. Individual and group ownership information can be changed using chown and
chgrp respectively. As with other baselining exercises, permissions should be as restric-
tive as functionally possible, giving read-only access when possible and write or execute
access when necessary.

Adding and removing software under Linux is typically done through a package man-
ager. In Red Hat Linux, the package manager is called Red Hat Package Manager, or rpm
for short. Using rpm, you can add, modify, update, or remove software packages from
your system. Using the rpm -qa command will give you a list of all the software pack-
ages installed on your Red Hat system. You can remove any packages you do not wish to
leave installed using the rpm -e command. As with most things under Linux, there is a
GUI-based utility to accomplish this same task. The GUI-based Package Management
utility is shown in Figure 9-10.

Patching and keeping a Red Hat Linux system up to date is a fairly simple exercise, as
well. Red Hat has provided an Update Agent that, once configured, will examine your
system, obtain the list of available updates from Red Hat, and, if desired, install those
updates on your system. Like any other operating system, it is important to maintain the
patch level of your Red Hat system. For more information on the Red Hat Update Agent,
see the “Updates (aka Hotfixes, Service Packs, and Patches)” section later in this chapter.

Managing and maintaining user accounts under Linux can be accomplished with ei-
ther the command line or a GUI interface. Unlike certain other operating systems,
there’s really only one default account for Linux systems—the root or superuser ac-
count. The root account has complete and total control over the system and should
therefore be protected with an exceptionally strong password. Many administrators will
configure their systems to prevent anyone from logging in directly as root; instead they
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Figure 9-10 Red Hat Package Management utility
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must login with their own personal accounts and switch to the root account using the su
command. Adding user accounts can be done with the useradd command, and un-
wanted user accounts can be removed using the userdel command. Additionally you
can manually edit /etc/passwd to add or remove user accounts. User accounts can also
be managed via a GUI interface, as shown in Figure 9-11.

For increased local security, Red Hat also provides a built-in firewall function that can be
managed either via the command line or through a GUI interface, as shown in the follow-
ing illustration. To protect network access to the local system, administrators can control
which ports external users may connect to, such as mail, FTP, or web. Administrators may
choose a security level, from high, medium, off, and a customized option, where they can
individually select which ports on which interfaces external users may connect to.

Ill 9-9

Figure 9-11 Managing user accounts with the Red Hat User Manager
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In addition to the built-in firewall functions, administrators may also use TCP wrap-
pers like those discussed earlier in the Solaris section of this chapter. By specifying host
and port combinations in /etc/hosts.allow, administrators can allow certain hosts to
connect on certain ports. The firewall function and hosts.allow must work together if
both functions are used on the same system. The connection must be allowed by both
utilities or it will be dropped.

Mac OS X
Apple’s latest version of its operating system is essentially a new variant of the UNIX op-
erating system. While this brings a new level of power, flexibility, and stability to Mac
users everywhere, it also brings a new level of security concerns. Traditionally, the Mac
OS was largely ignored by the hacker community—the deployment was relatively small,
largely being restricted to individual users or departments, and being harder to obtain
information on. With the migration to a UNIX-based OS, Mac users should anticipate a
sharp increase in unwanted attention and scrutiny from potential attackers.

Because it is a UNIX-based operating system, the same rough guidelines for all UNIX
systems apply to Mac OS X. As with Solaris, Linux, and all the other UNIX variants, each
workstation can become an instant server by installing the right application or enabling a
specific service. As with other UNIX variants, it is important with Mac OS X to disable un-
necessary services, such as web, mail, FTP, and so on, unless they are going to be properly
configured and secured. Mac OS X services can be manually controlled by editing the ap-
propriate files, as with other UNIX variants, but one of Apple’s strengths (or weaknesses,
depending on how you look at it) is providing user interfaces that greatly simplify tasks
for their user base. For example, within Mac OS X, Apple has provided Services, Firewall,
and Internet tabs under the Sharing window. As Figure 9-12 shows, certain services can be
turned on or off simply by clicking the box next to the appropriate service.
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Figure 9-12
Turning services
on and off in the
Services tab in
Mac OS X
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The Firewall tab similarly provides users with the ability to restrict incoming connec-
tions to the system, again by simply clicking on the box next to the service you wish to
allow to reach your computer, as shown in Figure 9-13.

For Mac OS X users, the task of identifying and disabling unwanted services is rela-
tively simple, compared to some other operating systems. Apple has conveniently lo-
cated the services and the firewall functions together and has reduced the
administration tasks to just selecting the appropriate check boxes.

File permissions in Mac OS X are nearly identical to any other UNIX variant and are
based on separate read, write, and execute permissions for owner, group, and world.
While these permissions can be adjusted manually using a command line interface,
with the standard chown, chmod, and chgrp commands, Apple again provides some
nice interface capabilities for viewing and managing file and directory permissions. By
selecting the properties of any given file or folder, the user can view and modify the per-
missions for that file or folder, as shown in Figure 9-14. Note that the GUI interface fol-
lows the same user-group-world pattern of permissions as other UNIX variants, though
Apple uses the term others as opposed to world.

This GUI interface allows users to quickly and effectively restrict access to sensitive
files and directories. By default, Mac OS X limits a user’s ability to access or modify cer-
tain areas of the file system, including those areas containing system binaries. However,
these restrictions can be circumvented by a user with the appropriate permissions or by
certain third-party applications.

Removing unwanted or unnecessary programs in Mac OS X is usually done through
the program’s own uninstaller utility or by simply using the Finder to locate and then
delete the folder containing the program and associated utilities. Like Windows, Mac OS X

Figure 9-13
Turning the
firewall settings
on and off in the
Firewall tab in
Mac OS X
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maps certain file extensions to specific programs, so deleting a program that handles spe-
cific extension types may require administrators to clear up associated extensions.

Like most UNIX-based operating systems, Mac OS X is a multiuser platform. As part
of the baselining effort, the active user accounts should be examined to ensure they have
the right level of access, permissions, group memberships, and so on. In addition, any
accounts that are not used should be removed from the system completely. To access the
user accounts under Mac OS X, select the Users icons under System Preferences—this
should display the Users window, as show in here.

Ill 9-10

As can be seen in the preceding illustration, adding, editing, and deleting users is sim-
ply a matter of selecting the user account and clicking the correct button on the right side
of the window. Mac OS X also permits administrators to lock accounts so they can only

Figure 9-14
Setting file
permissions in
Mac OS X
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be modified by users with administrative-level privileges. Those who are familiar with
UNIX operating systems may notice something odd about Mac OS X—there is no root
account enabled by default. The root account does exist and can be enabled, but for “se-
curity reasons,” it is not enabled by default.

Updates (aka Hotfixes, Service Packs, and Patches)
Operating systems are large and complex mixes of interrelated software modules written
by dozens or even thousands of separate individuals. With the push toward GUI-based
functionality and enhanced capabilities that has occurred over the past several years, op-
erating systems have continued to grow and expand. Windows 2000 contains approxi-
mately 29 million lines of code, and though it may be the largest in that respect, other
modern operating systems are not far behind. As operating systems continue to grow
and introduce new functions, the potential for problems with the code grows as well. It
is almost impossible for an operating system vendor to test their product on every possi-
ble platform under every possible circumstance, so functionality and security issues do
arise after an operating system has been released.

To the average user or system administrator, this means a fairly constant stream of up-
dates designed to correct problems, replace sections of code, or even add new features to
an installed operating system. Vendors typically follow a hierarchy for software updates:

• Hotfix This is a term given to a (usually) small software update designed to
address a specific problem, such as a buffer overflow in an application that
exposes the system to attacks. Hotfixes are typically developed in reaction to
a discovered problem and are produced and then released rather quickly.

• Patch This term is usually applied to a more formal, larger software update
that may address several or many software problems. Patches often contain
enhancements or additional capabilities as well as fixes for known bugs.
Patches are usually developed over a longer period of time.

• Service pack This term is usually given to a large collection of patches and
hotfixes that are rolled into a single, rather large package. Service packs are
designed to bring a system up to the latest known, good level all at once,
rather than requiring the user or system administrator to download dozens
or hundreds of updates separately.

Every operating system, from Linux to Solaris to Windows, requires software updates,
and each operating system has different methods of assisting users in keeping their sys-
tems up to date. Microsoft, for example, typically makes updates available for download
from their web site. While most administrators or technically proficient users may prefer
to identify and download updates individually, Microsoft recognizes that nontechnical
users prefer a simpler approach, which they built into their Internet Explorer browser. By
selecting Windows Update from the Tools menu in Internet Explorer (shown previously
in Figure 9-2), users will be taken to the Microsoft web site. By selecting Scan For Updates,
users can allow their systems to be examined for needed or required updates. The web site
will identify which updates the user’s system needs and will provide the user with the op-
tion to download and install the required updates. While this typically requires admin or
power-user level access, it does simplify the update process for most users.
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In addition to a web-based update utility, Microsoft also provides an automated up-
date functionality that will, once configured, locate any required updates, download
them to your system, and even install the updates if that is your preference. Figure 9-15
shows the Automatic Updates window, which can be found in the Control Panel. Note
that both the web-based updates and automatic updates require active Internet connec-
tions to retrieve information and updates from Microsoft.

Microsoft is not alone in providing utilities to assist users in keeping their systems up
to date and secure. The latest versions of Red Hat Linux contain a utility called the Red
Hat Update Agent, which does essentially the same thing. By registering your system
and user profile with Red Hat, you can obtain a customized list of updates for your spe-
cific system. By customizing your system profile, as shown in Figure 9-16, you can even
tell the Red Hat Update Agent to look for updates on specific packages only.

Once the profile has been built, the Update Agent contacts the Red Hat update server
to obtain information on available updates for the packages selected in the profile.
Once a list of updates is obtained, the Update Agent allows the user to select which up-
dates to download and install, as shown in Figure 9-17. This gives the user the ability to
selectively download and install updates at their convenience. Again, an active Internet
connection is required to use the Red Hat Update Agent.

Regardless of the method used to update the operating system, it is critically impor-
tant to keep systems up to date. New security advisories come out every day, and while a
buffer overflow may be a “potential” problem today, it will almost certainly become a
“definite” problem in the near future. Much like the steps taken to baseline and initially
secure an operating system, keeping every system patched and up to date is critical to
protecting the system and the information it contains.
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Figure 9-15
Setting up
Microsoft’s
Automatic
Updates utility in
Windows 2000
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Network Hardening
While considering the baseline security of systems, attention must be given to the role the
network connection plays in the overall security profile. The tremendous growth of the
Internet and the affordability of multiple personal computers and Ethernet networking
have caused almost every computer to be attached to some kind of network, and once
computers are attached to a network, they are open to access from any other user on that
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Figure 9-16
Registering a
system with the
Red Hat Update
Agent

Figure 9-17
Selecting from
available updates
in the Red Hat
Update Agent

P:\010Comp\All-in-1\633-1\ch09.vp
Friday, May 23, 2003 10:04:59 AM

Color profile: Generic CMYK printer profile
Composite  Default screen



Chapter 9: Security Baselines

37

All-In-One / Security+ Certification All-in-One Exam Guide / team / 222633-1/ Chapter 9

P
A

R
T

IV

network. Proper controls over network access must be established. On computers, this is
done by controlling the services that are running and the ports that are opened for net-
work access. In addition to servers and workstations, however, network devices must also
be examined: routers, switches, and modems, as well as other various components.

Today’s network infrastructure components are similar to other computing devices
on the network—they have dedicated hardware that runs an operating system, typically
with one or more open ports for direct connection to the operating system, as well as
ports supporting various network services. Any flaws in the coding of the operating sys-
tem can be exploited to gain access as with any “regular” computer. These network de-
vices should be configured with very strict parameters to maintain network security.
Like normal computer operating systems that need to be patched and updated, the soft-
ware that runs network infrastructure components needs to be updated regularly, as
well. Finally, an outer layer of security should be added by implementing appropriate
firewall rules and router access control lists.

Software Updates
Maintaining current vendor patch levels for your software is one of the most important
things you can do to maintain security. This is also true for the infrastructure that runs
the network. While some equipment is unmanaged and typically has no network pres-
ence and few security risks, any managed equipment that is responding on network
ports will have some software or firmware controlling it. This software or firmware
needs to be updated on a regular basis.

The most common device that connects people to the Internet is the network router.
There are dozens of brands of routers, but the market is dominated by Cisco Systems.
Their popular Internetwork Operating System (IOS), runs on over 70 of Cisco’s devices
and is installed countless times at countless locations. This popularity has fueled re-
search into vulnerabilities in the code, and over the past few years quite a few vulnerabil-
ities have been reported. These vulnerabilities can take many forms as routers send and
receive several different kinds of traffic, from the standard Telnet remote terminal, to
routing information in the form of Routing Information Protocol (RIP) or Open
Shortest Path First (OSPF) packets, to Simple Network Management Protocol (SNMP)
packets. This highlights the need to update the IOS software on a regular basis.

Cisco’s IOS also runs on many of their Ethernet switching products. Like routers,
these too have capabilities for receiving and processing protocols like Telnet and SNMP.
Smaller network components do not usually run large software suites and typically have
smaller software loaded on internal Non-Volatile RAM (NVRAM). While the update
process for this kind of software is typically called a firmware update, this does not
change the security implications of keeping it up to date. In the case of a corporate net-
work with several devices, someone must take ownership of updating the devices, and
updates must be performed regularly according to security and administration policies.

Device Configuration
As important as it is to keep software up to date, properly configuring network devices is
equally, if not more, important. Many network devices, such as routers and switches,
now have advanced remote management capabilities and can have multiple open ports
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accepting network connections. Proper configuration is necessary to keep these devices
secure. Choosing a good password is very important in maintaining external and inter-
nal security, and closing or limiting access to any open ports is also a good step for secur-
ing the devices. On the more advanced devices, care must also be taken about what
services the device is running, just like with a computer.

In many cases, a network device’s primary protection method is a password. Good
passwords are one of the most effective security tools, because a good password can be
resistant to several forms of attack. This resistance makes an attacker use simple brute
forcing methods, taking tremendous amounts of time and generating a large amount of
network traffic, both increasing the likelihood of the attacker’s efforts being detected.
Unfortunately, good passwords are often hard to remember, so weaker passwords are
usually used.

To recognize the impact on security a bad password can have, consider the fact that a
typical brute forcing program can try every word in the unabridged English dictionary in
under a day, but it would take several thousand years to attempt to brute force an
eight-character password. This is based upon using not only the standard 26 character
alphabet, but also adding capitalization for 26 more characters, numeric digits for 10
more, and special characters, adding another 32 different characters. This totals 95 dif-
ferent characters that can be used, giving 6,704,780,954,517,120 or six quadrillion dif-
ferent possibilities for a one to eight character password. This is in stark contrast to the
estimated two million words in the English language, or the 217 billion possibilities
provided by simple lowercase alphabetic characters.

The best kinds of passwords are ones that bear no resemblance to actual words, such
as “AvhB42^&nFh”. However, although such passwords provide greater security, they
are difficult to remember, leading users to use passwords that are based upon regular
dictionary words. While this is a concern for any password on any system, it is of greater
concern on network infrastructure equipment because many pieces of network equip-
ment require only password authentication for access—there is typically no username.

One of the password-related issues that many administrators overlook is SNMP.
SNMP was developed in 1988 and has been implemented on a huge variety of network
devices. Its wide implementation is directly related to its simplicity and extensibility.
Since every manufacturer can add objects to the Management Information Base (MIB),
they can add functionality without interfering with any other manufacturer’s portion of
the MIB tree. This feature of the protocol lets manufacturers make SNMP very powerful
for configuration and monitoring purposes. The downside is that many devices have
SNMP turned on by default. Network administrators not using SNMP will often forget
to disable SNMP or will forget to change the well-known default passwords—typically
“public” for read-only access and “private” for read-write access. With the SNMP service
active and a using a default password, an attacker can retrieve a great deal of interesting
information from a network device, as well as altering any SNMP-capable settings. If
SNMP is employed, well thought out passwords should be used, as well as a schedule
for password updates.

Keep in mind that SNMP passwords are often passed in the clear, so it should never
be treated as a trusted protocol. The SNMP service should also be limited to only con-
nections from the management station’s IP address. If SNMP is not used, the service
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should be disabled, if possible. Otherwise the ports for SNMP should not be accessible
from anywhere on the external or internal network.

As with any system, security is largely dependant on proper configuration of the sys-
tem itself. A router can be secured with proper configuration just as easily as it can be left
unsecured through poor configuration. Good passwords and knowledge of what ser-
vices the devices are running is important to maintaining the security of those devices.

Ports and Services
A part of configuration that deserves its own section is the configuration of ports and
services. For any networked machine, you need to take care to establish which ports and
services are running and then conduct regular audits to ensure that only the authorized
ports and services are open.

The advent and growth of networks permit almost any machine to be electronically
connected to any other machine. This is a danger, as many machines are designed
around a principle of trusting any other system on their local network. This causes prob-
lems because many machines have default configurations that offer a wide variety of ser-
vices to the network, resulting in a large number of open ports. The overarching rule of
security, here, is to give an attacker as little information or opportunity as possible,
whether the attacker is inside or outside your network. While not all ports can be dan-
gerous, they might provide information, so it is best to only have ports open that are
necessary to run the services that the machine provides. By limiting the number of open
ports, you reduce not only the possible avenues an attacker can use to compromise a
machine, but also the amount of information that they can retrieve about the system.
Below is an example output from a very popular port scanning program called “nmap”.
This tool checks remote systems for open services and reports back which services are
“open” and accepting connections and which ports are “closed” and not accepting con-
nections. In this example, nmap has scanned for open services on 1,013 different
ports—any port not listed in the table below is “closed”.

Table 9-2 shows interesting ports on localhost (127.0.0.1). The 1013 ports scanned
but not shown below are in state: Closed)

NOTE Nmap typically lists open services as “number/protocol” as shown in
the table above. The service name is a “best guess” by nmap based on the
service typically running on that specific port.

There are also many ports left open by default on Windows systems, such as 135 epmap,
139 netbios-ssn, and 445 microsoft-ds.

Typically most servers are only used to provide one or two services, the most preva-
lent service on Internet servers being web and secure web, or 80/tcp and 443/tcp, respec-
tively. Having web servers that also run telnet, SMTP, or POP3 provides multiple paths
for an attacker who is attempting to compromise the system. It also requires more ad-
ministration, as every service that is running needs to have its patch level kept up to date
to ensure security. Figure 9-18 shows the output of a netstat –a command on a worksta-
tion running Windows 2000 Professional
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TIP To list open, or listening, ports on most machines, use the command
netstat -l or netstat -a (shown in Figure 18).
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State Service

21/tcp open ftp

22/tcp open ssh

23/tcp open telnet

25/tcp open smtp

80/tcp open http

110/tcp open pop

111/tcp open

113/tcp open ident

143/tcp open imap2

512/tcp open exec

513/tcp open login

514/tcp open shell

587/tcp open unknown

783/tcp open unknown

940/tcp open unknown

946/tcp open unknown

7256/tcp open smtp-stats

Table 9-2
Open Ports and
Services on a
Typical UNIX
Machine

Figure 9-18 Output from netstat—a command on Windows 2000
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Once the running services are known, the best thing to do is to shut off the unused
ones. This is done by editing the inetd.conf file found in /etc on most UNIX systems, or
by erasing the software that is providing the service (such as by completely removing
sendmail from the system). In Windows NT or 2000, the service must be stopped and
set to “disable” in the Services Control Panel. Netstat can be rerun multiple times while
editing the configuration files to ensure that all unnecessary services are shut down.

Any networked computer is typically going to have open ports and services, but many
networked devices are being delivered with advanced remote management capabilities
and have their own open ports and services. The most common are remote terminal ser-
vices, such as telnet 23/tcp, SSH 22/tcp, embedded web services on HTTP 80/tcp or
HTTPS 443/tcp, and SNMP services on 161/udp. These types of services are harder to
disable on network equipment, but is sometimes possible. In Cisco’s IOS, the com-
mand no snmp-server in config mode will disable the server service and close the port.
Contact the vendor of your network equipment for information on disabling unneces-
sary services or limiting access to network services.

Some equipment will simply not allow you to disable the running service, but there
is almost always another way to restrict access. Quite often, the most effective method is
to perform filtering on the equipment itself, in the form of access control lists.

Traffic Filtering
Filtering is one of the most common tools used in security. If something is trying to get
in that you don’t want to get in, you filter it. This is accomplished in a variety of ways,
but they all consist of the same basic elements—rules that accept traffic and rules that
deny traffic. These rules are typically arranged into sequential lists that the device steps
through, one by one, as it receives traffic and attempts to find a match between rule and
traffic. If this methodology looks familiar, that’s because it is also how many brands of
firewalls handle network traffic. While routers and other network devices typically make
poor firewalls, they do have filtering capabilities that can be used to help secure the net-
work as well as the routers and network devices themselves.

Filtering, while always following the same basic principle, is accomplished in many
ways on different types of equipment. One of the most common places to do at least ru-
dimentary filtering for your network is at the border routers. In Cisco’s IOS, these filters
are referred to as access control lists (ACLs). Routers were originally built for the forward-
ing of traffic between networks, and current ones are optimized for that task. Traffic fil-
tering was later added as a convenience, so ACLs can assist in the control of traffic across
the network, but they will not make a router into a true firewall.

Access lists, like the majority of filtering rules, work on the principle of pattern
matching. Every packet that the router accepts is examined for a match between the
packet and the rules in the ACL. The ACL rules are processed in sequential order, mean-
ing that the packet is compared against the first rule, then the second, then the third, and
so on, until a match is found or the packet has been compared to every rule. At very high
data rates, or for very long lists of rules, this can become computationally intensive. This
large drain on resources is the primary reason to avoid using a router as a firewall, but
using ACLs to drop known rogue traffic at the borders to the network makes good sense.
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A typical access-list entry would be something like this:

L 9-1 Access-List 201 deny icmp any 192.168.1.0 255.255.255.0

This will drop Internet Control Message Protocol (ICMP) traffic from anywhere to the
192.168.1.0 network. These ACL entries must follow a specific syntax. The first compo-
nent is an access-list name, in this case 201. The next part of the rule is the action that the
rule will take—”permit” or “deny” if the traffic matches this particular rule. The type of
traffic that the rule applies to is next, and while it is ICMP in this case, it can be set to any
particular type of traffic you wish to allow or deny. The next required component is the
source address and mask. This can be as specific as a single address, a list of addresses, or
it can be set to all 0’s or a wildcard to signify all addresses. In this case “any” is used as an
abbreviation of the all 0’s address. The last component is the destination address and
mask. This follows the same format as the source address and mask, and it can also be a
single address, a list of addresses, or all addresses.

While Cisco dominates the router market, other manufacturers do produce similar
products. These products generally follow a similar format for their filtering rules, possi-
bly with different syntax; however, they generally have statements involving traffic type,
source, destination, and the action to be performed on the traffic. The versatility of ACLs
allow a lot of filtering power, but filtering on a router should primarily be used to drop
large blocks of the Internet that are known to not have contact with your organization,
or to drop entire types of traffic from the entire Internet. This allows the firewall to han-
dle the more complex rules for traffic filtering.

The next piece of equipment that should handle traffic after it passes through the
router is the firewall. This is where the most complex filtering is performed, but it is typi-
cally still done with ACL-like statements. However, while the configuration is similar,
extra care must be taken with firewalls, as they typically bridge public networks and pri-
vate ones—if an attacker breaches the firewall, they will have a great deal of access to all
the networks that the firewall is in contact with.

Firewalls should have all their open ports and services restricted to a very limited
number of source addresses, typically the authorized control stations. Once traffic has
been allowed inside the firewall, it can also be filtered on the host itself, as both Win-
dows 2000 and most variants of UNIX support traffic filtering natively. Almost any
other operating system can have traffic filtering added as an application. Windows 2000
provides traffic filtering on a per-port basis, and many versions of UNIX support traffic
filtering to the point that they are well suited to be firewalls. IPFW, ipchains, and
iptables are all programs that implement the same filtering concept, which is once again
based upon access control statements formed into lists. Ipchains and iptables both have
multiple lists allowing further specialization of inbound and outbound traffic on each
interface. The statements that make up the lists follow the same format of list, action,
type of traffic, source, and destination.

There is also the capability in many UNIX flavors to do filtering within certain appli-
cations. Tcpwrapper is a program that sits between inetd (the UNIX Internet superserver
described in the Solaris and Linux sections of this chapter) and the individual services.
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When a request comes in, inetd starts tcpwrapper, and it will allow authorized connec-
tions to the associated daemon when that specific service, such as FTP or Telnet, is
needed by an authorized connection. Some newer versions of inetd now contain
tcpwrapper-like functionality.

Filtering rules for tcpwrapper are typically contained in two separate files:
/etc/hosts.allow and /etc/hosts.deny. These files enumerate the hosts allowed to con-
nect to certain services, as well as those that are denied access to certain services. These
files are processed from top to bottom until a matching rule is found, but they work on
only source address and service. The rules in the files are formatted as
“SERVICE:SOURCE”, so an example hosts.allow might read as follows:

L 9-2 telnetd: ALL
ftpd: 192.168.1
sendmail: localhost

Any traffic that matches a rule in the hosts.allow file is allowed to connect to the system.
The hosts.deny file has the same format, but it denies traffic that matches its rules. This
functionality can be very useful for protecting not only against external threats, but also
against internal threats, because you are locking down services to only the machines au-
thorized to make use of them. TCP wrappers checks hosts.allow first and then
hosts.deny—any traffic permitted by hosts.allow will be allowed in regardless of any
rules contained in hosts.deny. This allows administrators to specify connections in
hosts.allow and then place a generic “deny all” statement in hosts.deny to reject any-
thing not specifically allowed in the hosts.allow file.

Network hardening is, on first glance, a fairly simple task. Disallow any traffic that is
unauthorized by filtering it at all possible junctures in the network, and keep all soft-
ware up to date on any devices that have contact with the network. Actually accomplish-
ing that task is much more complex and maintenance oriented. The tools for controlling
traffic are ACLs, traffic filters like tcpwrapper, and closing all unnecessary ports by prop-
erly configuring them. Vendor patches and firmware updates should be installed regu-
larly. As always, any open services should be configured with maximum authentication
and good passwords. Taking these steps will not completely solve the problem of secu-
rity, but will ensure that an attack is as difficult as it can be.

Application Hardening
Perhaps as important as operating system and network hardening is application harden-
ing—securing an application against local and Internet-based attacks. Hardening appli-
cations is fairly similar to hardening operating systems—you remove the functions or
components you don’t need, restrict access where you can, and make sure the applica-
tion is kept up to date with patches. In most cases, the last step in that list is the most im-
portant for maintaining application security. After all, you need to make applications
accessible to users or they serve no purpose. As most problems with applications tend to
be buffer overflows in legitimate user input fields, patching the application is often the
only way to secure it from attack.
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Application Patches
As obvious as this seems, application patches are most likely going to come from the
vendor that sells the application. After all, who else has access to the source code? In
some cases, such as with Microsoft’s Internet Information Server, this is the same com-
pany that sold the operating system that the application runs on. In other cases, such as
Apache, the vendor is operating-system independent and provides an application with
versions for many different operating systems.

Application patches are likely to come in three varieties: hotfixes, patches, and up-
grades. As for operating systems, hotfixes are usually small sections of code designed to fix
a specific problem. For example, a hotfix may be released to address a buffer overflow in
the login routine for an application. Patches are usually collections of fixes, they tend to be
much larger, and they are usually released on a periodic basis or whenever enough prob-
lems have been addressed to warrant a patch release. Upgrades are another popular
method of patching applications, and they tend to be received with a more positive spin
than patches. Even the term upgrade has a positive connotation—you are moving up to a
better, more functional, and more secure application. For this reason, many vendors will
release “upgrades” that consist mainly of fixes rather than new or enhanced functionality.

Application patches can come in a variety of forms. They can be downloaded from the
vendor’s web site or FTP site, or they can be received on a CD. In many cases, a patch is a
small binary application that, when run, automatically replaces defective application bi-
naries with updated ones. The patch may also change settings or modify configuration
files. In other cases, the patch will be a zipped archive of files with a set of instructions that
require the user or administrator to manually replace defective applications with the up-
dated ones. Some advanced applications will have automatic update routines that update
the application automatically in much the same fashion as an operating system.

Web Servers
Without a doubt, the most common Internet server-side application in use is the web
server. Web servers are designed to provide content and functionality to remote users
through a standard web browser. Web servers are used to deliver news, sell just about ev-
ery product ever created, conduct auctions, and show pictures of someone’s wedding.
Due to their popularity and prolific use, web servers have become extremely popular
targets for attackers. Web sites are defaced, and the original content is replaced with
something the owner did not intend to display. E-commerce sites are attacked, and
credit card numbers and user information is stolen.

Vendors have made setting up a web server remarkably easy, and this is one of the
reasons for their enormous popularity. Unfortunately, vendors don’t always provide
good security configurations as part of the default installation. Fortunately, hardening a
web server is not that difficult, as will be illustrated with examples of the two most pop-
ular web servers: IIS and Apache.

Microsoft’s Internet Information Server
Microsoft’s Internet Information Server (IIS) is one of the most popular web server appli-
cations in use today. IIS comes as a standard package with the Windows 2000 Server and
Advanced Server operating systems and can be loaded at install time or added to the con-
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figuration of a running system. Due to its widespread use, IIS is a very popular target, and
new vulnerabilities and exploits are released on an almost weekly or even daily basis.

The first step in securing an IIS server is to remove all sample files. To assist users in
setting up their new web servers, Microsoft provides a number of sample files that users
can examine and use as references when constructing their web sites. Unfortunately,
these sample applications tend to be full of vulnerabilities and holes and should there-
fore never be present on a production web server. To remove IIS sample applications, re-
move the virtual and physical directories where the samples exist. For more information
on the location of the sample files, refer to the following table:

Virtual Directory

IIS Samples \IISSamples C:\Inetpub\IISsamples

IIS Documentation IISHelp C:\Winnt\Help\IIShelp

Data Access \MSADC C:\Program files\Common files\System\MSadc

Next, you should set up the appropriate permissions for the web server’s files and di-
rectories. In IIS you can do this using access control lists (ACLs), which are essentially
the same file permissions that were discussed in the context of operating system harden-
ing. As web servers are usually designed to give the public at large access, the key is to
limit the user’s ability to browse or navigate outside the intended path. This will typi-
cally involve removing permissions for the “everyone” group from certain files and di-
rectories. In most cases, you should never allow the “everyone” group to have write and
execute privileges to the same directory. For that matter, in most cases you will not want
to allow users to have write permissions for any of the web server’s directories. Microsoft
has provided some suggested ACL settings that are outlined in the following table:

File Type ACL

CGI (exe, dll, cmd, pl) Everyone (execute)
Administrators (full control)
System (full control)

Script files (asp) Everyone (execute)
Administrators (full control)
System (full control)

Include files (inc, shtm, shtml) Everyone (execute)
Administrators (full control)
System (full control)

Static content (txt, gif, jpg, html) Everyone (read-only)
Administrators (full control)
System (full control)

Patching is also an extremely important part of the process of securing an IIS server.
Since IIS is almost an integral part of the Windows Server operating system, the service
packs for the operating system often contain patches and fixes for IIS. Microsoft also re-
leases security bulletins to address each specific vulnerability that is discovered. Within
each security bulletin there are links to the patch or hotfix that will mitigate or remove
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the reported vulnerability or manual steps an administrator can perform until a formal
patch is released.

IIS is such a popular target that it is often very difficult for an administrator to keep
pace with all the discovered vulnerabilities and patches required to keep it up to date
and secure from attack. To ease the burden somewhat, Microsoft has developed two
tools specifically designed to help secure IIS servers: the URLScan and IIS LockDown
tools. URLScan is a monitoring utility and preprocessor that examines all incoming
URLs and rejects any requests for files, directories, or services outside the intended scope
of the web site. The IIS LockDown tool asks the administrator a series of questions to de-
termine which features are needed. Based on the answers, IIS LockDown can deny write
permissions for anonymous accounts, disable WebDAV, remove dynamic script type as-
sociations, restore default security settings, and back up the IIS Metabase and ACLs.

Apache
The Apache HTTP server from the Apache Software Foundation is the most popular web
server in use today. Its Internet presence is greater than all the other web server versions
combined. In 1995, a group of individuals known as the Apache Group joined to develop
the Apache HTTP server. By 1999, the web server software and associated projects had be-
come so popular that the organization grew into the Apache Software Foundation, a non-
profit corporation. According to the Apache.org web site “The Apache HTTP Server Project
is an effort to develop and maintain an open-source HTTP server for modern operating
systems including UNIX and Windows NT. The goal of this project is to provide a secure,
efficient and extensible server that provides HTTP services in sync with the current HTTP
standards.” This statement highlights two of the keys to Apache’s popularity—the soft-
ware is open source, and it is available for virtually every popular operating system.

The first step in securing an Apache web server is to secure the host operating system.
Due to the fact that Apache is available for most popular operating systems, outlining the
possible security issues here could be a large task and would depend heavily on the oper-
ating system chosen. For the sake of brevity, we’ll just say that a secure host operating sys-
tem is one that is patched, has strong passwords for all user accounts, has no unnecessary
services or software, has strong file and directory permissions, and has auditing enabled.

Once the host operating system has been taken care of, you will need to create an
unprivileged account that will run the Apache server. This account, typically called
“httpd” or “apache” is given the minimum permissions necessary to run the server soft-
ware. Additional security measures include locking the account so it can never be used
to log in to the system and assigning it to a special group where it is the only member.
What you essentially end up creating is a user account that is only able to run the web
server software and nothing more—this is fairly close to the ideal for Internet-visible ser-
vices. By running the Apache software under an unprivileged account, you reduce the
risk of potential compromise.

How you install the Apache software depends on whether you choose a precompiled
binary or choose to compile it from the source code yourself. Regardless of the method
you choose for installation, it is essential that you delete unneeded files and directories
immediately after installation. Any source code files, samples, cgi-bin scripts, HTML
pages, or documentation files that you don’t absolutely need should be removed from
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the system. Like IIS, some of Apache’s vulnerabilities have been in sample files and
scripts that should not be placed on a production web server.

Locking down file and directory permissions is also important when securing an
Apache server. In most cases, you are going to restrict access to web server configuration
files to highly privileged users only, such as the root user. Files used for development or
for maintaining the site itself are usually restricted to the web server development or
maintenance team. The unprivileged user that was created to run the server is typically
given read access to the web site content, and in some cases read and execute permission
on any scripts required to support web site functionality. By restricting permissions and
access to files and directories in this manner, you can help prevent web site visitors from
wandering off the intended path or gaining access to files they should not see.

Patching an Apache server is just as critical as patching or maintaining any other ap-
plication. New vulnerabilities are discovered on a frequent basis, and in some cases the
only defense is to either disable functionality or implement the patch to correct the is-
sue. There are no specific tools available to ensure that your version of Apache is up to
date, so the best defense is to regularly visit the main Apache web site at
www.apache.org for more information.

Mail Servers
Electronic mail is such an integral part of business and, for many of us, our daily lives
that it is hard to imagine getting by without it. It has literally changed the way the world
communicates and is so popular that there are millions of mail servers spread across the
Internet sending billions of messages each day. As with so many things, increased popu-
larity, use, and presence on the Internet also bring an increase in attention from poten-
tial attackers. Mail servers have become very popular targets, which makes securing
them a constant challenge for administrators.

Securing a mail server typically means removing or disabling unwanted functionality
and ensuring the software is patched. Earlier versions of mail server packages often con-
tained bugs or even backdoors, such as the wiz command that gave potential attackers
complete access to the host system. As mail server software matured, attacks started to
focus on three areas: reconnaissance, relaying, and buffer overflows.

Reconnaissance or information discovery on a mail server is rather simple. The attacker’s
goal is to pull information from the system without having to authenticate or provide
any information in return. Reconnaissance usually involves an attacker attempting to
discover the names and addresses of valid user accounts, which are used for other pur-
poses later. The two most common techniques use the vrfy and expn commands. When
an attacker connects to a mail server, usually by telnetting to port 25 on the target sys-
tem, the attacker can then enter commands and interact with the mail server itself. The
vrfy command was initially designed to allow servers to verify e-mail addresses. For ex-
ample, vrfy jones may yield a result of “jones@sample.com”. This tells the attacker that
the account “jones” does exist and gives the correct e-mail address for that account. The
expn command expands an alias list into the full list of e-mail addresses belonging to
that list. For example expn all-users would provide a list of every e-mail address belong-
ing to the mailing list called “all-users”, if that mailing list existed. As you can see, while
neither of these commands causes any direct harm, they do provide some useful infor-
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mation. For that reason, most administrators disable the vrfy and expn functions on
their mail servers.

Relaying occurs when a mail server handles a message and neither the sender nor the
recipient is a local user. Essentially, an attacker can take advantage of the mail server to
send out e-mail on their behalf, even though they are not a legitimate user of that sys-
tem. Spammers—those parties responsible for filling your e-mail inbox with unwanted
junk messages promising to make you rich beyond your wildest dreams—actively seek
out open mail relays so they can take advantage of someone else’s resources to do their
dirty work. Attackers also seek out open relays and leverage them to launch e-mail at-
tacks, flooding a recipient with so many messages that their mailbox fills up or their
mail server crashes. Preventing your mail server from becoming an open relay usually
involves ensuring only authenticated users are allowed to send outgoing mail. Many
mail server software packages, such as sendmail, now provide relay-prevention capabili-
ties as part of the default install. In most cases, you can also specify which systems, by
system and domain name or IP address, are allowed to send mail through the server.

Buffer overflows continue to be the greatest danger to mail server security. A buffer
overflow is a rather simple attack—you find a place where the server is accepting input,
and you provide more input than the server is expecting to receive. Depending on the
“extra” input provided and the software being attacked, a buffer overflow can do any-
thing from crashing the server to giving the attacker remote access to the system. These
continue to be extremely popular attacks, and the most effective way to prevent them is
to ensure your mail server software is kept patched and up to date.

Microsoft’s Exchange
Microsoft’s mail server implementation is called Exchange, and, like other Microsoft
products, it has had its share of vulnerabilities. By default, vrfy and expn are disabled in
later versions of Exchange, but they can be enabled if required by modifying certain Reg-
istry settings. Service packs and patches for later versions of Exchange also provide
anti-relay capabilities that can be configured through the Routing tab of the Internet
Mail Service Properties.

Microsoft also provides a tool called the Baseline Security Analyzer, designed to scan
Exchange, along with other applications and the operating system itself, to ensure that
the software is up to date and patched appropriately. Running this tool on a regular ba-
sis will help ensure your Exchange system is patched against the latest vulnerabilities.

Microsoft also offers several useful guides, such as “Security Operations Guide for Ex-
change 2000 Server,” to assist administrators in securing Exchange servers.

Sendmail
Sendmail was the initial mail server software, and it is still extremely popular. It is avail-
able as a completely free, open source product or as a fully licensed commercial product.

By default, recent versions of Sendmail disable the expn and vrfy functions, but they
can be disabled in earlier versions by adding PrivacyOptions=noexpn novrfy to the
sendmail.cf configuration file. Relaying is also restricted by default in recent versions,
though an administrator can allow relaying for specific IPs or domains by modifying the
relay-domains configuration file. Buffer overflows have been a frequent problem for
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Sendmail—as usual, the best defense is to ensure your Sendmail software is patched and
up to date. For more information on Sendmail, refer to www.sendmail.org.

FTP Servers
The File Transfer Protocol (FTP) allows users to access remotely stored files, and the appli-
cations that that provide FTP services are very popular. Users can typically download files
from FTP sites and, in certain cases, may even be allowed to upload files to the server. FTP
is most commonly used as a distribution method for application updates, device drivers,
free software—anything that needs to be made available to a large group of people.

FTP servers are typically configured as read-only services, meaning that you can
download files from the server but cannot upload files or modify anything on the server
itself. The most interesting dilemma concerning FTP servers is the use of anonymous ac-
cess. In many cases, this is exactly what the system has been designed to do—permit
thousands of remote users to anonymously download files and information. So in
some cases, anonymous is the expected condition, assuming all related security precau-
tions have been taken. Anonymous access to FTP servers only becomes a problem when
the administrator does not mean to provide anonymous access or does not properly se-
cure the FTP service. This typically involves setting the appropriate permissions, having
the FTP process run by a nonprivileged user, and not allowing users to upload or modify
files. Some FTP servers are meant as an upload and download service for authorized us-
ers only—in those cases, anonymous access should be completely removed.

Like many other Internet services, buffer overflows have been a consistent problem for
FTP servers. Ensuring your FTP server software is up to date and patched is the best defense
against buffer overflows. If you are not providing anonymous FTP services, you may also
wish to restrict which external IP addresses are allowed to connect to the FTP service.

DNS Servers
Domain Name Service (DNS) is an integral part in making the Internet work. Human
beings are not good at remembering long strings or numbers like IP addresses, but we
are pretty good at remembering names like cnn.com, yahoo.com, or amazon.com. To
navigate the Internet, your computer will need to know the IP address of your destina-
tion system, and DNS provides the translation from name to IP address that makes it all
possible. DNS services are built as a hierarchical structure with many systems, called
nameservers, working together to resolve names into IP addresses. When you request a
name resolution, your system queries a local nameserver. If the nameserver does not
know how to perform the translation (doesn’t know the name-to-IP address transla-
tion), it asks the next nameserver up in that chain. This continues until the answer is
found and is passed back down to your system. At the top of the DNS tree are 13 root
nameservers that provide the definitive answers for all DNS queries.

The most popular DNS server implementation is Berkeley Internet Name Domain
(BIND). BIND is an open-source, free server package that can be downloaded and run
on a variety of operating systems. The two most common types of attacks against DNS
servers are reconnaissance attacks and buffer overflows.
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Reconnaissance attacks against DNS servers usually consist of an attacker attempting a
zone transfer. A zone transfer occurs whenever a DNS server provides all the information
it knows about an entire zone, which usually corresponds to an entire domain name.
This information typically consists of all the names and IP addresses of systems in that
zone—a very useful set of information for a potential attacker. Zone transfers also have a
legitimate use, as they can be used to update zone information between nameservers. To
protect against zone transfers, some organizations employ a split DNS architecture by
using one nameserver to handle internal name queries and another server to handle ex-
ternal name queries. The two nameservers are never connected and never share informa-
tion—the internal server is only visible from inside the network, and the external server
knows nothing about the internal organization. Other organizations block all inbound
connections on TCP port 53—the port used for zone transfers. You can also specify on
your nameserver which external systems are allowed to execute zone transfers.

Buffer overflows are best defeated by ensuring the DNS software is patched and up to
date. BIND, due to its popularity and widespread use, has been an extremely popular target
in the last few years, and new vulnerabilities are introduced on a fairly regular basis. For the
latest version and patches, see the main BIND web site at www.isc.org/products/BIND.

File and Print Services
Securing file and print services really boils down to a matter of permissions and ensur-
ing legitimate users have access while unauthorized users do not. Network print services
should be configured so that they receive print jobs from authorized, authenticated us-
ers. Users should, in most cases, be allowed to stop, pause, or delete their own print
jobs. Only administrators should be able to control or modify the entire print queue or
the printer itself.

In a similar manner, securing file services is usually a matter of permissions. Users
should be given full control over their own files, read access to public resources that
should not be modified, and possibly read and write access to group folders. In most
cases, file services are extensions of the operating system itself, but there are some spe-
cialized file-service applications, such as Network File System (NFS), that are specifically
designed to provide network access to stored data and files. NFS, a service that has a long
history of security problems, has made advancements in recent versions, including
better authentication methods, encryption, and PKI support.

Active Directory
The old adage “the network is the system” comes much closer to reality with systems like
Microsoft’s Active Directory services. Active Directory allows single login access to mul-
tiple applications, data sources, and systems, and includes advanced encryption capa-
bilities, such as Kerberos and PKI.

Active Directory is built around a database, called a schema, containing information
about network objects, such as domains, servers, workstations, printers, groups, and us-
ers. Each object is placed into a domain, which can then be used to control which users
may access which objects. Each domain has its own security policies, administrative
control, privileges, and relationships to other domains.
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Domains are organized into a hierarchical structure called a forest, with the forest
root domain being at the top of the tree. Branching off the main domain are trees con-
taining parent and child domains. Every child domain has a two-way trust with its par-
ent, which, by virtue of design, extends to every other child domain under that parent.
Under this concept, when a user authenticates successfully into one child domain, all
the other child domains under the same parent will accept the authentication as well,
due to the two-way trust system. While the other child domains may accept the authen-
tication information, access to resources is still controlled by the access controls for each
specific child domain. So while a child domain may recognize you as an authenticated
user from another child domain, it may not grant you access to its resources, due to local
access controls.

Another key feature of Active Directory is delegation—the ability to selectively push
administrative control to users in each domain. While enterprise-level administrative
accounts only exist in the root domain, local admin accounts can exist in child do-
mains. This means that you can have a high level in the central office grant local au-
thority to add users, configure printers, and so on, to local admins in remote offices.
This type of selective, localized administrative control can be very useful in large, dis-
tributed organizations.

Each object in Active Directory also has an access control list to determine who can
view the object, what attributes they can read, and what actions each user can perform
on the object. Access controls can be inherited or passed down from a parent to a child.
For example, administrators can set permissions on a specific folder and specify that ev-
ery subfolder or file in that folder receive the same permissions.

Active Directory also maintains a global catalog that contains a subset of information
on all the objects in the Active Directory database. The global catalog is used for many
functions within Active Directory, including user identification and e-mail addresses. The
global catalog must be available and queryable for Active Directory to function properly.
To update and query Active Directory, Microsoft uses the Lightweight Directory Access
Protocol (LDAP). Every object in Active Directory has a unique name for use in LDAP que-
ries and updates. Unfortunately, LDAP is not, by default, an encrypted protocol, meaning
that anyone on the network could intercept and examine LDAP queries and updates.

The key to securing Active Directory is carefully planning and using appropriate per-
missions. While the granular control and enhanced capabilities of Active Directory
could lead to more secure systems, its complexity can also lead to administrators over-
writing each other’s changes or accidentally granting access to unauthorized individu-
als. Microsoft provides some very good Active Directory resources on its web site.

Chapter Review
Security baselines are critical to protecting information systems, particularly those allow-
ing connections from external users. Hardening is the process by which operating sys-
tems, network resources, and applications are secured against possible attacks. Securing
operating systems consists of removing or disabling unnecessary services, restricting per-
missions on files and directories, removing unnecessary software (or not installing it in
the first place), applying the latest patches, removing unnecessary user accounts, and en-
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suring strong password guidelines are in place. Securing network resources consists of dis-
abling unnecessary functions, restricting access to ports and services, ensuring strong
passwords are used, and ensuring the code on the network devices is patched and up to
date. Securing applications depends heavily on the application involved, but typically
consists of removing samples and default materials, preventing reconnaissance attempts,
and ensuring the software is patched and up to date.

Questions

1. Which of the following steps is part of the hardening process for operating
systems?

A. Removing unnecessary applications and utilities

B. Disabling unneeded services

C. Setting appropriate permissions on files

D. All of the above

2. Buffer overflow attacks are best defeated by

A. Removing sample files

B. Selecting strong passwords

C. Setting appropriate permissions on files

D. Installing the latest patches

3. Traffic filtering is used to

A. Scan incoming web requests for malformed code

B. Restrict access to ports and services

C. Prevent buffer overflows

D. Optimize the flow of time-sensitive traffic

4. File permissions under UNIX consist of what three types?

A. Modify, read, and execute

B. Full control, read-only, and run

C. Write, read, and open

D. Read, write, and execute

5. The netstat command

A. Lists active network connections

B. Provides the status of all hardware interfaces

C. Shows open files and directories

D. All of the above
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6. The inetd daemon

A. Listens for incoming connections

B. Starts the appropriate service when required

C. Runs at system startup

D. All of the above

7. To provide an immediate solution addressing a specific vulnerability, a vendor
may release

A. A hotfix

B. A service pack

C. A patch

D. None of the above

8. Password security consists of

A. Selecting a password with at least eight characters, at least one change in
case, and at least one number or nonalphanumeric character

B. Storing the password in your wallet or purse

C. Using the same password on every system

D. Changing passwords at least once a year

9. TCP wrappers

A. Verify checksums on every packet entering or leaving the system

B. Help prioritize network traffic for optimal throughput

C. Help restrict access to the local system

D. None of the above

10. Ensuring software is patched and up to date is important for

A. Operating systems

B. Network devices

C. Applications

D. All of the above

Answers

1. D.

2. D. The best defense against buffer overflows is to apply the appropriate patches
or fixes that eliminate the buffer overflow condition.

3. B.
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4. D.

5. A.

6. D. The Internet superserver daemon, inetd, performs all of the functions listed.
This helps prevent other services from using system resources until they need to
do so.

7. A. Immediate solutions designed to address a specific vulnerability are usually
called hotfixes. Patches and service packs tend to be larger, they are released on
a slower timetable, and they often contain fixes for many different problems.

8. A.

9. C. TCP wrappers help restrict access to the local system by controlling what
systems are allowed to connect to what services. This functionality is typically
implemented in the hosts.allow and hosts.deny files on a specific system.

10. D.
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