
CHAPTER 5Web Components
In this chapter, you will

• Learn about the SSL/TLS protocol suite
• Study web applications, plug-ins, and associated security issues
• Understand secure file transfer options
• Discover directory usage for data retrieval
• Study scripting and other Internet functions that present security concerns
• Learn the use of cookies to maintain parameters between web pages

The World Wide Web was invented by Tim Berners-Lee to give physicists a convenient
method of exchanging information. What began in 1990 as a physics tool in the Euro-
pean Laboratory for Particle Physics (CERN) has grown into a complex system that is
used by millions of computer users for tasks from e-commerce, to e-mail, chatting,
games, and even the original intended use—file and information sharing. Before the
World Wide Web, there were plenty of methods to perform these tasks, and they were al-
ready widespread in use. File Transfer Protocol (FTP) was used to move files, and Telnet
allowed access to other machines. What was missing was the common architecture
brought by Berners-Lee. First, a common addressing scheme, built around the concept
of a Uniform Resource Locator (URL). Second was the concept of linking documents to
other documents by URLs through the Hypertext Markup Language (HTML).

Although these elements may seem minor, they formed a base that spread like wild-
fire. Berners-Lee developed two programs to demonstrate the usefulness of his vision: a
web server to serve documents to users, and a web browser to retrieve documents for us-
ers. Both of these were key elements and contributed to the spread of this new techno-
logical innovation. The success of these components led to network after network being
connected together in a “network of networks” known today as the Internet. Much of
this interconnection was developed and funded through grants from the U.S. govern-
ment to further technological and economic growth.

What enabled the Web’s explosive growth into the PC market were the application
programs, called browsers, that were developed to use these common elements and al-
low users ease of access to the new world of connected resources. Browsers became
graphically based, and as more users began to use them, a market for more services via
this new World Wide Web channel was born. Out of this market, standards emerged to
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provide the required levels of security necessary as the user base and functionality of the
World Wide Web expanded.

The commercialization of browsers began with a program called Mosaic. Mosaic was
developed at the National Center for Supercomputing Applications (NCSA) at the Uni-
versity of Illinois at Urbana-Champaign. A team headed by Marc Andreessen developed
Mosaic for their own use, but a businessman, Jim Clark, from Silicon Valley realized the
commercial potential and formed a company called Mosaic Communications to realize
that potential. Andreessen and his team joined Clark, and the firm became Netscape
Communications. Netscape was an early innovator and inventor of many of the protocols
that drive the important elements of the Web today. Microsoft joined the browser world
with its Internet Explorer and eventually became the leader in terms of market share.

Current Web Components and Concerns
The usefulness of the World Wide Web is due not just to browsers, but also to web com-
ponents that enable services for end users through their browser interfaces. These web
components use a wide range of protocols and services to deliver the desired content to
end users. From a security perspective, these components offer end users an easy to use,
secure method of conducting data transfers over the Internet. Many protocols have been
developed to deliver this content, although for most users, the browser handles the de-
tails of these methods and protocols.

From a systems point of view, many security concerns have arisen, but they can be
grouped in three main tasks:

• Securing a server that delivers content to users over the Web

• Securing the transport of information between users and servers over the Web

• Securing the user’s computer from attack over a web connection

This chapter will present the components used on the Web to request and deliver in-
formation securely over the Internet.

Protocols
When two people communicate several things must happen for the communication to
be effective. They must use a language that both parties understand, and they must cor-
rectly use the language, i.e. structure and syntax, to express their thoughts. The mode of
communication is a separate entity entirely, for the previous statements are important
in both spoken and written forms of communication. The same requirements are pres-
ent with respect to computer communications and they are addressed through proto-
cols. Protocols refer to agreed upon sets of rules that allow different vendors to produce
hardware and software that can interoperate with pieces developed by other vendors.
Because of the worldwide nature of the Internet, protocols are very important and form
the basis by which all the separate parts can work together. The specific instantiation of
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protocols is done through hardware and software components. The majority of this
chapter will concentrate on protocols related to the Internet as instantiated by software
components.

Encryption (SSL and TLS
Secure Sockets Layer (SSL) is a general-purpose protocol developed by Netscape for
managing the encryption of information being transmitted over the Internet. It began as
a competitive feature to drive sales of Netscape’s web server product, which could then
send information securely to end users. This early vision of securing the transmission
channel between the web server and the browser became an Internet standard. Today,
SSL is almost ubiquitous with respect to e-commerce—all browsers support it as do web
servers, and virtually all sensitive financial traffic from e-commerce web sites uses this
method to protect information in transit between web servers and browsers.

The Internet Engineering Task Force (IETF) embraced SSL in 1996 through a series of
RFCs and named the group Transport Layer Security (TLS). Starting with SSL 3.0, in
1999 the IETF issued RFC 2246, “TLS Protocol Version 1.0,” followed by RFC 2712,
which added Kerberos authentication, and then RFCs 2817 and 2818, which extended
TLS to HTTP version 1.1 (HTTP/1.1). Although SSL has been through several versions,
TLS begins with an equivalency to SSL 3.0, so today SSL and TLS are essentially the same
protocol although not interchangeable.

SSL/TLS is a series of functions that exist in the OSI model between the application
layer and the TCP/IP implementation in the transport and network layers. The goal of
TCP is to send an unauthenticated error-free stream of information between two com-
puters. SSL/TLS adds message integrity and authentication functionality to TCP through
the use of cryptographic methods. As cryptographic methods are an ever-evolving field,
and for them to be used both parties must agree on an implementation method, SSL/TLS
has embraced an open, extensible, and adaptable method to allow flexibility and
strength. When two programs initiate an SSL/TLS connection, one of the first tasks is to
compare available protocols and agree on an appropriate common cryptographic pro-
tocol for use in this particular communication. As SSL/TLS can use separate algorithms
and methods for encryption, authentication, and data integrity, each of these is negoti-
ated and determined depending upon need at the beginning of a communication. Cur-
rently the browsers from Netscape and Microsoft allow fairly extensive SSL/TLS setup
options as illustrated in Figure 5-1, Figure 5-2, and Figure 5-3.

How SSL/TLS Works
SSL/TLS uses a wide range of cryptographic protocols. To effectively use these protocols
between a client and a server, an agreement must be reached on which protocol to use.
The SSL handshake process is used to accomplish this task. The handshake process be-
gins with a client request for a secure connection, and a server’s response. The questions
that must be asked and answered are which protocol and which cryptographic algo-
rithm will be used. For the client and server to communicate, both sides have to agree on a
commonly held protocol (SSL v1, v2, v3, or TLS v1). Commonly available cryptographic
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algorithms include Diffie-Hellman, and RSA. The handshake begins with the exchange to
agree on parameters. The next step is to exchange certificates and keys as necessary to en-
able authentication. Authentication was a one-way process for SSL v1 and v2 with only
the server providing authentication. In SSL v3/TLS, mutual authentication of both client
and server is possible. The certificate exchange is via X.509 certificates, and public key
cryptography is used to establish authentication. Once authentication is established, the
channel is secured with symmetric key cryptographic methods and hashes, typically RC4
or 3DES for symmetric key and MD5 or SHA-1 for the hash functions.

At this point, the authenticity of the server and possibly the client has been established,
and the channel is protected by encryption against eavesdropping. All of this work re-
quires CPU time, hence SSL/TLS connections require significantly more overhead than
unprotected connections. Establishing connections is particularly time consuming, so
even stateless web connections are held in a stateful fashion when secured via SSL/TLS, to
avoid repeating the handshake process for each request. This makes some web server
functionality more difficult, such as implementing web farms, and it requires either an
SSL/TLS appliance before the web server to maintain state, or the SSL/TLS state informa-
tion must be maintained in a directory type service accessible by all of the web farm serv-
ers. Either method requires additional infrastructure and equipment. However, to enable
secure e-commerce and other private data transactions over the Internet, this is a cost-
effective method to establish a specific level of necessary security.
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The use of certificates is a way to have a third party act as notary in the electronic world.
A certificate is merely a standard set of formatted data that represents the authenticity of
the public key associated with the signer. Microsoft is, in theory, the only firm that can of-
fer a signed certificate saying they are in fact Microsoft. A certificate can be trusted as a no-
tary to a signature. You would only trust a notary as far as you can verify their ability to
vouch for something. A person using a notary assumes the notary is honest, and states
have regulations and notaries have insurance to protect against fraud. The same idea is
true with certificates, although the legal system has not caught up to the electronic age,
nor has the business of liability insurance. Still, certificates provide a method of proving
who someone is, provided you trust the issuer. If the issuer is a third party of stature, such
as VeriSign or AT&T, then you may have something to rest your faith upon. If the issuer is
a large firm such as Microsoft, then again you can probably trust them since you are
downloading their code. If the issuer is Bob’s Certificate Shack, well, unless you know
Bob, then there may be cause for concern. Again, certificates do not vouch for code secu-
rity, only that who is signing them is actually the person they say they are.

The use of certificates could present a lot of data and complication to a user. Fortu-
nately, browsers have incorporated much of this desired functionality into a seamless
operation. Once you have decided to always accept code from XYZ Corporation, subse-
quent certificate checks are handled by the browser. The ability to manipulate certificate
settings is under the Options menus in both Microsoft Internet Explorer and Netscape
Communicator, as shown in Figure 5-4, Figure 5-5, and Figure 5-6.
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Figure 5-5
Certificate
management
options dialog
in Microsoft
Internet Explorer

Figure 5-6
Certificate
management
options in
Netscape
Communicator
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SSL/TLS is specifically designed to provide protection from man-in-the-middle attacks.
By authenticating the server end of the connection, SSL/TLS prevents the initial hijacking
of a session. By encrypting all of the conversations between the client and the server,
SSL/TLS prevents eavesdropping. Even with all of this, though, SSL/TLS is not a complete
security solution and can be defeated. Once a communication is in the SSL/TLS channel, it
is very difficult to defeat the protocol. Before data enters the secured channel, however,
defeat is possible. A Trojan program that copies keystrokes and echoes them to another
TCP/IP address in parallel with the intended communication can defeat SSL/TLS, pro-
vided that the Trojan program copies the data prior to SSL/TLS encapsulation. This type of
attack has occurred and has been used to steal passwords and other sensitive material
from users, performing the theft as the user actually types in the data.

The Web (HTTP and HTTPS
The Hypertext Transfer Protocol (HTTP) is the protocol designated for the transfer of
hypertext-linked data over the Internet, from web servers to browsers. When a user types
a URL such as http://www.example.com into a browser, the http:// portion indicates
that the desired method of data transfer is via the Hypertext Transfer Protocol. Although
this was initially just for HTML pages, today many protocols deliver content over this
connection protocol. HTTP traffic takes place over TCP port 80 by default, and this port
is typically left open on firewalls because of this protocol.

One of the primary drivers behind the development of SSL/TLS was the desire to hide
the complexities of cryptography from end users. When using an SSL/TLS-enabled
browser, this can be done simply by requesting a secure connection from a web server
instead of nonsecure connection. With respect to HTTP connections, this is as simple as
using https:// in place of http://.

When a browser is SSL/TLS-aware, the entry of an SSL/TLS-based protocol will
cause the browser to perform the necessary negotiations with the web server to estab-
lish the required level of security. Once these negotiations have been completed and
the session is secured by a session key, then a closed padlock icon is displayed in the
lower right of the screen (in Internet Explorer and Communicator) to indicate that the
session is secure. Figure 5-7 shows a secure connection in Microsoft Internet Explorer,
while Figure 5-8 illustrates the same thing in Netscape Communicator. As the tiny
padlock can be easily missed, when in doubt, the best solution is to look at the URL. If
the protocol is https: your connection is secure, if it is http:, then the connection is car-
ried by plaintext for anyone to see.

The objective of enabling cryptographic methods in this fashion is to make it easy for
end users to use these protocols. SSL/TLS is designed to be protocol agnostic. Although
designed to run on top of TCP/IP, it can operate on top of other lower-level protocols,
such as X.25. SSL/TLS requires a reliable lower-level protocol, so it is not designed and
cannot properly function on top of a non-reliable protocol such as the IP User Datagram
Protocol (UDP). Even with this limitation, SSL/TLS has been used to secure many com-
mon TCP/IP-based services, as shown in Table 5-1.
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Figure 5-7 HTTPS connection in Microsoft Internet Explorer

These indicate an SSL secured connection

Figure 5-8 HTTPS connection in Netscape Communicator

These indicate an SSL secured connection

Protocol TCP Port Use

HTTPS 443 SSL/TLS secured HTTP traffic

SSMTP 465 SSL/TLS secured SMTP for mail sending

SPOP3 995 SSL/TLS secured POP3 for mail receiving

SNEWS 563 SSL/TLS secured Usenet news

SSL-LDAP 636 SSL/TLS secured LDAP services

Table 5-1 SSL/TLS Protected Services
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Directory Services
A directory is a data storage mechanism similar to a database, but it has several distinct dif-
ferences designed to provide efficient data retrieval services compared to standard data-
base mechanisms. A directory is designed and optimized for reading data, offering very
fast search and retrieval operations. The types of information stored in a directory tend to
be descriptive attribute data. A directory offers a static view of data that can be changed
without a complex update transaction. The data is hierarchically described in a tree-like
structure, and a network interface for reading is typical. Common uses of directories in-
clude e-mail address lists, domain server data, and resource maps of network resources.

To enable interoperability, the X.500 standard was created as a standard for directory
services. The primary method for accessing an X.500 directory is through the Directory
Access Protocol (DAP), a heavyweight protocol that is difficult to completely imple-
ment, especially on PCs and more constrained platforms. This led to the Lightweight Di-
rectory Access Protocol (LDAP), which contains the most commonly used functionality.
LDAP can interface with X.500 services, and, most importantly, LDAP can be used over
TCP with significantly less computing resources than a full X.500 implementation.
LDAP offers all of the functionality most directories will need and is easier and more
economical to implement, hence LDAP has become the Internet standard for directory
services. LDAP standards are governed by two separate entities depending upon use. The
International Telecommunication Union (ITU) governs the X.500 standard, and LDAP
is governed for Internet use by the IETF. Many RFCs apply to LDAP functionality, but
some of the most important are RFCs 2251 through 2256 and RFCs 2829 and 2830.

SSL/TLS LDAP
LDAP over TCP is a plaintext protocol, meaning data is passed in the clear and is susceptible
to eavesdropping. Encryption can be used to remedy this problem, and the application of
SSL/TLS-based service will protect directory queries and replies from eavesdroppers. SSL/
TLS provides several important functions to LDAP services. SSL/TLS can establish the iden-
tity of a data source through the use of certificates. SSL/TLS can also provide for the integrity
and confidentiality of the data being presented from an LDAP source. As LDAP and SSL/TLS
are two separate independent protocols, interoperability is more a function of correct setup
than anything else. To achieve LDAP over SSL/TLS, the typical setup is to establish an
SSL/TLS connection and then open an LDAP connection over the protected channel. To do
this requires both the client and the server be enabled for SSL/TLS. In the case of the client,
most browsers are already enabled. In the case of an LDAP server, this is a specific function
that must be enabled by a system administrator. As setting this up initially is complicated,
this is definitely a task for a competent system administrator.

Once an LDAP server is set up to function over an SSL/TLS connection, it essentially
operates as it always has. The LDAP server responds to specific queries with the data re-
turned from a node in the search. The SSL/TLS functionality operates to secure the chan-
nel of communication, and it is transparent to the data flow from the user’s perspective.
From the outside, SSL/TLS prevents observation of the data request and response, ensuring
confidentiality.
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File Transfer
One of the original intended uses of the Internet was for transferring files between ma-
chines. The ability to transfer files from one machine to another in a simple, secure, and
reliable fashion was needed by scientific researchers. Today, file transfers represent the
downloading of music content, reports, and other data sets from other computer systems
to a PC-based client. Until 1995, the majority of Internet traffic was file transfers. With all
of this need, a protocol was necessary so that two computers could agree on how to send
and receive data. As such, the File Transfer Protocol (FTP) is one of the older protocols.

FTP
FTP is an application-level protocol, allowing it to operate over a wide range of
lower-level protocols. FTP is embedded in most operating systems and provides a
method of transferring files from a sender to a receiver. Most FTP implementations are
designed to operate both ways, sending and receiving, and can enable remote file opera-
tions over a TCP/IP connection. FTP clients are used to initiate transactions and FTP
servers are used to respond to transaction requests. The actual request can be either to
upload (send data from client to server) or download (send data from server to client).

Clients for FTP on a PC can range from an application program to the command line
ftp program in Windows/DOS to most browsers. To open an FTP data store in a
browser, entering ftp://url in the browser’s address field indicates that you wish to see
the data associated with the URL via an FTP session—the browser handles the details.
File transfers via FTP can be either binary or in text mode, but in either case, they are
plaintext across the network.

Blind FTP (Anonymous FTP)
To access resources on a computer, an account must be used to allow the operating-
system–level authorization function to work. In the case of an FTP server, you may not
wish to control who gets the information, so a standard account called anonymous exists.
This allows unlimited public access to the files and is commonly used when you wish to
have unlimited distribution. On a server, access permissions can be established to allow
only downloading or only uploading or both, depending upon the system’s function.
As FTP can be used to allow anyone access to upload files to a server, it is considered a se-
curity risk and is commonly implemented on specialized servers isolated from other
critical functions. As FTP servers can present a security risk, they are typically not permit-
ted on workstations and are disabled on servers without need for this functionality.

SFTP
FTP operates in a plaintext mode, so an eavesdropper can observe the data being passed.
If confidential transfer is required, Secure FTP (SFTP) utilizes both Secure Shell (SSH)
protocol and FTP to accomplish this task. SFTP is an application program that encodes
both the commands and the data being passed and requires SFTP to be on both the cli-
ent and the server. SFTP is not interoperable with standard FTP—the encrypted com-
mands cannot be read by the standard FTP server program. To establish SFTP data

P:\010Comp\All-in-1\633-1\ch05.vp
Friday, May 23, 2003 10:02:46 AM

Color profile: Generic CMYK printer profile
Composite  Default screen



transfers, the server must be enabled with the SFTP program, and then clients can access
the server provided they have the correct credentials. One of the first SFTP operations is
the same as with FTP: an identification function that uses a username, and an authoriza-
tion function that uses a password. There is no anonymous SFTP account by definition,
so access is established and controlled from the server using standard access control
lists, IDs, and passwords.

Vulnerabilities
Modern encryption technology can provide significant levels of privacy, up to military-
grade secrecy. The use of protocols such as SSL/TLS provide a convenient method for
end users to use cryptography without having to understand the methods and steps.
This can result in complacency—the impression that once SSL/TLS is enabled, the user is
safe, and this is not necessarily the case. If a Trojan program is recording keystrokes and
sending the information to another unauthorized user, SSL/TLS cannot prevent this se-
curity breach. If the user is connecting to an untrustworthy site, the mere fact that the
connection is secure does not prevent the other site from running a scam. Using SSL/TLS
and other encryption methods will not guard against your credit card information being
“lost” by the company you do business with, as in the egghead.com credit card hack of
2000. In December 2000, egghead.com’s credit card database was hacked into, and as
many as 3.7 million credit card numbers were exposed. Other similar stories include
55,000 credit card records being compromised by creditcards.com in 2000 and over
300,000 records being compromised by the CD Universe hack in 1999.

The key to understanding what is protected and where it is protected requires an un-
derstanding of what these protocols can and cannot do. The SSL/TLS suite can protect
data in transit, but not on either end in storage. It can authenticate users and servers,
provided that the certificate mechanisms are established and used by both parties.
Properly set up and used, SSL/TLS can provide a very secure method of authentication,
followed by confidentiality in data transfers and data integrity checking. But again, all of
this occurs during transit, and the protection ends once the data is stored.

Code-Based Vulnerabilities
The ability to connect many machines together to transfer data is what makes the
Internet so functional for so many users. Browsers enable much of this functionality,
and as the types of data have grown on the Internet, browser functionality has grown as
well. But not all functions can be anticipated or included in each browser release, so the
idea of extending browser functions through plug-ins became a standard. Browsers can
perform many types of data transfer, and in some cases, additional helper programs, or
plug-ins, can increase functionality for specific types of data transfers. In other cases,
separate application programs may be called by a browser to handle the data being
transferred. Common examples of these plug-ins and programs include Shockwave
plug-ins, RealOne player (both plug-in and standalone application), Windows Media
Player, and Adobe Acrobat (both plug-in and standalone). The richness that enables the
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desired functionality of the Internet has also spawned some additional types of inter-
faces in the form of ActiveX components and Java applets. In essence, all of these are
pieces of code that can be written by third parties, distributed via the Internet, and run
on your PC. If the code does what the user wants, the user is happy. But the opportunity
exists for these applications or plug-ins to include malicious code that performs actions
not desired by the end user.

Buffer Overflows
The most common exploit used to hack into software is the buffer overflow. The buffer
overflow is a result of poor coding practices on the part of software programmers—
when any program reads input into a buffer and does not validate the input for correct
length, the potential for a buffer overflow exists. The concept is simple. A hacker writes
an executable program that performs some action on the target machine and appends
this code fragment to a legitimate response to a program on the target machine. When
the target machine reads through the too-long response, a buffer overflow condition
causes the original program to fail. The extra malicious code fragment is now in the ma-
chine’s memory, awaiting execution. If the hacker executed it correctly, the program will
skip into the hacker’s code, running it before failing.

Buffer overflows have been shown to be exploitable in a wide range of programs,
from UNIX to Windows to applications such as Internet Explorer, Netscape Communi-
cator, and many more. It has been estimated that 50 percent of the security incidents by
type are from buffer overflow exploits. This is one of the most common hacks used, and
the primary defense a user has is to keep their machine up to date with patches from
software manufacturers. This has not proven to be a very effective method of protection.
Many people don’t keep up to date with the patches, as demonstrated by the Slammer
worm attack, which took place over three months after Microsoft had released a patch
for the vulnerability. Even with the patch widely available, both in a hot-fix and a service
pack, many SQL servers had not received the patch and were affected by this worm,
which used a buffer overflow to propagate.

Java and JavaScript
Java is a computer language invented by Sun Microsystems as an alternative to Microsoft’s
development languages. Designed to be platform independent and based on C, Java of-
fered a low learning curve and a way of implementing programs across an enterprise, in-
dependent of platform. Although platform independence never fully materialized, and
the pace of Java language development was slowed by Sun, Java has found itself to be a
leader in object-oriented programming languages.

Java, and its close cousin JavaScript, operates through an interpreter called a Java Vir-
tual Machine (JVM) on each platform that interprets the Java code and this JVM enables
the program’s functionality for the specific platform. This reliance on an interpretive
step has led to performance issues, and Java is still plagued by poor performance when
compared to most other languages. Security was one of the touted advantages of Java,
but in reality, security is not a built-in function but an afterthought and is implemented
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independent of the language core. This all being said, properly coded Java can operate at
reasonable rates, and when properly designed can act in a secure fashion. These facts
have led to the wide dependence on Java for much of the server-side coding for e-commerce
and other Web-enabled functionality. Servers can add CPUs to address speed concerns, and
the low learning curve has proven cost efficient for enterprises.

Java was initially designed to be used in trusted environments, and when it moved to
the Internet for general use, safety became one of its much hyped benefits. Java has many
safety features, such as type checking and garbage collection, that actually improve a pro-
gram’s ability to run safely on a machine and not cause operating-system–level failures.
This isolates the user from many common forms of operating system faults that can end
in the “blue screen of death” in a Windows environment, where the operating system
crashes and forces a reboot of the system. Safety is not security, however, and although
safe, a Java program can still cause significant damage to a system.

The primary mode of a computer program is to interact with the operating system
and perform functional tasks for a user, such as getting and displaying data, manipulat-
ing data, storing data, and so on. Although these functions can seem to be benign, when
enabled across the Web they can have some unintended consequences. The ability to
read data from a hard drive and display it on the screen is essential for many programs,
but when the program is downloaded and run from the Internet and the data is, without
the knowledge of the user, sent across the Internet to an unauthorized user, this enables
a program to spy on a user and steal data. Writing data to the hard drive can also cause
deletions if the program doesn’t write the data where the user expects. Sun recognized
these dangers and envisioned three different security policies for Java that would be im-
plemented via the browser and JVM, providing different levels of security. The first pol-
icy is to not run Java programs at all. The second restricts Java program functionality
when the program is not run directly from the system’s hard drive—programs being di-
rectly executed from the Internet have severe restrictions that block disk access and force
other security-related functions to be performed. The last policy runs any and all Java
programs as presented.

Most browsers adopted the second security policy, restricting Java functionality on a
client unless the program was loaded directly from the client’s hard drive. Although this
solved many problems initially, this also severely limited functionality. Today, browsers
allow much more specific granularity on security for Java, based on security zones and
user settings.

JavaScript is a form of Java designed to be operated within a browser instance. The
primary purpose of JavaScript was to enable features such as validation of forms be-
fore they are submitted to the server. Enterprising programmers found many other
uses for JavaScript, such as manipulating the browser history files, now prohibited by
design. JavaScript actually runs within the browser (see Figure 5-9), and the code is ex-
ecuted by the browser itself. This has led to compatibility problems, and not just be-
tween vendors, such as Microsoft and Netscape, but between browser versions.

Although JavaScript was designed not to be able to directly access files or network re-
sources, except through the browser functions, this has not proven to be as secure as desired.
This fault traces back to a similar fault in the Java language, where security was added on af-
terwards, without the benefit of a comprehensive security model. So, although designers
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put thought and common sense into the design, the lack of a comprehensive security
model left some security holes. For instance, a form could submit itself via e-mail to an
undisclosed recipient, either eavesdropping, or worse spamming or causing other prob-
lems—imagine your machine sending death threat e-mails to high-level government offi-
cials from a rogue JavaScript implementation.

Further, most browsers do not have a mechanism to halt a running script short of
aborting the browser instance, and even this may not be possible if the browser has
stopped responding to commands. Malicious JavaScripts can do many things, including
opening two new windows every time you close one, each with the code to open two
more. There is no way out of this one, short of killing the browser process from the oper-
ating system. JavaScripts can also spoof a user into thinking they are communicating
with one entity, when in fact they are communicating with another. For example, a win-
dow may open asking whether you want to download and execute the new update from
“http://www.microsoft.com…./update.exe”, and what is covered by the ellipsis (three
dots (...)) is actually “www.microsoft.com.attacker.org/”—the user just assumes this is a
Microsoft address that is cut short by space restrictions on the display.

The number of ways a JavaScript can interact with a system is so high, with so many
opportunities for malicious code, that the best advice is not to run JavaScripts or Java ap-
plets unless you trust the source. Again, browsers have the ability to limit Java function-
ality as shown in Figure 5-10 for Internet Explorer and Figure 5-11 for Netscape
Communicator. A common recommendation for high-security clients is to disable
JavaScript completely. Although this reduces the functionality, it also reduces the out-
side threat to a system.
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Figure 5-9
JavaScript settings
in Microsoft
Internet Explorer
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Figure 5-10
Java configuration
options in
Microsoft
Internet Explorer

Figure 5-11
JavaScript
configuration
options in
Netscape
Communicator
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As a browser scripting language, JavaScript is here to stay. Its widespread popularity
for developing applets such as animated clocks, mortgage calculators, simple games,
and the like will overcome its buggy nature and poor level of security. Similarly, Java as a
development language is also here to stay, although it may never live up to its initial
hype and will continue to have security issues. Both of these technologies boast many
skilled developers, low learning curves (because of their heritage in the C language), and
popularity in computer science courses. When viewed as a total package, the market-
place has decided that the benefits outweigh the drawbacks, and these two technologies
will be a cornerstone for much Internet programming development.

ActiveX
ActiveX is the name given to a broad collection of APIs, protocols, and programs devel-
oped by Microsoft to automatically download and execute code over an Internet-based
channel. The code is bundled together into an ActiveX control and given an .ocx exten-
sion. These controls are referenced in HTML using the <object> tag. ActiveX is a tool for
the Windows environment and can be extremely powerful. ActiveX can do simple
things, such as enable a browser to display a custom type of information in a particular
way, and it can also perform complex tasks, such as update the operating system and ap-
plication programs. This range of abilities gives ActiveX a lot of power, but this power
can be abused as well as used for good purposes.

Microsoft Internet Explorer has several options to control the execution of ActiveX
controls, as illustrated in Figure 5-12.
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Figure 5-12
Some of the
ActiveX control
options in
Microsoft
Internet Explorer
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To enable security and consumer confidence in downloaded programs such as
ActiveX controls, Microsoft developed Authenticode, a system that uses digital signa-
tures and allows Windows users to determine who produced a specific piece of code and
whether or not the code has been altered. As in the case of Java, safety and security are
different things, and Authenticode promotes neither in reality. Authenticode provides
limited accountability at the time of download and guarantees that the code has not
been changed since the time of signing. Authenticode does not identify whether a piece
of code will cause damage to a system, nor does it regulate how code is used. A perfectly
safe ActiveX control under one set of circumstances may be malicious if used improp-
erly. As with a notary’s signature, recourse is very limited—if code is signed by a terrorist
organization and the code ruins your machine, all Authenticode did was make it seem
legitimate. It is still incumbent upon the user to know from whom they are getting code
and to determine whether or not they trust that organization.

Critics of Authenticode and other code-signing techniques are not against code sign-
ing, for this is a universally recognized good thing. What the critics argue is that code
signing is not a panacea for security issues and that marketing it as doing more than it re-
ally does is irresponsible. Understanding the nuances of security is important in today’s
highly technical world, and leaving the explanations to marketing departments is not
the ideal solution.

CGI
The Common Gateway Interface (CGI) was the original method of having a web server
execute a program outside the web server process, yet on the same server. The intent was
to pass information via environment variables to an independent program, execute the
program, and return the results to the web server for display. Web servers are presenta-
tion and display engines, and they have had less than stellar results when used in other
fashions. For example, a web server instance may have numerous independent connec-
tions, and a program failure that results in a process bounce can affect multiple users if it
is run within the web server process. Separating any time consuming and more risky
programming cores, such as database lookups and manipulation, complex calculations,
and other tasks, into separate processes was and still is a prudent idea.

CGI offers many advantages to web-based programs. The programs can be written in
a number of languages, although Perl is a favorite. These scripted programs embrace the
full functionality of a server, allowing access to databases, UNIX commands, other pro-
grams, and so on. This provides a wide range of functionality to the web environment.
With this unrestrained capability, however, come security issues. Poorly written scripts
can cause unintended consequences at runtime.

The problem with poorly written scripts is that they are not always obvious. Some-
times scripts appear to be fine, but unexpected user inputs can have unintended conse-
quences. The addition of extra elements on a command line, for example, can result in
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dramatically different outputs. The use of the Perl backquote function allows a user to
programmatically encode user input to a UNIX shell, and this works properly given
proper user input, but if the user appends & /bin/ls -l to a proper input, this could gener-
ate a directory listing of the cgi-bin directory, which in turn gives away script names for
future exploitation attempts. Permitting users to execute other programs in such an un-
controlled fashion led many ISPs to prohibit the use of CGI scripts unless they were spe-
cifically approved by the ISP. This led to considerable overhead and code checking to
ensure clean code and validated user inputs.

A variety of books have been written on how to code securely, and CGI has benefited.
Properly coded, CGI offers no more and no less risk than any other properly coded solu-
tion. CGI’s loss was that it was first and was abused first, and many developers learned
by making mistakes early on CGI. On UNIX systems, CGI offers the ultimate in pro-
grammable diversity and capability, and now that security standard practices have been
learned and put into use, the system is seeing new popularity.

Server-Side Scripts
CGI has been replaced in many web sites through newer server-side scripting technolo-
gies such as Java, Active Server Pages (ASP), and PHP. All of these technologies operate
in much the same fashion as CGI: they allow programs to be run outside the web server
and to return data to the web server to be served to end users via a web page. Each of
these newer technologies has advantages and disadvantages, but all of them have stron-
ger security models than CGI. With these security models comes reduced functionality
and, as each is based on a different language, the learning curves are steeper. Still, the
need for adherence to programming fundamentals exists in these newer technolo-
gies—code must be well designed and well written to avoid the same vulnerabilities that
exist in all forms of code. Buffer overflows are still an issue, even with these newer tech-
nologies. Changing languages or technologies does not eliminate the basic security
problems associated with incorporating open-ended user input into code. Understand-
ing and qualifying user responses before blindly using them programmatically is essen-
tial to the security of a system.

Cookies
Cookies are small chunks of ASCII text passed within an HTML stream to temporarily
store data in a web browser instance. Invented by Netscape, cookies pass back and forth
between web server and browser and act as a mechanism to maintain state in a stateless
world. State is a term that describes the dependence on previous actions. By definition,
an HTTP session served by a web server is stateless—each request is completely inde-
pendent of all previous requests, and the server has no memory of previous requests.
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This dramatically simplifies the function of a web server, but it also significantly compli-
cates the task of providing anything but the most basic functionality in a site. Cookies
were developed to bridge this gap. Cookies are passed along with HTML data through a
Set-Cookie message in the header portion of an HTML transaction, or via script in the
HTML body.

A cookie is actually a series of name-value pairs that is stored in memory during a
browser instance. The specification for cookies established several specific name-value
pairs for defined purposes. Additional name-value pairs may be defined at will by a de-
veloper. The specified set of name-value pairs include the following:

• Expires= This specifies when the cookie expires. If no value exists, then the
cookie is only good during the current browser session and will not be
persisted to the user’s hard drive. Should a value be given, the cookie will be
written to the user’s machine and persisted until this datetime value occurs.

• Domain= This name-value pair specifies the domain where the cookie is
used. Cookies were designed as memory-resident objects, but as the user or
data can cause a browser to move between domains, say from comedy.net to
jokes.org, then some mechanism needs to tell the browser which cookies
belong to which domains.

• Path= This name-value pair further resolves the applicability of the cookie
into a specific path within a domain. If path=/directory, the cookie will only be
sent for requests within /directory on the given domain. This allows a level of
granular control over the information being passed between the browser and
server, and it limits unnecessary data exchanges.

• Secure The presence of the keyword [secure] in a cookie indicates that it is
only to be used when connected in an SSL/TLS session. This does not indicate
any other form of security, as cookies are stored in plaintext on the client
machine. In fact, one browser-based security issue was the ability to read
another site’s cookies from the browser cache and determine the values by
using a script.

Cookie management on a browser is normally an invisible process, but both Internet
Explorer and Communicator have methods for users to examine and manipulate cookies
on the client side. Communicator stores the cookies in a long text file (see Figure 5-13).
Note the file location in the browser address line. This will vary based on user account, but
is generally representative of a default Netscape Communicator installation.

Netscape, the inventor of cookies, has maintained a strong cookie management op-
tion within its Communicator product line. Users have the ability to examine, delete,
and block individual cookies through this interface, as shown in Figure 5-14.
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Figure 5-13 Netscape Communicator cookie file

Figure 5-14
Netscape
Communicator
cookie
management
via browser
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Internet Explorer has a much simpler interface, with just a Delete Cookies option in the
browser (see Figure 5-15). Additional cookie manipulation is done through the file pro-
cessing system, because cookies are stored as individual files as shown in Figure 5-16. This
combination allows easier bulk manipulation, a useful option, as cookies can become
quite numerous in short order.

So what good are cookies? Disable cookies in your browser and go to some common
sites that you visit—you will quickly learn the usefulness of cookies. Cookies store a va-
riety of information, from customer IDs to data about previous visits. Because cookies
are stored on a user’s machine in a form that will allow simple manipulation, they must
always be considered suspect and are not suitable for use as a security mechanism. They
can, however, allow the browser to provide crucial pieces of information to a web server.
Advertisers can use them to control which ads you are shown, based on previous ads,
and regardless of ad location by site. Specific sites can use them to pass state information
between pages, enabling functionality at the user’s desired levels. Cookies can also re-
member your ZIP code for a weather site, your ID for a stock tracker site, the items in
your shopping cart—these are all typical cookie uses. In the end analysis, cookies are a
part of daily web experience, here to stay and useful if not used improperly (such as to
store security data and to provide ID and authentication).

Figure 5-15
Microsoft
Internet Explorer
delete cookies
option
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Disabling Cookies
If the user disables cookies in a browser, this type of information will not be available for
the web server to use. IETF RFC 2109 describes the HTTP state-management system (cook-
ies) and specifies several specific cookie functions to be enabled in browsers, specifically

• The ability to turn on and off cookie usage

• An indicator as to whether cookies are in use

• A means of specifying cookie domain values and lifetimes

Several of these functions have already been discussed, but to surf cookie-free requires
more than a simple step. Telling a browser to stop accepting cookies is a setup option
available through an options menu, but this has no effect on cookies already received and
stored on the system. To prevent the browser from sending cookies already received,
the user must delete the cookies from the system. This bulk operation is easily per-
formed, and then the browser can run cookie-free. There are also several third-party
tools that enable even a finer granularity of cookie control.

Signed Applets
Code signing was an attempt to bring the security of shrink-wrapped software to soft-
ware downloaded from the Internet. Code signing works by adding a digital signature

Figure 5-16 Cookie management in Internet Explorer
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and a digital certificate to a program file to demonstrate file integrity and authenticity.
The certificate identifies the author, and the digital signature contains a hash value that
covers code, certificate, and signature to prove integrity, and this establishes the integrity
of the code and publisher via a standard browser certificate check.

The ability to use a certificate to sign an applet or a control allows the identity of the
author of a control or applet to be established. This has many benefits. For instance, if a
user trusts content from a particular vendor, such as Sun Microsystems, the user can
trust controls that are signed by Sun Microsystems. This signing of a piece of code does
not do anything other than identify the code’s manufacturer and guarantee that the
code has not been modified since it was signed.

A signed applet can be hijacked as easily as a graphic, or any other file. The two ways an
attacker could hijack a signed control are by in-line access or copying the file in its entirety
and republishing it. In-lining is using an embedded control from another site with or with-
out the other site’s permission. Republishing a signed control is done much like stealing a
GIF or JPEG image—a copy of the file is maintained on the unauthorized site and served
from there instead of from the original location. If a signed control cannot be modified,
why be concerned with these thefts, apart from the issue of intellectual property? The pri-
mary security concern comes from how the control is used. A hacker may be able to use a
control in an unintended fashion, resulting in file loss or buffer overflow—conditions
that weaken a system and may allow exploitation of other vulnerabilities. A common pro-
gramming activity is cleaning up installation files from a computer’s hard drive after suc-
cessfully installing a software package. If a signed control is used for this task, and
permission has already been granted, then improperly using the control could result in
the wrong set of files being deleted. The control will still function as designed, but the is-
sue becomes who it is used by and how. These are concerns not addressed simply by sign-
ing a control or applet.

Browser Plug-Ins
The addition of browser scripting and ActiveX components allows a browser to change
how it handles data, tremendously increasing its functionality as a user interface. But all
data types and all desired functionality cannot be offered through these programming
technologies. Plug-ins are used to fill these gaps.

Plug-ins are small application programs that increase a browser’s ability to handle
new data types and add new functionality. Sometimes these plug-ins are in the form of
ActiveX components, which is the form Microsoft chose for its Office plug-in, which en-
ables a browser to manipulate various Office files, such as pivot tables from Excel, over
the Web. Adobe has developed Acrobat Reader, a plug-in that enables a browser to read
and display Portable Document Format (PDF) files directly in a browser. PDF files offer
platform independence for printed documents and are usable across a wide array of
platforms—they are a compact way to provide printed information.

Dynamic data such as movies and music can be manipulated by a wide variety of
plug-ins, and one of the most popular comes from Real Networks. RealOne player can
operate both as a standalone program or run video and audio files in a web page.
QuickTime from Apple Computer provides the same type of functionality, and not just
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for Apple computers, but for Windows PCs as well. Microsoft has responded with their
own viewer technology, the Windows Media Player, which also acts as a standalone ap-
plication in addition to enhancing browser capabilities.

Two strikingly different plug-ins that few computers are without are the Flash and
Shockwave plug-ins. These plug-ins from Macromedia can provide developers with the
ability to develop striking graphic and cartoon animations that greatly enhance the look
and feel of a web experience. The combination of a development environment for de-
velopers and plug-in enabled browsers that can display the content has caused these
technologies to see widespread use. The result is a tremendous increase in visual rich-
ness in web communications, and this, in turn, has made the Web more popular and
has increased usage in various demographic segments.

To date, these plug-ins have had a remarkable safety record. Although a plug-in
changes a browser and how it can manipulate data, security holes have not been the
norm in this area. This does not mean that all plug-ins are safe—far from it. There are as
many plug-ins as one could imagine, most from small single-programmer shops, de-
signed for specific purposes that may or may not be needed by most users. Your trust in
plug-ins should, as usual, be based on knowing whom you are trusting. Major vendors,
such as Macromedia, Adobe, and the like, with their history of product safety, encourage
trust. When it comes to Joe’s programming house offering a plug-in to enhance 3-D im-
ages in porn files—you get what you pay for.

Chapter Review
This chapter covered a lot of web technologies that have been developed in response to
challenges presented by the massive interconnectivity and data sharing across the
Internet and the World Wide Web. The need for an easy way to handle the complexities
of encryption and decryption led to the development of the SSL protocol series and then
the TLS series. This session-layer protocol allows for the addition of authentication and
data integrity checking for all activities that occur at lower levels, including TCP/IP func-
tionality. SSL/TLS provides seamless integration through SSL/TLS-aware software, alle-
viating the user from tedious setups and data manipulation.

The World Wide Web has become a major forum for data exchange, and with this
widespread application of computing came the need to rapidly retrieve attribute infor-
mation from data stores for identifying users, resources, and other hierarchical data
structures. Directory technologies were thus born from database technologies, provid-
ing methods to accomplish these narrowly defined data storage and retrieval tasks. FTP,
a longtime protocol used on the Internet, continues to thrive and also has a secure form,
the SSH-enabled SFTP.

One of the new possibilities enabled by the Internet’s high degree of interconnectivity
is downloadable application code that operates in a browser environment. Developers
are using web browsers as user interfaces. Standard functionality and user familiarity
make web browsers a good choice for many application interfaces. To enable this exten-
sible use, browsers are now designed to be extended via plug-ins and scripting func-
tions. These extensions offer much in the way of functionality and also introduce new
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levels of security concerns. Java applets, JavaScript, and ActiveX technologies are some
of the examples of these new methods that enable developers to write browser-based
applications. For more complex work, server-side implementations also exist, such as
CGI and server-side scripts.

Cookies aren’t just for snacking anymore; they have spread with the Internet and act
as tiny data stores on computers everywhere. These small text files are essential little
pieces of code that help to maintain state between web pages and web applications, and
they can significantly enhance functionality for browser-based applications. As with any
technology that offers to increase functionality, cookies also introduce security concerns
that need to be understood and managed appropriately.

Questions

1. A cookie is

A. A piece of data in a database that enhances web browser capability

B. A small text file used in HTTP exchanges

C. A segment of script to enhance a web page

D. A favorite snack of web developers, so they named a program after it

2. The use of certificates in SSL is similar to

A. A receipt proving purchase

B. Having a notary notarize a signature

C. A historical record of a program’s lineage

D. None of the above

3. SSL can be used to secure

A. POP3 traffic

B. HTTP traffic

C. SMTP traffic

D. All of the above

4. SFTP uses which method to secure its transmissions?

A. IPsec

B. VPN

C. SSH

D. SSL

5. Security for JavaScript is established by whom?

A. The developer at the time of code development

B. The user at the time of code usage
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C. The user through browser preferences

D. Security for JavaScript is not necessary—the Java language is secure by design

6. ActiveX can be used for which of the following purposes?

A. Add functionality to a browser

B. Update the operating system

C. Both A and B

D. Neither A nor B

7. CGI has a weakness in its implementation because

A. It offers almost unlimited operating system access and functionality on a
UNIX box

B. It is limited to Windows operating systems only

C. It is difficult to program in

D. It has a proprietary interface

8. The keyword [secure] in a cookie

A. Causes the system to encrypt its contents

B. Prevents it from passing over HTTP connections

C. Tells the browser that the cookie is a security upgrade

D. None of the above

9. Code signing is used to

A. Allow authors to take artistic credit for their hard work

B. Provide a method to demonstrate code integrity

C. Guarantee code functionality

D. Prevent copyright infringement by code copying

10. SSL provides which of the following functionality?

A. Data integrity services

B. Authentication services

C. Data confidentiality services

D. All of the above

11. SSL uses which port to carry HTTPS traffic?

A. TCP port 80

B. UDP port 443

C. TCP port 443

D. TCP port 8080
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12. SSL protocol is performed at what level of the OSI model?

A. Application layer, level 7

B. Session layer, level 5

C. Network layer, level 3

D. Transport layer, level 4

13. To establish an SSL connection for e-mail and HTTP across a firewall, you must

A. Open TCP ports 80, 25, 443 and 223

B. Open TCP ports 443, 465, and 995

C. Open a TCP port of choice and assign it to all SSL traffic

D. Do nothing; SSL tunnels past firewalls

14. Directories are characterized by

A. Read-only data

B. Attribute type data

C. More functionality than a simple database

D. Better security model than a database

15. To prevent the use of cookies in a browser, a user must

A. Tell the browser to disable cookies via a setup option

B. Delete all existing cookies

C. All of the above

D. The user need do nothing—by design, cookies are necessary and cannot be
totally disabled

Answers

1. B. Cookies are small pieces of ASCII text used in HTTP transfers to exchange
data between client and server.

2. B. A certificate acts as a notary, providing a method of determining authenticity
through a third party.

3. D. All of the above—SPOP3 is POP3 secured, HTTPS is secure HTTP, and
SSMTP is secure SMTP.

4. C. SFTP uses SSH to enable secure file transfers.

5. C. JavaScript security is ultimately the responsibility of the end user, and the
options exist in browsers to select various security levels or even disable it
altogether.
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6. C. ActiveX can be used to distribute all kinds of software and modifications to
existing software.

7. A. Unlimited access to operating system functionality makes many CGI scripts
security hazards to the system, and special care is required in their design and
implementation.

8. B. Cookies with the [secure] tag are only passed by browsers over HTTPS
connections.

9. B. Code signing includes data integrity checking through a hash value.

10. D.

11. C.

12. B. SSL operates at the session layer of the OSI model and hence can secure
TCP/IP traffic.

13. B. HTTP uses 443, SSMTP uses 465, and POP3 uses 995.

14. B. Directories are used primarily for reading attribute type data to support
fast lookups and searches.

15. C. The user must do both A and B. A will prevent future cookies from
interacting, but B is necessary to stop cookies already downloaded from
being passed back to the server on subsequent visits.
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