
Authentication

■ Chapter 1 General Security Concepts

All-In-One / Security+ Certification All-in-One Exam Guide / team / 222633-1/ Chapter 1

1

P:\010Comp\All-in-1\633-1\ch01.vp
Friday, May 23, 2003 10:00:33 AM

Color profile: Generic CMYK printer profile
Composite  Default screen



All-In-One / Security+ Certification All-in-One Exam Guide / team / 222633-1/
Blind Folio 2

P:\010Comp\All-in-1\633-1\ch01.vp
Friday, May 23, 2003 10:00:33 AM

Color profile: Generic CMYK printer profile
Composite  Default screen



3

All-In-One / Security+ Certification All-in-One Exam Guide / team / 222633-1/ Chapter 1

CHAPTER 1General Security Concepts
In this chapter, you will

• Learn about the Security+ exam
• Learn basic terminology associated with computer and information security
• Discover the basic approaches to computer and information security
• Discover various methods to implement access controls
• Determine methods used to verify the identity and authenticity of an individual

So, why should you be concerned with taking the Security+ exam? The goal of the Com-
puting Technology Industry Association (CompTIA) Security+ exam is to become the
worldwide standard for foundation-level security practitioners. There is a growing need
for trained security professionals, and the CompTIA Security+ exam is a perfect way to
validate your knowledge and understanding of the computer security field. The exam is
an appropriate mechanism for many different individuals, including network and sys-
tem administrators, analysts, programmers, web designers, application developers, and
database specialists to show proof of professional achievement in security. The exam’s
objectives were developed with input and assistance from industry and government
agencies, including such notable examples as the Federal Bureau of Investigation (FBI),
the National Institute of Standards and Technology (NIST), the U.S. Secret Service, the
Information Systems Security Association (ISSA), Microsoft Corporation, RSA Security,
Motorola, Novell, Sun Microsystems, Verisign, and Entrust.

The Security+ Exam
In terms of the exam itself, the Security+ exam is designed to cover a wide range of security
topics—the type of subjects that a security practitioner would be expected to have
knowledge of. The test includes information from five knowledge domains. The specific
domains questions are taken from, and the relative weighting each is given on the exam
according to CompTIA, are as follows:

Percent of Exam

General Security Concepts 30%

Communication Security 20%

Infrastructure Security 20%

Basics of Cryptography 15%

Operational/Organizational Security 15%
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The exam consists of a series of questions, each designed to have a single best answer or
response. The other choices are designed to provide options that an individual might
take if they had an incomplete knowledge or understanding of the security topic repre-
sented by the question. The questions can be in two different formats: multiple choice
with a single correct answer or sample directions where the individual reads a statement
or question and then must choose the correct option(s) from a list of possible options
or responses. The exam questions will be chosen from the more detailed objectives
listed in the outline shown in Figure 1-1, which was taken from the CompTIA web page,
www.comptia.com/certification/Security/security_plus_objectives_10-23.pdf.

The Security+ exam is designed for individuals with at least two years of networking
experience and who have a thorough understanding of TCP/IP. The exam is currently
administered only in English and consists of 100 questions to be completed in 90 min-
utes. A minimum passing score is considered 764 out of a possible 900 points. The test
results will be available immediately. An individual who fails to pass the test the first
time will be required to pay the exam fee again to retake the test, but there is no manda-
tory waiting period before retaking it. For more information on retaking exams, consult
CompTIA’s retake policy, which can be found on their web site, www.comptia.org.

This All-in-One Exam Guide is designed to assist you in preparing for the Security+
exam. It is organized around the same objectives as the exam and attempts to cover the
major areas the exam includes. Using this guide in no way guarantees that you will pass
the exam, but it will greatly assist you in preparing to successfully meet the challenge
posed by the Security+ exam.

Basic Security Terminology
The term hacking has been used frequently in the media. A hacker was once considered
an individual who understood the technical aspects of computer operating systems and
networks. Hackers were individuals you turned to when you had a problem and needed
extreme technical expertise. Today, as a result of the media, the term is used more often
to refer to individuals who attempt to gain unauthorized access to computer systems or
networks. While some would prefer to use the terms cracker and cracking when referring
to this nefarious type of activity, the terminology generally accepted by the public is that
of hacker and hacking. A related term that may sometimes be seen is phreaking, which re-
fers to the “hacking” of computers and systems used by the telephone company.

Security Basics
Computer security itself is a term that has many meanings and related terms. Computer
security entails the methods used to ensure a system is secure. Subjects such as authenti-
cation and access controls must be addressed in broad terms of computer security. Sel-
dom in today’s world are computers not connected to other computers in networks.
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Figure 1-1 An outline taken from the CompTIA web page of objectives covering the Security+
certification exam
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Figure 1-1 An outline taken from the CompTIA web page of objectives covering the Security+
certification exam (continued)
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This then introduces the term network security to refer to the protection of the multiple
computers and other devices that are connected together. Related to these two terms are
two others: information security and information assurance, which place the focus of the
security process not on the hardware and software being used but on the data that is pro-
cessed by them. Assurance also introduces another concept, that of the availability of
the systems and information when we want them.

Since the late 1990s, much has been seen in the media concerning computer and net-
work security. Often the news is about a specific lapse in security, which has resulted in
the penetration of a network or in the denial of service for a network. Over the last few
years, the general public has become increasingly aware of its dependence on computers

Figure 1-1 An outline taken from the CompTIA web page of objectives covering the Security+
certification exam (continued)
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and networks and consequently has also become interested in the security of these same
computers and networks.

As a result of this increased attention by the public, several new terms have become
commonplace in conversations and print. Terms such as hacking, virus, TCP/IP, encryp-
tion, and firewalls are now frequently seen in mainstream news publications and have
found their way into casual conversations. What was once the purview of scientists and
engineers is now part of our everyday life.

With our increased daily dependence on computers and networks to conduct every-
thing from making purchases at our local grocery store to driving our children to school
(that new car you just bought is probably using a small computer to obtain peak engine
performance), ensuring that computers and networks are secure has become of para-
mount importance. Medical information about each of us is probably stored in a com-
puter somewhere. So is financial information and data relating to the types of purchases
we make and store preferences (assuming you have and use a credit card to make pur-
chases). Making sure that this information remains private is a growing concern to the
general public, and it is one of the jobs of security to help with the protection of our pri-
vacy. Simply stated, computer and network security is now essential for us to function
effectively and safely in today’s highly automated environment.

The “CIA” of Security
Almost from its inception, the goal of computer security has been threefold: confidenti-
ality, integrity, and availability—the “CIA” of security. The purpose of confidentiality is to
ensure that only those individuals who have the authority to view a piece of informa-
tion may do so. No unauthorized individual should ever be able to view data they are
not entitled to. Integrity is a related concept but deals with the modification of data.
Only authorized individuals should ever be able to change (or delete) information. The
goal of availability is to ensure that the data, or the system itself, is available for use when
the authorized user wants it.

As a result of the increased use of networks for commerce, two additional security
goals have been added to the original three in the CIA of security. Authentication deals
with the desire to ensure that an individual is who they claim to be. The need for this in
an online transaction is obvious. Related to this is nonrepudiation, which deals with the
ability to verify that a message has been sent and received. The requirement for this ca-
pability in online transactions should also be readily apparent.

The Operational Model of Security
For many years, the focus of security was on prevention. If we could prevent somebody
from gaining access to our computer systems and networks, then we assumed that we
had obtained security. Protection was thus equated with prevention. While the basic
premise of this is true, it fails to acknowledge the realities of the networked environment
our systems are part of. No matter how well we seem to do in prevention technology,
somebody always seems to find a way around our safeguards. When this happens, our
system is left unprotected. What is needed is multiple prevention techniques and also
technology to alert us when prevention has failed and to provide ways to address the
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problem. This results in a modification to our original security equation with the
addition of two new elements—detection and response. Our security equation thus
becomes:

Protection = Prevention + (Detection + Response)

This is known as the operational model of computer security. Every security technique and
technology falls into at least one of the three elements of the equation. Examples of the
types of technology and techniques that represent each are depicted in Figure 1-2.

Security Principles
There are three ways an organization can choose to address the protection of its net-
works: ignore security issues, provide host security, and approach security at a network
level. The last two, host and network security, have prevention as well as detection and
response components.

If an organization decides to ignore security, it has chosen to utilize the minimal
amount of security that is provided with its workstations, servers, and devices. No addi-
tional security measures will be implemented. Each “out of the box” system has certain
security settings that can be configured, and they should be. To actually protect an entire
network, however, requires work in addition to the few protection mechanisms that
come with systems by default.

Host Security Host security takes a granular view of security by focusing on pro-
tecting each computer and device individually instead of addressing protection of the
network as a whole. When host security is used, each computer is relied upon to protect
itself. If an organization decides to implement only host security and does not include
network security, there is a high probability of introducing or overlooking vulnerabili-
ties. Most environments are filled with different operating systems (Windows, UNIX,
Linux, Macintosh), different versions of those operating systems, and different types of
installed applications. Each operating system has security configurations that differ
from other systems, and different versions of the same operating system may in fact
have variations between them. Ensuring that every computer is “locked down” to the
same degree as every other system in the environment can be overwhelming and often
results in an unsuccessful and frustrating effort.

Host security is important and should always be addressed. Security, however,
should not stop there, as host security is a complementary process to be combined with
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Figure 1-2 Sample technologies in the operational model of computer security
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network security. If individual host computers have vulnerabilities embodied within
them, then network security can provide another layer of protection that will hopefully
stop any intruders getting that far into the environment. Topics covered in this book
dealing with host security include: bastion hosts, host-based intrusion detection sys-
tems, antivirus software, and hardening of operating systems.

Network Security In some smaller environments, host security by itself may be
an option, but as systems become connected into networks, security should include the
actual network itself. In network security, an emphasis is placed on controlling access to
internal computers from external entities. This control can be through devices such as
routers, firewalls, authentication hardware and software, encryption, and intrusion de-
tection systems (IDSs).

Network environments have a tendency to be unique entities because usually no two
networks will have exactly the same number of computers, the same applications in-
stalled, the same number of users, the exact same configurations, or the same available
servers. They will not perform the same functions or have the same overall architecture.
Since networks have so many differences, there are many different ways that they can be
protected and configured. This chapter covers some foundational approaches to net-
work and host security. Each approach may be implemented in a myriad of ways.

Least Privilege
One of the most fundamental approaches to security is least privilege. This concept is ap-
plicable to many physical environments as well as network and host security. Least priv-
ilege means that an object (which may be a user, application, or process) should have
only the necessary rights and privileges to perform its task with no additional permis-
sions. Limiting an object’s privileges limits the amount of harm that can be caused, thus
limiting an organization’s exposure to damage. Users may have access to the files on
their workstations and a select set of files on a file server, but no access to critical data
that is held within the database. This rule helps an organization protect its most sensi-
tive resources and helps ensure that whoever is interacting with these resources has a
valid reason to do so.

Different operating systems and applications have different ways of implementing
rights, permissions, and privileges. Before they are actually configured, an overall plan
should be devised and standardized methods developed to ensure that a solid security
baseline is actually implemented. For example, a company may want all of the Account-
ing employees, but no one else, to be able to access employee payroll and profit margin
spreadsheets held on a server. The easiest way to implement this is to develop an Ac-
counting group, put all Accounting employees in this group, and assign rights to the
group instead of each individual person.

As another example, there may be a requirement to implement a hierarchy of admin-
istrators that perform different functions and require specific types of rights. Two people
may be tasked with performing backups of individual workstations and servers; thus
they do not need administrative permissions with full access to all resources. Three peo-
ple may be in charge of setting up new user accounts and password management, which
means they do not need full, or perhaps any, access to the company’s routers and
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switches. Once these lines are delineated, indicating what subjects require which rights
and permissions, then it is much easier to configure settings to provide the least privi-
leges for different subjects.

The concept of least privilege applies to more network security issues than just pro-
viding users with specific rights and permissions. When trust relationships are created,
they should not be implemented in such a way that everyone trusts each other simply
because it is easier. One domain should trust another for very specific reasons, and the
implementers should have a full understanding of what the trust relationship allows be-
tween two domains. If one domain trusts another, do all of the users automatically be-
come trusted, and can they thus easily access any and all resources on the other domain?
Is this a good idea? Is there a more secure way of providing the same functionality? If a
trusted relationship is implemented such that users in one group can access a plotter or
printer that is available on only one domain, it might make sense to simply purchase an-
other plotter so that other, more valuable or sensitive, resources are not accessible by the
entire group.

Another issue that falls under the least privilege concept is the security context in
which an application runs. All applications, scripts, and batch files run in the security
context of a specific user on an operating system. They will execute with specific permis-
sions as if they were a user. The application may be Microsoft Word and run in the space
of a regular user, or it may be a diagnostic program that needs access to more sensitive
system files and so must run under an administrative user account, or it may be a pro-
gram that performs backups and so should operate within the security context of a
backup operator. The crux of this issue is that programs should execute only in the secu-
rity context that is needed for that program to perform its duties successfully. In many
environments, people do not really understand how to make programs run under dif-
ferent security contexts or it just seems easier to have them all run under the administra-
tor account. If attackers can compromise a program or service running under the
administrative account, they have effectively elevated their access level and have much
more control over the system and many more possibilities to cause damage.

Layered Security
A bank does not just protect the money that it stores only by using a vault. It has one or
more security guards as a first defense to watch for suspicious activities and to secure the
facility when the bank is closed. It may have monitoring systems that watch various ac-
tivities that take place in the bank, whether involving customers or employees. The vault
is usually located in the center of the facility, and thus there are layers of rooms or walls
before arriving at the vault. There is access control, which ensures that the people enter-
ing the vault have to be given the authorization beforehand. And the systems, including
manual switches, are connected directly to the police station in case a determined bank
robber successfully penetrates any one of these layers of protection.

Networks should utilize the same type of layered security architecture. There is no
100 percent secure system, and there is nothing that is foolproof, so a single specific
protection mechanism should never be solely relied upon. Every piece of software and
every device can be compromised in some way, and every encryption algorithm can be
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broken, given enough time and resources. The goal of security is to make the effort of
actually accomplishing a compromise more costly in time and effort than it is worth to
a potential attacker.

As an example, consider the steps an intruder might have to take to access critical data
held within a company’s back-end database. The intruder will first need to penetrate the
firewall and use packets and methods that will not be identified and detected by the in-
trusion detection system (more on these devices can be found in Chapter 8). The at-
tacker will then have to circumvent an internal router performing packet filtering and
possibly penetrate another firewall that is used to separate one internal network from
another. From here, the intruder must break the access controls that are on the database,
which means having to do a dictionary or brute-force attack to be able to authenticate to
the database software. Once the intruder has gotten this far, the data still needs to be lo-
cated within the database. This may in turn be complicated by the use of access control
lists outlining who can actually view or modify the data. That is a lot of work.

This example illustrates the different layers of security many environments employ. It
is important to implement several different layers because if intruders succeed at one
layer, you want to be able to stop them at the next. The redundancy of different protec-
tion layers assures that there is no one single point of failure pertaining to security. If a
network used only a firewall to protect its assets, an attacker successfully able to pene-
trate this device would find the rest of the network open and vulnerable.

It is important that every environment have multiple layers of security. These layers
may employ a variety of methods such as routers, firewalls, network segments, IDSs, en-
cryption, authentication software, physical security, and traffic control. The layers need
to work together in a coordinated manner so that one does not impede another’s func-
tionality and introduce a security hole. Security at each layer can be very complex, and
putting different layers together can increase the complexity exponentially. Although
having layers of protection in place is very important, it is also important to understand
how these different layers interact either by working together or in some cases by work-
ing against each other.

One case of how different security methods can work against each other is exempli-
fied when firewalls encounter encrypted network traffic. An organization may utilize
encryption so that an outside customer communicating with a specific Web server is as-
sured that sensitive data being exchanged is protected. If this encrypted data is encapsu-
lated within Secure Sockets Layer (SSL) packets and then is sent through a firewall, the
firewall will not be able to read the payload information in the individual packets. This
may enable the customer, or an outside attacker, to send malicious code or instructions
through the SSL connection undetected. There are other mechanisms that can be intro-
duced in these situations, such as designing Web pages to accept information only in
certain formats and having the Web server parse through the data for malicious activity.
The important piece is to understand the level of protection that each layer provides and
how each level of protection can be affected by things that take place in other layers.

The layers usually are depicted starting at the top, with more general types of protec-
tion, and progressing downward through each layer, with increasing granularity at each
layer as you get closer to the actual resource, as you can see in Figure 1-3. This is because
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the top-layer protection mechanism is responsible for looking at an enormous amount
of traffic, and it would be overwhelming and cause too much of a performance degrada-
tion if each aspect of the packet were inspected. Instead, each layer usually digs deeper
into the packet and looks for specific items. Layers that are closer to the resource have to
deal with only a fraction of the traffic that the top-layer security mechanism does, and
thus it will not cause as much of a performance hit to look deeper and at more granular
aspects of the traffic.

Diversity of Defense
Diversity of defense is a concept that complements the idea of various layers of security; it
means to make the layers dissimilar so that even if attackers know how to get through a
system making up one layer, they may not know how to get through a different type of
layer that employs a different system for security.

If an environment has two firewalls that form a demilitarized zone (DMZ), for exam-
ple, one firewall may be placed at the perimeter of the Internet and the DMZ. This
firewall will analyze the traffic that is entering through that specific access point and will
enforce certain types of restrictions. The other firewall may then be placed between the
DMZ and the internal network. When applying the diversity of defense concept, you
should set up these two firewalls to filter for different types of traffic and provide differ-
ent types of restrictions. The first firewall, for example, may make sure that no FTP,
SNMP, or Telnet traffic enters the network but allow SMTP, SSH, HTTP, and SSL traffic
through. The second firewall may not allow SSL or SSH through and may interrogate
SMTP and HTTP traffic to make sure that certain types of attacks are not part of that traffic.

Another type of diversity of defense is to use products from different vendors. Every
product has its own security vulnerabilities that are usually known to experienced at-
tackers in the community. A CheckPoint firewall has different security issues and set-
tings than a Sidewinder firewall; thus different exploits can be used against them to
crash them or compromise them in some fashion. Combining this type of diversity with
the preceding example, you might utilize the CheckPoint firewall as the first line of de-
fense. If attackers are able to penetrate it, they are less likely to get through the next
firewall if it is one from another vendor, such as a Cisco PIX or Sidewinder firewall.
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Figure 1-3
Various layers
of security
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There is an obvious trade-off that must be considered before implementing diversity
of security using different vendor products. Doing so usually also increases operational
complexity, and security and complexity are seldom a good mix. When implementing
products from more than one vendor, the staff has to know how to configure two differ-
ent systems, the configuration settings will be totally different, the upgrades and patches
will come out at different times and contain different changes, and the overall complex-
ity of maintaining these systems may cause more headaches than security itself. This
does not mean that you should not implement diversity of defense by installing prod-
ucts from different vendors; it just means that you should know the implications of this
type of decision.

Security Through Obscurity
Another concept in security that should be discussed is the idea of security through obscu-
rity. In this case, security is considered effective if the environment and protection mech-
anisms are confusing or supposedly not generally known. Security through obscurity
uses the approach of protecting something by hiding it. Noncomputer examples of this
concept include hiding your briefcase or purse if you leave it in the car so that it is not in
plain view, hiding a house key under a ceramic frog, or pushing your favorite ice cream
to the back of the freezer so that everyone else thinks it is all gone. The idea is that if
something is out of sight, it is out of mind. This approach, however, does not provide ac-
tual protection of the object. Someone can still steal the purse by breaking into the car,
lift the ceramic frog and find the key, or dig through the items in the freezer to find your
favorite ice cream. Security through obscurity may make someone work a little harder to
accomplish a task, but it does not prevent anyone from eventually succeeding.

Similar approaches are seen in computer and network security when attempting to
hide certain objects. A network administrator may, for instance, move a service from its
default port to a different port so that others will not know how to access it as easily, or a
firewall may be configured to hide specific information about the internal network in
the hope that potential attackers will not obtain the information for use in an attack on
the network.

In most security circles, security through obscurity is considered a poor approach, es-
pecially if it is the only approach to security. An organization can use security through
obscurity measures to try to hide critical assets, but other security measures should also
be employed to provide a higher level of protection. For example, if an administrator
moves a service from its default port to a more obscure port, an attacker can still actually
find this service; thus a firewall should be used to restrict access to the service. Most peo-
ple know that even if you do shove your ice cream to the back of the freezer, someone
may eventually find it.

Keep It Simple
The terms security and complexity are often at odds with each other. This is because the
more complex something is, the harder it is to understand, and you cannot truly secure
something if you do not understand it. Another reason complexity is a problem within
security is that it usually allows too many opportunities for something to go wrong. If an
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application has 4000 lines of code, there are a lot fewer places for buffer overflows, for
example, than in an application of two million lines of code.

As with any other type of technology or problem in life, when something goes wrong
with security mechanisms, a troubleshooting process is used to identify the actual issue.
If the mechanism is overly complex, identifying the root of the problem can be over-
whelming if not nearly impossible. Security is already a very complex issue because
there are so many variables involved, so many types of attacks and vulnerabilities, so
many different types of resources to secure, and so many different ways of securing
them. You want your security processes and tools to be as simple and elegant as possi-
ble. They should be simple to troubleshoot, simple to use, and simple to administer.

Another application of the principle of keeping things simple concerns the number
of services that you allow your system to run. Default installations of computer operat-
ing systems often leave many services running. The keep-it-simple principle tells us to
eliminate those that we don’t need. This is also a good idea from a security standpoint
because it results in fewer applications that can be exploited and fewer services that the
administrator is responsible for securing. The general rule of thumb should be to always
eliminate all nonessential services and protocols. This of course leads to the question,
how do you determine whether a service or protocol is essential or not? Ideally, you
should know what your computer system or network is being used for, and thus you
should be able to identify those elements that are essential and activate only them. For a
variety of reasons, this is not as easy as it sounds. Alternatively, a stringent security ap-
proach that one can take is to assume that no service is necessary (which is obviously ab-
surd) and activate services and ports only as they are requested. Whatever approach is
taken, there is a never-ending struggle to try to strike a balance between providing func-
tionality and maintaining security.

Access Control
The term access control has been used to describe a variety of protection schemes. It is
sometimes used to refer to all security features used to prevent unauthorized access to a
computer system or network. In this sense, it may be confused with authentication.
More properly, access is the ability of a subject (such as an individual or a process run-
ning on a computer system) to interact with an object (such as a file or hardware de-
vice). Authentication, on the other hand, deals with verifying the identity of a subject.
To help understand the difference, consider the example of an individual attempting to
log in to a computer system or network. Authentication is the process used to verify to the
computer system or network that the individual is who they claim to be. The most com-
mon method to do this is through the use of a userid and password. Once the individual
has verified their identity, access controls regulate what the individual can actually do
on the system. Just because a person is granted entry to the system, that does not mean
that they should have access to all data the system contains.

To further illustrate, consider another example. When you go to your bank to make a
withdrawal, the teller at the window will verify that you are indeed who you claim to be.
This is usually done by asking you to provide some form of identification with your pic-
ture on it, such as your driver’s license. You may also have to provide information such
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as your bank account number. Once the teller verifies your identity, you will have
proved that you are a valid (authorized) customer of this bank. This does not, however,
mean that you have the ability to view all information that the bank protects—such as
your neighbor’s balance. The teller will control what information, and funds, you may
have access to and will grant you access only to that which you are authorized. In this ex-
ample, your identification and bank account number serve as your method of authenti-
cation and the teller serves as the access control mechanism.

In computer systems and networks, there are several ways that access controls can be
implemented. An access control matrix provides the simplest framework for illustrating
the process. An example of an access control matrix is provided in Table 1-1. In this ma-
trix, the system is keeping track of two processes, two files, and one hardware device.
Process 1 can read both File 1 and File 2 but can write only to File 1. Process 1 cannot ac-
cess Process 2, but Process 2 can execute Process 1. Both processes have the ability to
write to the printer.

While simple to understand, the access control matrix is seldom used in computer
systems because it is extremely costly in terms of storage space and processing. Imagine
the size of an access control matrix for a large network with hundreds of users and thou-
sands of files. The actual mechanics of how access controls are implemented in a system
varies, though access control lists (ACLs) are common. An ACL is nothing more than a list
that contains the subjects that have access rights to a particular object. The list will iden-
tify not only the subject but the specific access that that subject has for the object. Typical
types of access include read, write, and execute as indicated in our example access con-
trol matrix.

No matter what specific mechanism is used to implement access controls in a com-
puter system or network, the controls should be based on a specific model of access. Sev-
eral different models are discussed in security literature, including discretionary access
control (DAC), mandatory access control (MAC), and role-based access control
(RBAC).

Discretionary Access Control
Both discretionary access control and mandatory access control are terms originally
used by the military to describe two different approaches to controlling what access an
individual had on a system. As defined by the “Orange Book,” a Department of Defense
document that at one time was the standard for describing what constituted a trusted
computing system, discretionary access controls are “a means of restricting access to ob-
jects based on the identity of subjects and/or groups to which they belong. The controls
are discretionary in the sense that a subject with a certain access permission is capable of
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Process 2 File 1 File 2 Printer

Process 1 Read, write,
execute

Read, write Read Write

Process 2 Execute Read, write,
execute

Read, write Read, write Write

Table 1-1 An Access Control Matrix
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passing that permission (perhaps indirectly) on to any other subject.” While this may
appear to many to be typical “government-speak” and confusing, the principle is really
rather simple. In systems that employ discretionary access controls, the owner of an ob-
ject can decide which other subjects may have access to the object and what specific ac-
cess they may have. One common method to accomplish this is the permission bits
used in UNIX-based systems. The owner of a file can specify what permissions (read/
write/execute) members in the same group may have and also what permissions all oth-
ers may have. Access control lists are another common mechanism used to implement
discretionary access control.

Mandatory Access Control
A less frequently employed system for restricting access is mandatory access control.
This system, generally used only in environments where different levels of security clas-
sifications exist, is much more restrictive of what a user is allowed to do. Again referring
to the Orange Book, we can find a definition for mandatory access controls, which is “a
means of restricting access to objects based on the sensitivity (as represented by a label)
of the information contained in the objects and the formal authorization (i.e., clear-
ance) of subjects to access information of such sensitivity.” In this case, the owner or
subject can’t determine whether access is to be granted to another subject; it is the job of
the operating system to decide. In MAC, the security mechanism controls access to all
objects and individual subjects cannot change that access. The key here is the label at-
tached to every subject and object. The label will identify the level of classification for
that object and the level that the subject is entitled to. Think of military security classifi-
cations such as Secret and Top Secret. A file that has been identified as Top Secret (has a
label indicating that it is Top Secret) may be viewed only by individuals with a Top Se-
cret clearance. It is up to the access control mechanism to ensure that an individual with
only a Secret clearance never gains access to a file labeled as Top Secret. Similarly, a user
cleared for Top Secret access will not be allowed by the access control mechanism to
change the classification of a file labeled as Top Secret to Secret or to send that Top Secret
file to a user cleared only for Secret information. The complexity of such a mechanism
can be further understood when you consider today’s windowing environment. The ac-
cess control mechanism will not allow a user to cut a portion of a Top Secret document
and paste it into a window containing a document with only a Secret label. It is this sep-
aration of differing levels of classified information that results in this sort of mechanism
being referred to as multilevel security. A final comment should be made: just because a
subject has the appropriate level of clearance to view a document, that does not mean
that they will be allowed to do so. The concept of “need to know,” which is a discretion-
ary access control concept, also exists in mandatory access control mechanisms.

Role-Based Access Control
Access control lists can be cumbersome and can take time to administer properly. An-
other access control mechanism that has been attracting increased attention is the
role-based access control (RBAC). In this scheme, instead of each user being assigned
specific access permissions for the objects associated with the computer system or

Chapter 1: General Security Concepts

17

All-In-One / Security+ Certification All-in-One Exam Guide / team / 222633-1/ Chapter 1

P
A

R
T

I

P:\010Comp\All-in-1\633-1\ch01.vp
Friday, May 23, 2003 10:00:37 AM

Color profile: Generic CMYK printer profile
Composite  Default screen



network, that user is assigned a set of roles that the user may perform. The roles are in
turn assigned the access permissions necessary to perform the tasks associated with the
role. Users will thus be granted permissions to objects in terms of the specific duties they
must perform—not of a security classification associated with individual objects.

Authentication
Access controls define what actions a user can perform or what objects a user can have
access to. These controls assume that the identity of the user has been verified. It is the
job of authentication mechanisms to ensure that only valid users are admitted. De-
scribed another way, authentication is using some mechanism to prove that you are
who you claim to be. There are three general methods used in authentication. In order
to verify your identity, you can provide:

• Something you know

• Something you have

• Something about you (something that you are)

The most common authentication mechanism is to provide something that only
you, the valid user, should know. The most frequently used example of this is the com-
mon userid (or username) and password. In theory, since you are not supposed to share
your password with anybody else, only you should know your password, and thus by
providing it you are proving to the system that you are who you claim to be. In theory,
this should be a fairly decent method to provide authentication. Unfortunately, for a va-
riety of reasons, such as the fact that people have a tendency to choose very poor and
easily guessed passwords, this technique to provide authentication is not as reliable as it
should be. Other authentication mechanisms are consequently always being developed
and deployed.

Another method to provide authentication involves the use of something that only
valid users should have in their possession. A physical-world example of this would be a
simple lock and key. Only those individuals with the correct key will be able to open the
lock and thus provide admittance to your house, car, office, or whatever the lock was
protecting. A similar method can be used to authenticate users for a computer system or
network (though the key may be electronic and may reside on a smart card or similar de-
vice). The problem with this technology is that people will lose their keys (or cards),
which means they can’t log in to the system and somebody else who finds the key may
then be able to access the system, even though they are not authorized. To address this
problem, a combination of the something-you-know/something-you-have methods is
often used so that the individual with the key may also be required to provide a pass-
word or passcode. The key is useless unless you know this code. An example of this is the
ATM card most of us carry. The card is associated with a personal identification number
(PIN), which only you should know. Knowing the PIN without having the card is use-
less, just as having the card without knowing the PIN will also not provide you access to
your account.
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The third general method to provide authentication involves something that is
unique about you. We are used to this concept in our physical world, where people’s fin-
gerprints, or a sample of their DNA, can be used to identify them. This same concept can
be used to provide authentication in the computer world. The field of authentication
that uses something about you or something that you are is known as biometrics. A num-
ber of different mechanisms can be used to accomplish this type of authentication, such
as a voice print, a retinal scan, or hand geometry. All of these methods obviously require
some additional hardware in order to operate.

While these three approaches to authentication appear to be easy to understand and
in most cases easy to implement, authentication is not to be taken lightly, since it is such
an important component of security. Potential attackers are constantly searching for
ways to get past the system’s authentication mechanism, and there have been some
fairly ingenious methods employed to do so. Consequently, security professionals are
constantly devising new methods, building on these three basic approaches, to provide
authentication mechanisms for computer systems and networks.

Kerberos
Developed as part of MIT’s project Athena, Kerberos is a network authentication proto-
col designed for a client/server environment. Taking its name from the three-headed
dog of Greek mythology, Kerberos is designed to work across the Internet, an inherently
insecure environment. Kerberos uses strong encryption so that a client can prove its
identity to a server and the server can in turn authenticate itself to the client. The basis
for authentication in a Kerberos environment is something known as a ticket. Tickets are
granted by the authentication server, which is an entity trusted by both the client and the
server the client wishes to access. The client can then present this ticket to the server to
provide proof of identity. Since the entire session can be encrypted, this will eliminate
the inherently insecure transmission of items such as a password that can be intercepted
on the network. Since the tickets are time-stamped, attempting to reuse them will not be
successful. To illustrate how the Kerberos authentication service works, think about the
common driver’s license. You have received a license that you can present to other enti-
ties to prove you are who you claim to be. Because these other entities trust the state the
license was issued in, they will accept your license as proof of your identity. The state the
license was issued in is analogous to the Kerberos authentication service. It is the trusted
entity both sides rely on to provide valid identifications. This analogy is not perfect, be-
cause we all probably have heard of individuals who obtained a phony driver’s license,
but it serves to illustrate the basic idea behind Kerberos.

CHAP
CHAP, the Challenge Handshake Authentication Protocol, is used to provide authenti-
cation across a point-to-point link using the Point-to-Point Protocol (PPP). In this pro-
tocol, authentication after the link has been established is not mandatory. CHAP is
designed to provide authentication periodically through the use of a challenge/response
system sometimes described as a three-way handshake, as illustrated in Figure 1-4. The
initial challenge (a randomly generated number) is sent to the client. The client uses a
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one-way hashing function to calculate what the response should be and then sends this
back. The server compares the response with what it calculated the response should be.
If it matches, communication continues. If the two values don’t match, then the connec-
tion is terminated. This mechanism relies on a shared secret between the two entities so
that the correct values can be calculated.

Certificates
Certificates are a method to establish authenticity of specific objects such as an individ-
ual’s public key (more on this specific subject in Chapter 10) or downloaded software.
A digital certificate is generally seen as an attachment to a message and is used to verify
that the message did indeed come from the entity it claims to have come from. The digi-
tal certificate can also contain a key that can be used to encrypt further communication.
For more information on this subject, refer to Chapter 10.

Tokens
A token is a hardware device that can be used in a challenge/response authentication
process. In this way, it functions as both a something-you-have and some-
thing-you-know authentication mechanism. There have been several variations on this
type of device, but they all work on the same basic principles. The device has an LCD
screen and may or may not have a numeric keypad. Devices without a keypad will dis-
play a password (often just a sequence of numbers) that changes at a constant interval,
usually about every 60 seconds. When an individual attempts to log in to a system, they
enter their own user identification number and then the number that is showing on the
LCD. The system knows which device they have and is synchronized with it so that it
will know the number that should have been displayed. Since this number is constantly
changing, a potential attacker who is able to see the sequence will not be able to use it
later, since the code will have changed. Devices with a keypad work in a similar fashion
(and may also be designed to function as a simple calculator). The individual who
wants to log in to the system will first type their personal identification number into the
calculator. They will then attempt to log in. The system will then provide a challenge;
the user must enter that challenge into the calculator and press a special function key.
The calculator will then determine the correct response and display it. The user provides
the response to the system they are attempting to log in to, and the system verifies
that this is the correct response. Since each user has a different PIN, two individuals re-
ceiving the same challenge will have different responses. The device can also use the

Figure 1-4 The CHAP challenge/response sequence
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date or time as a variable for the response calculation so that the same challenge at dif-
ferent times will yield different responses, even for the same individual.

Multifactor
Multifactor is a term used to describe the use of more than one authentication mecha-
nism at the same time. An example of this is the hardware token, which requires both a
personal identification number or password and the device itself to determine the cor-
rect response in order to authenticate to the system. This means that both the some-
thing-you-have and something-you-know mechanisms are used as factors in verifying
authenticity of the user. Biometrics are also often used in conjunction with a personal
identification number so that they too can be used as part of a multifactor authentica-
tion scheme, in this case something you are as well as something you know. The pur-
pose of multifactor authentication is to increase the level of security, since more than
one mechanism would have to be spoofed in order for an unauthorized individual to
gain access to a computer system or network. The most common example of multifactor
security is the common ATM card most of us have in our wallets.

Mutual Authentication
Mutual authentication is a term used to describe a process in which each side of an elec-
tronic communication verifies the authenticity of the other. We are used to the idea of
having to authenticate ourselves to our Internet service provider (ISP) before we access
the Internet, generally through the use of a user identification/password pair, but how
do we actually know that we are really communicating with our ISP and not some other
system that has somehow inserted itself into our communication (a man-in-the-middle
attack). Mutual authentication would provide a mechanism for each side of a cli-
ent/server relationship to verify the authenticity of the other to address this issue.

Chapter Review
In this chapter, you grew acquainted with the objectives that will be tested on the Secu-
rity+ exam as well as the expected format for the exam. You met with a number of basic
security concepts and terms. The operational model of computer security was de-
scribed and examples provided for each of its components (prevention, detection, and
response). The difference between authentication and access control was also dis-
cussed. Authentication is the process of providing some sort of verification for who
you are to the computer system or network, and access controls are the mechanisms
the system uses to decide what you can do once your authenticity has been verified.
Authentication generally comes in one of three forms: something you know, some-
thing you have, or something you are/something about you. Examples include bio-
metric devices and tokens. The most common authentication mechanism, however, is
the simple username and password combination. Several approaches to access control
were discussed, including discretionary access control, mandatory access control, and
role-based access control.
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Quick Tips

• Information assurance and information security place the security focus on the
information and not the hardware or software used to process it.

• The original goal of computer and network security was to provide confidentiality,
integrity, and availability—the “CIA” of security.

• As a result of the increased reliance on networks for commerce, authentication
and nonrepudiation have been added to the original CIA of security.

• The operational model of computer security tells us that protection is provided
by prevention, detection, and response.

• Host security focuses on protecting each computer and device individually
instead of addressing protection of the network as a whole.

• Least privilege means that an object should have only the necessary rights and
privileges to perform its task, with no additional permissions.

• Diversity of defense is a concept that complements the idea of various layers of
security. It means to make the layers dissimilar so that if one layer is penetrated,
the next layer can’t also be penetrated using the same method.

• Access is the ability of a subject to interact with an object. Access controls are
those devices and methods used to limit which subjects may interact with
specific objects.

• Authentication mechanisms ensure that only valid users are provided access to
the computer system or network.

• The three general methods used in authentication involve the users providing
either something they know, something they have, or something unique about
them (something they are).

• Multifactor is a term used to describe the use of more than one authentication
mechanism at the same time.

• Mutual authentication is a term used to describe a process in which each side
of an electronic communication verifies the authenticity of the other.

Questions
To further help you prepare for the Security+ exam, and to provide you a feel for your
level of preparedness, answer the following questions and then check your answers
against the list of correct answers found at the end of the chapter.

1. Which access control mechanism provides the owner of an object the opportunity
to determine the access control permissions for other subjects?

A. Mandatory

B. Role-based
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C. Discretionary

D. Token-based

2. What is the most common form of authentication used?

A. Biometrics

B. Tokens

C. Access-card

D. Username/password

3. A retinal scan device is an example of what type of authentication mechanism?

A. Something you know

B. Something you have

C. Something about you/something you are

D. Multifactor authentication

4. Which of the following is true about multifactor authentication?

A. It employs more than one method to verify authenticity.

B. It incorporates both access-control and authentication mechanisms into a
single device.

C. It allows for multiple levels of security classification in a single system.

D. It bases access decisions on the role of the user, as opposed to using the
more common access control list mechanism.

5. Tokens are

A. An electronic signature used to verify authenticity

B. A hardware device used in a challenge/response authentication process

C. A software implementation of digital signature functionality

D. Used in a challenge/response protocol to ensure the identity of both sides
of a client/server relationship

6. What was described in the chapter as being essential in order to implement
mandatory access controls?

A. Tokens

B. Certificates

C. Labels

D. Security classifications

7. The CIA of security includes

A. Confidentiality, integrity, authentication

B. Certificates, integrity, availability
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C. Confidentiality, inspection, authentication

D. Confidentiality, integrity, availability

8. CHAP is the

A. Certificate Handling Application Program

B. Challenge Handshake Authentication Protocol

C. Controlling Hierarchical Access Protocol

D. Confidentiality Handling Application Protocol

9. The fundamental approach to security in which an object has only the
necessary rights and privileges to perform its task with no additional
permissions is a description of:

A. Layered security

B. Least privilege

C. Role-based security

D. Kerberos

10. What was the basis for authentication used in Kerberos?

A. Token

B. Certificate

C. Ticket

D. Biometrics

11. Mutual authentication describes:

A. The three-way TCP handshake used for access control

B. The process of asking for and receiving a digital certificate

C. A process in which each side of an electronic communication verifies the
authenticity of the other

D. A process to verify both the integrity and confidentiality of a document

12. The ability of a subject to interact with an object describes:

A. Authentication

B. Access

C. Confidentiality

D. Mutual authentication

13. Information security places the focus of security efforts on:

A. The system hardware

B. The software
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C. The user

D. The data

14. In role-based access control

A. The user is responsible for providing both a password and a digital certificate
in order to access the system or network.

B. A set of roles that the user may perform will be assigned to each user, thus
controlling what the user can do and what information they may access.

C. The focus is on the confidentiality of the data the system protects and not
its integrity.

D. Authentication and nonrepudiation are the central focus.

15. Using different types of firewalls to protect various internal subnets is an
example of:

A. Layered security

B. Security through obscurity

C. Diversity of defense

D. Implementing least privilege for access control

Answers

1. C. This is the definition of discretionary access control.

2. D. This is the single most common authentication mechanism in use today.

3. C. A retinal scan is an example of a biometric device, which falls into the
category of something about you/something you are.

4. A. Multifactor authentication refers to the use of more than one type of
authentication mechanism in order to provide improved security. An example
of this would be a biometric device (something you know/something about
you) and a personal identification number (something you know) in use at the
same time.

5. B. This is the definition of a token.

6. C. Labels were discussed as being required for both objects and subjects in order
to implement mandatory access controls. Here, D is not the correct answer,
because mandatory access controls are often used to implement various levels
of security classification but they are not needed in order to implement MAC.

7. D. Don’t forget, even though authentication was described at great length in
this chapter, the A in the CIA of security represents availability, which refers
to both the hardware and data being accessible when the user wants it.

8. B. This is the definition for CHAP.
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9. B. This was the description supplied for least privilege. Layered security referred
to using multiple layers of security (such as at the host and network layers) so
that if an intruder penetrates one layer, they still will have to face additional
security mechanisms before gaining access to sensitive information.

10. C. A ticket was described as the basis for security in Kerberos. A ticket was
granted by the authentication server in Kerberos. The analogy for a ticket in
the physical world discussed in the chapter was the common driver’s license.

11. C. This is the definition of the term mutual authentication.

12. B. This is the definition of access.

13. D. Information security places the focus of the security efforts on the data
(information).

14. B. In role-based access controls, roles are assigned to the user. Each role will
describe what the user can do and the data or information that can be accessed
to accomplish that role.

15. C. This is an example of diversity of defense. The idea is to provide different
types of security and not rely too heavily on any one type of product.

Security+ Certification All-in-One Exam Guide

26

All-In-One / Security+ Certification All-in-One Exam Guide / team / 222633-1/ Chapter 1

P:\010Comp\All-in-1\633-1\ch01.vp
Friday, May 23, 2003 10:00:39 AM

Color profile: Generic CMYK printer profile
Composite  Default screen


